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Abstract—Home and building automation (HBA) trends toward
the Ambient Intelligence paradigm, which aims to autonomously
coordinate and control appliances and subsystems in a given en-
vironment. Nevertheless, HBA is based on an explicit user–home
interaction and basically enables static and predetermined sce-
narios. This paper proposes a more flexible multi-agent approach,
leveraging semantic-based resource discovery and orchestration
for HBA applications. Backward-compatible enhancements to
EIB/KNX domotic standard allow to support the semantic charac-
terization of user profiles and device functionalities, thus enabling:
1) negotiation of the most suitable home services/functionalities
according to implicit and explicit user needs and 2) device-driven
interaction for adapting the environment to context evolution. A
power-management problem in HBA is presented as a case study
to better clarify the proposal and assess its effectiveness.

Index Terms—Ambient intelligence, building automation, EIB/
KNX, semantic web, multi-agent systems (MASs).

I. INTRODUCTION

A DVANCES in sensors networks, pervasive computing,
and artificial intelligence allow to envision environments

capable of being sensitive and responsive by recognizing user
needs and self-adapting accordingly. Devices communicate
and interact autonomously, without direct human intervention,
also making decisions based on multiple factors, including user
presence and preferences. They are coordinated by intelligent
systems acting as supervisors that are devoted to managing
available resources in order to meet given requirements.
Home and building automation (HBA) technologies are still
far from that vision, being unable to grant such flexibility.
Allowed scenarios are defined during implementation and
cannot change dynamically; possible interactions with the user
must be explicit and direct, and an advanced management of
information about users, devices, and resources/services in a
given ambient is quite limited nowadays. Recent research in
the artificial intelligence field promises to build really smart
HBA infrastructures, autonomously controlling and adapting
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building appliances, borrowing frameworks and approaches
from pervasive computing studies, and adapting theory and
solutions of agent-based software design.
This paper proposes to apply both knowledge representa-

tion (KR) and automated reasoning for resource discovery
and orchestration in building automation. Such technologies,
originally implementing the Semantic Web paradigm, have
been properly adapted here to comply with domotic scenarios.
Particularly, a context-aware multi-agent framework is pro-
posed that supports semantic annotation of both user profiles
and device capabilities through the integration of a semantic
micro-layer within the ISO/IEC 14543-3 EIB/KNX (Euro-
pean Installation Bus/Konnex) standard protocol stack, which
preserves a backward compatibility. Machine-understandable
metadata characterize home environment, appliances, and user
profiles and preferences. Annotations are expressed in onto-
logical formalisms derived from description logics (DLs) [1]:
in particular, DIG [2] has been adopted, as it is more compact
than OWL-DL.1 As opposed to both static configuration HBA
approaches and user-driven service selection of most research
proposals, the framework we present here enables user-trans-
parent and device-driven interaction. Home devices are able
to detect changes in the environment, start the processing,
and activate new services without any command from the
user. To this aim, the adopted multi-agent framework allows
requests coming from users and/or devices being collected by
a home mediator which acts as a broker between users and
home appliances. Each request is treated as a one-to-many
negotiation among the sender agent and various device agents.
Such a complex process is divided into concurrent one-to-one
negotiations between the home agent and each device agent.
Services/resources so selected are used to cover sender require-
ments to the best possible extent.
The remainder of this paper is organized as follows. Section II

surveys most relevant related research. Section III outlines the
proposed framework architecture and enhancements to KNX
standard. A case study is reported in Section IV, followed by an
experimental evaluation in Section V. Final remarks are given
in Section VI.

II. RELATED WORK

HBA is characterized by: 1) the lack of hard real-time con-
straints and 2) the need for high flexibility and reconfigura-
tion capabilities. As pointed out by Metzger and Polaków [3],

1OWLWeb Ontology Language, W3C Recommendation, February 10, 2004.
[Online]. Available: at http://www.w3.org/TR/owlfeatures/
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it is very well suited to agentification, i.e., the effort to model
concurrency and cooperation by means of multi-agent systems
(MASs). Agents can meaningfully represent entities (e.g., de-
vices), contexts, or people by emphasizing social capabilities
such as communication, coordination, conflict resolution, and
negotiation. Several proposals exist in the literature for struc-
turing HBA systems through MAS: while early research fo-
cused on agent-based direct control of home appliances, re-
cent MAS proposals concern high-level, complete HBA control
systems.
Particularly, in [4], a platform was proposed to allow an easy

integration of multimodal user interfaces in heterogeneous de-
vice networks. The MAS was implemented using Java Agent
Development Framework (JADE) SDK, whereas IP-based Uni-
versal Plug and Play (UPnP) was exploited as discovery pro-
tocol. In [5], a service-oriented smart home architecture was
defined, where each component is designed as an agent. When
the home is going to perform a service for a user, it compares
service requirements with the environment situation to find out
rooms whose status and resources are ready for service activa-
tion. In recent years, due to the growing interest in Smart Grid
technologies [6] and in reducing energy consumption via De-
mand Side Management [7], the MASmodel has been proposed
also for grid-based automation systems [8] and building energy
management systems (BEMS). An agent-based BEMS typically
supports active load management techniques [9] and exploits
smart metering via energy-efficient network protocols [6], [10].
As noted in [7], such approaches “put the human back into the
loop,” i.e., they take into account user profiles and requests in
order to maximize both energy efficiency and customer satisfac-
tion. In [11] a “Multi-Agent Comfort and Energy System” was
designed for management and control of both building systems
and occupants. It coordinates appliances and users, e.g., sug-
gesting changes to occupant meeting schedules. A MAS for en-
ergy management in commercial buildings was proposed also in
[12]. Agents communicate and negotiate with human occupants
to save energy; optimal policies are generated considering mul-
tiple criteria—e.g., energy cost and personal comfort—as well
as uncertainty in occupant preferences.
Unfortunately, the above agent-based solutions either require

direct user intervention or support only elementary agent be-
haviors and basic interactions. Advanced automated service/re-
source discovery and composition are prevented by the limited
expressiveness and the lack of explicit semantics in user, device
and service profiles characterization. In order to overcome these
limitations, it could be useful to leverage knowledge represen-
tation and reasoning (KRR) techniques in modeling HBA sys-
tems and regulating their behavior. Knowledge-based systems
have already shown their suitability for the support of design
and engineering in automation domains [13]. Furthermore, on-
tology languages have been proposed for modeling: 1) events
in power systems [14]; 2) energy consumption [15]; and 3) en-
ergy-related parameters in smart homes [16]. Those works show
that entities and properties of HBA and BEMS domains can be
expressed effectively by means of logic-based approaches. Fur-
thermore, KRR—borrowed and adapted from the SemanticWeb
effort—allow to exchange and manipulate high-level informa-
tion, which is seen as a key open issue in HBA [17]. This can

Fig. 1. Multi-layer agent architecture.

enable higher levels of accuracy, controllability, and flexibility,
resulting in an improvement of user comfort and building effi-
ciency. Bonino et al. [18] developed the first complete proto-
type for ontology-based domotic environments. The proposed
architecture included a reasoning module exploiting rule-based
inferences, whose well-known limits make the system not com-
pletely suitable for a widespread usage in dynamic HBA con-
texts: in order to trigger a rule, the system state should fully
match rule conditions. Full matches, however, are quite unlikely
in real-life scenarios, where objects, subjects, and events are fea-
tured by different heterogeneous descriptions, often partially in
conflict among them. The MAS framework proposed here ex-
ploits nonstandard logic-based inferences to support approxi-
mate match calculation and automated negotiation between user
and device agents.

III. SEMANTIC-BASED SMART HOMES

In what follows, the proposed framework and the corre-
sponding architecture are reported.

A. Reference Architecture and Agent Framework

The proposed framework refers to the general architecture
outlined in [19], and it is oriented toward a Smart Grid vision.
Machine-to-machine communication and negotiation for en-
ergy management occur at three levels: Home, Building and
Neighborhood. Each level is conceived as a MAS, where agents
are able to: 1) negotiate on available energy resources; 2) detect
conflicting information between requests and provided ser-
vices; and 3) support nonexpert users in selecting settings and
SLAs (Service Level Agreements) ranked w.r.t. utility, in order
to optimize given aspects, e.g., costs and efficiency. The Home
level reflects a single autonomous unit within a building, e.g.,
a house, an apartment, a floor. A Home unit comprises a me-
diator agent and specialized agents representing: users; smart
meters and sensors; actuators, appliances and subsystems; and
self-produced energy sources. The Building level manages
structures containing multiple home units which share common
facilities. Fig. 1 sketches the relationship between Home and
Building levels: the Home mediator agent acts as a counterpart
on behalf of the home in the larger BEMS, while a BEMS me-
diator agent facilitates negotiation, coordination and balancing
of energy demand and production within the building. Simi-
larly, the Neighborhood level refers to the coordination among
buildings in a commercial or residential block/district and to
the interface toward external energy providers, where each
building is represented by an agent. Either mediator-based or
fully peer-to-peer coordination schemes can be adopted at this
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Fig. 2. Machine-to-machine interaction process.

level. The overall goal is to favor the usage of energy produced
in the proximity of consumers by exploiting cogeneration,
microgeneration and net metering, so reducing costs of energy
transport and storage.
In order to achieve this objective, an energy consumption pro-

file (ECP) is defined for each device, house, and building, re-
spectively. Basically, an ECP is an articulated characterization
of the energy consumption, including time period(s), duration,
average and peak resource requirement, and so on. Starting from
the lower level, as shown in Fig. 2, ECPs are used to aggregate
multiple independent units and to describe an energy request
coming from single devices toward the external actors. Device
ECPs are exploited for resource allocation and load scheduling
in the home energy management system, while house profiles
are used by the BEMS. Finally, the building profile will be used
to interface the system both with peer entities in the neighbor-
hood and commercial energy providers. Dually, the ECP of a
larger system is recursively decomposed in the consumption of
its different subsystems for lower level decision-making.
ECPs are expressed with reference to a shared ontological vo-

cabulary, providing a machine-understandable conceptualiza-
tion of the HBA and energy management domain which sup-
ports automated inference and negotiation. In order to grant
a full compatibility with the application level of current en-
ergy management infrastructures, we adopt the Common In-
terface Model (CIM)—defined in the IEC 61970/61968 stan-
dards—as a primary reference for knowledge modeling. In fact,
the main goal of CIM is to provide a semantic model for compo-
nents and features of an electrical system for a complete inter-
operability among different applications. It covers several as-
pects of meter data management (MDM) and outage manage-
ment system (OMS). The CIM model is extended and mapped
to OWL ontology language so as to be used in the proposed
framework.
From the above considerations, the integration and analysis

of energy-related data coming from different sources emerge as
important elements of the proposed approach. Advanced Smart
Grid platforms should process real-time information to detect
power consumption behaviors and predict energy usage. More-
over, such information is essential to define a well-structured

Fig. 3. Agent-based framework.

ECP. In Smart Grid, continuous data streams from household
units and energy source providers are annotated as events of in-
terest. Then, complex event processing (CEP) methods are used
to correlate distributed events in order to detect meaningful en-
ergy usage patterns or situations. However, most CEP systems
only support rigidly defined data specifications and matching
rules, but in real-world applications uncertainty is an inherent
feature and potentially incomplete, imprecise and even incor-
rect data exist. Exploiting machine learning techniques for data
mining and event identification, combined with KR technolo-
gies for semantic-based event annotation and automated rea-
soning, allows to improve effectiveness and robustness in rec-
ognizing complex events and making intelligent predictions and
decisions. In particular, starting from field data streams, hidden
high-level knowledge is discovered by identifying, analyzing
and characterizing patterns.
Fig. 3 shows in detail the home-level MAS. As said, it com-

prises a mediator as well as user and device agents referred
to home appliances, including energy-providing systems, e.g.,
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Fig. 4. Agent modeling.

photovoltaic collectors. The number of available resources and
agents may vary dynamically and unpredictably—a user, de-
vice, or energy source can be connected or disconnected at any
time—without redefining the communication and negotiation
framework. The MAS leverages a knowledge-oriented evolu-
tion of KNX standard presented in [20], which implements a se-
mantic micro-layer on the top of the protocol stack, introducing
novel application-layer services and functions, while keeping
backward compatibility with current protocol and devices. Se-
mantic enhancements allow to fully describe device features by
means of annotations expressed in logic languages such as Re-
source Description Framework (RDF),2 OWL, or DIG. Each
device agent can expose one or more services, i.e., functional
profiles. The agent-based architecture and EIB/KNX protocol
enhancements allow also device agents to issue requests to the
home system, so that it supports automatic reconfiguration and
adaptation to changes in internal or external conditions. Fig. 4
reports on the general agent software model, while features of
each agent type are described in what follows.
• User Agent, running on a mobile client, addresses requests
to the home environment via wireless Bluetooth/Wi-Fi
links, describing the needs and preferences of the user.

• Smart Device Agents are embedded in advanced devices,
i.e., home appliances with enough computational capa-
bilities and memory availability. They encapsulate device
status and properties in semantic annotations, which are ei-
ther provided during discovery operated by other agents or
issued in semantic-based requests toward the home agent.
Smart device agents generate requests e.g., after a sensor
data gathering phase or when the internal status changes,
in order to negotiate a home configuration better fitting the
new situation.

• KNX Device Interface Agents run on behalf of legacy or
elementary appliances (e.g., switches, lamps) in order to
support semantic-based enhancements. In such cases, se-
mantic-based requests will be replied by the agent, while
request referring to standard KNX device properties will
be simply forwarded by the agent to the actual device.

• Home (Mediator) Agent abstracts the domotic environ-
ment and mediates both the interaction among agents and

2RDF Primer, W3C Recommendation, 10 February 2004. [Online]. Avail-
able: http://www.w3.org/TR/rdf-primer/

the access to resources. In particular: 1) it manages the ex-
plicit characterizations of available services and 2) when
a request is received, it acts as a mediator in a negotia-
tion round between the sender agent and each available
device agent, in order to discover the (set of) elementary
services that cover (part of) the request, maximizing the
overall utility. It employs a logic-based bilateral negoti-
ation protocol, originally conceived for marketplace sce-
narios [21] and fully revised to apply to HBA. In case of
requests coming from the user, utility is the relevance of
each wanted feature, while in requests originating from de-
vices utility values are associated to service properties in
order to optimize efficiency. In the case study reported in
Section IV, utility is exploited to minimize the consump-
tion of external energy sources (electricity, gas) favoring
the usage of homemade energy, i.e., produced by equip-
ment installed in the household, e.g., photovoltaic systems.

The communication infrastructure supporting the above
framework integrates an EIB/KNX bus and an IP network used
as a fast backbone. Nowadays, IP is increasingly adopted in au-
tomation systems and particularly in HBA. Such a hybrid home
network interconnects several KNX/IP routers and enables the
communication among different KNX lines via IP. In this way,
devices send and receive KNX group telegrams through multi-
cast IP frames compliant with the EIBnet/IP routing protocol.
In order to minimize sending data and communication time,
semantic annotations are compressed by means of an algorithm
specifically devoted to XML-based ontological languages [22].
Since descriptions can still exceed the maximum Application
layer Protocol Data Unit (APDU) data field size (14 bytes), the
extended KNX frames are used (up to 255 bytes, 249 of them
reserved for data). However, if semantic annotations result
even larger than APDU maximum limits, descriptions are split
in more APDUs [20].

B. Knowledge-Based Domotics

Fig. 5 shows a typical system interaction: sequence steps, fol-
lowed one by one, progress with no fixed duration during the
system evolution. As pointed out before, along with requests is-
sued by a User Agent toward the Mediator Agent, the proposed
framework also allows a Device Agent to perform queries, so
as to support user-transparency, i.e., automatic home adapta-
tion without user intervention. In such case, devices convey se-
mantic requests in one or more KNX frames. Instead, if the re-
quest comes from a User Agent, the Mediator receives it via
Bluetooth/Wi-Fi and processing starts at the third step in the
chart of Fig. 5. In either case, the Mediator Agent aims to find a
set of suitable home functionalities covering the request to the
best possible extent.
The orchestration process can be formalized as follows.
1) A message is sent to the KNX Router to discover available
home appliances.

2) For each online device, the router retrieves the semantic
annotations of exposed services/resources.

3) Data received from devices are then forwarded to the home
agent, decompressed and temporarily stored.

4) Services are separated into active and not active sets (resp.
and );
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Fig. 5. System interaction.

5) Algorithm 1 is applied to request and service annotations.
An early compatibility check is performed in order to find
any active service/resource (from set ) in conflict with the
request (lines 5–7). They will be deactivated subsequently.
Then, a concept abduction problem (CAP) [23] is solved
to verify if the user request is already completely covered
without activation of further services (lines 8–10). Concept
abduction allows to determine what functionalities should
be hypothesized, i.e., what is missing, in order to com-
pletely satisfy the request. If there is such an uncovered
part of the request, a concept covering problem (CCoP)
[24] is solved to select one or more deactivated functionali-
ties (from ) whose combination fills the needed features
(lines 12–14). Finally, the algorithm returns the set of ser-
vices to turn on or off, along with the uncovered request,
if present.

6) Selected functionalities are activated, and a reply is sent to
the device agent originating the interaction. Instead, if the
request came from a mobile device agent, a reply is sent
back to the user.

Algorithm 1 Algorithm for request covering

Algorithm:

Require:

— Description Logic;
— acyclic TBox ;
— concept expression of request ;
— concept expressions of active
functionalities;

— concept expressions of not
active functionalities.

and are expressed in and satisfiable in .

Ensure

— set of functionalities to
activate;

— set of functionalities to
deactivate;

— request uncovered part.

1:
2:
3:
4: for all do
5: if is not satisfiable in then
6:
7:
8: else
9:
10: end if
11: end for
12: if then
13:
14: end if
15: return

Further details about the negotiation protocol are provided
hereafter. For the sake of clarity, the requester’s agent will be
and potential counterparts (device’s agents) . Description

Logic (DL) concept expressions referring to a common on-
tology represent both request and configuration .
The (Attributive Language with unqualified Number
restrictions) DL was adopted as the reference language in the
current system prototype and case study. A preliminary step
of the protocol is the concept expression normalization [23]:
after this stage, will be a conjunction of elements in the
form , where is the issues the user is willing to
negotiate. Note that the users can express utilities on single
issues or on bundles of them, and such concepts will be denoted
as for Preferences. Furthermore, both for and , there are
disagreement thresholds and utility functions and .
A utility value is assigned to each . The global
utility is the sum of the utilities for preferences entailed by the
final agreement.3 A disagreement threshold is the minimum
utility required to continue pursuing a deal. If ,
then request and available services descriptions are in conflict
with each other and and need to negotiate on conflicting
information if they want to reach an agreement. The negotiation
will follow an alternating offer pattern: at each step, either
or gives up a part of its conflicting information choosing the
item with the minimum utility. Notice that both agents and
know and supplied services , but they have no information
neither on counterpart utilities nor preferences. Both and
will solve two Concept Contraction [23] problems

(1)

where (resp. ) are the reason why is in conflict
with at round 0.
Then, (or ) will start conceding one conjunctive element

of (resp. of ) reducing their global utility

of (resp. ).

3Both agents’ utilities are normalized to 1 to eliminate outliers andmake them
comparable: .
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At each negotiation round, each agent is able to validate if the
counterpart really changed its request w.r.t. the previous round.
For example, computes the solving a Concept Con-
traction problemw.r.t. the modified request and checks if
is more general than . In formulas, checks if
holds. In case of a positive answer, then knows that did not
lie and it continues the negotiation. Otherwise, it may decide to
leave the negotiation (conflict deal) or ask to reformulate its
counteroffer. The process ends when one of the following two
conditions holds.

1. The global utility of an agent is lower than its disagree-
ment threshold: the negotiation terminates with a conflict
deal;
2. There is nothing more to negotiate on and the global
utility of each agent is greater than its disagreement
threshold: the negotiation terminates with an agreement.
The agreement is computed as , where

and are request and supplied service in the last
round. Algorithm 2 defines the behavior of agents during a
generic th round of the negotiation process. For the sake
of compactness, it is only presented ’s behavior since the
one of is dual.
1-4. If there is nothing in conflict between the old and
the just-arrived , then there is nothing more to negotiate
on: the agreement is reached and returned.
5-11. If discovers that lied on its concession, then
decides to exit the negotiation and terminates with a con-
flict deal.
13-15. If the utility of is less than its disagreement
threshold after the minimum concession, then the negotia-
tion ends with a conflict deal.

Algorithm 2 Negotiation algorithm for at step

1: if then
2: agreement reached
3: return
4: end if
5: if then
6: compute from and
7: if then
8: lied
9: conflict deal: exit
10: end if
11: end if
12: compute minimum concession

13: if then
14: conflict deal: exit
15: end if
16: formulate by removing from
17: send to

The improvements introduced result significant if compared
with existing approaches. In [12], negotiation is based only on
Markov decision processes (MDPs) policies, and no considera-
tions are given to find a common and machine-understandable
representation for device and user requests or to satisfy require-
ments partially in case a full match is not possible. Moreover,

the proposed approach improves flexibility w.r.t. [20]: bymeans
of negotiation, a finer tuning of the weight of each element of
the request is allowed, so that the system can be configured to
favor energy efficiency or user comfort. The framework could
be further improved by extending expressiveness of the adopted
logic language with constructors which are particularly useful
when modeling knowledge of physical objects, such as quali-
fied existential restrictions, concrete domains and fuzzy predi-
cates. However, if logic complexity is increased, algorithm per-
formance issues may occur and should be carefully dealt with.

IV. CASE STUDY

A case study referring to power management in home au-
tomation is presented to better clarify capabilities of the pro-
posed agent-based framework also putting in evidence induced
benefits. The home agent exploits a bilateral negotiation process
whose final aim is to obtain a logic-based ranking of available
services and resources according to the current status of user,
devices, and home environment, seeking to maximize both en-
ergy efficiency and comfort.
The following example scenarios are considered. EIB/KNX-

compatible equipment in Phil’s house includes: a weather sta-
tion measuring outside temperature, an air-source heat pump,
an electrical heater and photovoltaic collectors with battery
accumulator. Phil comes home from work and feels cold. He
inputs this information to the user agent on his smartphone,
which issues a request to the home agent in order to provide
heating. The home agent collects environmental information
from device agents and associates it to the user profile, so that
the request to be satisfied takes both user preferences and home
status into account. Weather station reports that outside tem-
perature is 10 C, while photovoltaic accumulator reports that
4-kWh energy is available in scenario A and 0-kWh energy in
scenario B. The user agent maps user input to a semantic re-
quest, formalized w.r.t. the HBA ontology expressly devised
for the case study (and not reported here due to lack of space).
Table I shows the content of requests sent in both scenarios,
along with the description of services exposed by device agents.
To each request/service component—during the system installa-
tion and configuration—a utility value (reported in the table on
the left hand side) is assigned and furthermore an overall utility
threshold is given to each agent (reported in the last line of the
table for each request/service). Requests in scenarios and ,
named and respectively, combine the user agent require-
ment for a service suggested in case of cold feeling and con-
textual information about temperature and energy availability,
provided by the weather station and energy manager agents, re-
spectively. Higher utility is assigned to the user preference, be-
cause user satisfaction is the primary goal of the related agent.
Device agents make three service profiles available for activa-
tion: heat pump, electrical heater at half power, electrical heater
at full power. They are named and and their de-
scriptions are also reported in Table I. Utility values model the
fact that the heat pump is more beneficial when no self-pro-
duced electric power is available and for higher external tem-
peratures (due to thermodynamics, coefficient of performance is
higher when working at a lower temperature differential). The
electrical heater is more beneficial when self-produced electric
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TABLE I
CASE STUDY REQUEST AND RESOURCE PROFILES WITH UTILITY VALUES

power is available; finally, the heater at full power requires more
electricity, but is more efficient at lower temperatures.
As explained in Section III, the home agent: 1) receives a re-

quest from the user agent; 2) collects available service descrip-
tions from device agents; 3) checks compatibility between each
active functionality and the request; 4) solves the Concept Cov-
ering Problem in order to find services suitable to cover (part
of) the request, mediating negotiation to select the ones with
highest utility; and 5) activates selected functionalities. In the
considered examples, no service is active at the request time, so
step 3) has no effect. In scenario A, the first negotiation round
occurs between user agent with request and the first device
agent, heat pump, with service . It can be noticed that con-
straints and about temperature are in conflict, as well
as constraints and about available energy. Therefore,
negotiation is carried out as follows:
1) User agent discards .
2) Device agent discards .
No more conflicts exist and utility of both agents is above their
thresholds, so an agreement is reached with overall utility

. Discarding environmental constraints can appear
as inappropriate, since they model matters of fact, not modifi-
able preferences. This kind of situations can be taken into ac-
count by dividing every request and service profile in two sets
of constraints, strict and negotiable ones, with violation of any
strict constraint immediately leading to a missed deal. In the
current system prototype strict constraints are not implemented
(although it is trivial to do so, with the framework already in
place), but similar effects can be obtained by properly setting
utility values and disagreement thresholds. Negotiation is exe-
cuted in the same way in all the other cases. Utility outcomes
are summarized in Table II. It can be noticed that, when solar

TABLE II
CASE STUDY: NEGOTIATION RESULTS

power is available (scenario A), the heater is globally more ben-
eficial than the heat pump, because no external resources are
consumed, even though the heat pump is more efficient than the
electrical heater from a thermodynamic standpoint. Conversely,
when no self-produced power is available (scenario B), the heat
pump is preferred. Nevertheless, it is useful to notice that for
colder outside temperatures the utility of the heat pump would
decrease and the heater might become the best option again.
In scenario A, at the end of request processing the home agent

is activated. Afterward, energy in the photovoltaic accumulator
is depleted. The corresponding device agent detects the situa-
tion and issues a request to adjust home configuration. The new
situation is similar to the original scenario B, since the environ-
mental and user status are the same but no self-produced energy
is available. This is an example of device-driven and user-trans-
parent interaction. A negotiation and covering process starts
with a request coming from a device agent, without any actions
by the user. The house detects a change and adapts itself to the
new conditions, switching from a service to another ensuring
the same comfort to the user but being careful at energy effi-
ciency. In accordance with outcomes in Table II, the electrical
heater will be deactivated and the heat pump will be activated.
The presented examples are purposely simplified in order to

make presentation of the proposed approach clear and short. In
real scenarios, more articulated ECPs, requests and service de-
scriptions are used. Considering a possible large-scale diffusion
of the proposed technology, service/resource profiles as well
as working parameters (i.e., utilities) should be set at the fac-
tory and updated (when needed) via an Internet connection. On
the other hand, for “legacy” devices default profile annotations
should be extracted from the ETS database and customized by
the KNX installer; then, during normal system operation, they
will be managed by the associated Device Agent. No user inter-
vention is required to set/configure the device functioning after
installation, but every possible manual adjustment is allowed for
tuning system operation and eventually correct undesired be-
haviors. It should be also noticed that more advanced devices
could be also able to build their own profile by extracting it di-
rectly from environmental information via data mining opera-
tions in an automated fashion. This confers flexibility and ro-
bustness to the overall framework.
Benefits of the framework (enabling logic-based match-

making and negotiation with support to approximate matches
and service ranking) become even larger w.r.t. both standard
home automation technologies, characterized by static profiles,
and other state-of-the-art ontology-based agent infrastructures,
which support only rule-based inferences and exact matches.

V. EXPERIMENTS

The proposed framework was implemented in a prototypical
home system including off-the-shelf KNX devices. The testbed
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Fig. 6. Central unit GUI.

consists of 22 agents—18 KNXDevice Agents, 2 Smart Device
Agents, a User Agent and aMediator Agent—exposing 42 func-
tionalities. The testbed architecture is based on three functional
components:
1) Central Unit: which embeds the home Mediator agent. It
is implemented in Java and runs on a computer equipped
with quad-core Intel Xeon CPU (2.26-GHz clock fre-
quency), 16-GB DDR3 RAM and Mac OS X 10.6.8
operating system with Java Virtual Machine 1.6.0_29.
The Central Unit also exposes a graphical user interface,
shown in Fig. 6: the upper panels display environmental
information, available devices, and active and inactive
functionalities; the lower ones show KNX/IP network
status and allow a quick selection of predefined user
profiles.

2) KNX network: i.e., a prototypical full-functioning KNX in-
stallation equipped with 13 devices/appliances. It includes
both traditional (legacy) electrical equipments and KNX-
compliant ones, connected through a twisted pair bus in a
hierarchical network structure. Each device is associated
to a KNX Device Interface or Smart Device agent.

3) Mobile clients: devices such as notebooks, smartphones or
PDAs. Communication between clients and home system

TABLE III
REQUEST DATASET

is based on IEEE 802.11 and Bluetooth protocols. For our
tests, the User Agent ran on a smartphone with S5PC111
CPU (1-GHz clock frequency), 512MBRAMandAndroid
2.3.3 operating system.

Performance evaluation tests are reported hereafter. All the
experiments were conducted exploiting a shared dataset of ten
requests—see Table III—with growing complexity in terms of
negotiable preferences. Tests were divided in four different parts
to identify and evaluate, for each of the agent types, specific fea-
tures characterizing their performance. Each test was repeated
three times and average values were taken.
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Fig. 7. Processing time for mediator agent.

The Mediator Agent (MA) was evaluated w.r.t. the Quality
of Service (QoS) it offers when a request is processed. The QoS
is defined by the following function:

where measures the CAP-induced semantic distance
[23] between a request and its uncovered part , obtained
after Concept Covering Problem is solved; this value is normal-
ized dividing by the distance between and the most generic
concept—also known as universal concept, or Thing—which
depends only on axioms in the ontology. In this way QoS is a
value in [0, 1] range. If the request is fully satisfied then the
uncovered part is empty and .
means, instead, there are no services covering the request. This
corresponds to the worst case with and

. Table III shows the QoS results for the request
dataset. It can be noticed that QoS is lower for simpler requests
and increases for more complex ones. This is due to the fact that
ontology and service annotations are modeled to fit articulate
and specific descriptions, such as user needs or device operating
requirements. Generic requests result less significant, leading to
a relative QoS loss.
The other parameter used to evaluate MA is the time required

to process a request. In particular, four main subtasks are identi-
fied, as reported in Fig. 7, and for each of them the running time
was measured. Results show that MA spends most of the pro-
cessing time to check the compatibility between services and
the request. In this phase, each service description is prepro-
cessed (executing concept unfolding and normalization, as ex-
plained in [23], in order to apply the following inference ser-
vices), and then compared with the request to check if the func-
tionality has any conflicts with the request. It can be noticed that
the complexity of the request affects time only slightly. Con-
cept covering is the faster step: in this case the time slightly
decreases for complex requests, because the preliminary check
is able to discard many unsuitable services, so making the cov-
ering process faster. Finally, the response time includes creation

and forwarding of the response message—containing informa-
tion about the activated services and the uncovered part of the
request—and the time needed to turn on the selected functional-
ities and turn off contrasting ones, as needed. Consequently, for
complex requests, the response message will be bigger and, as
shown in Table III, a larger number of services will be activated,
leading to a longer response time.
For KNX Device Agents (DA), the amount of data exchanged

over the KNX bus is a relevant performance metric. Results are
shown in Fig. 8. During start-up, each DA queries the associated
device to retrieve its status and working parameters. This step
is independent from the request complexity, in fact, data trans-
mitted over the bus is always 68 B. Subsequently, the semantic
description of each available service/resource is also retrieved,
with an overall transmission of about 25 kB of data over the
network. In order to reduce network congestions and response
latency, descriptions are cached into a database, so the retrieval
phase can be avoided at the time of request. The last two phases
only occur when a request is sent. In this case, 54 bytes are ex-
changed to retrieve devices status and, after request processing,
the response message and the commands data to activate/deac-
tivate selected devices. Obviously, also response data increase
according to request complexity, whereas the data exchanged
during the other three steps depend only on the number and com-
plexity of device and service profiles.
Another relevant parameter of DA performance is the number

of packets used to transmit each service annotation. In order to
reduce the size of semantic descriptions, an encoding algorithm
devised in [22] has been exploited for compacting XML-based
ontological languages efficiently. Fig. 9 reports the size of all 42
functionality annotations with and without compression. More-
over, horizontal lines show the number of KNX APDUs needed
to send the overall description. Results show an average size of
compressed service descriptions of about 257 B w.r.t. 513 B of
uncompressed ones, so achieving a compression ratio of about
50%. In this way, each device agent sends on average the half
of packets.
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Fig. 8. Data exchanged over the KNX bus.

Fig. 9. Size of compressed/uncompressed semantic descriptions.

User Agent (UA): a basic mobile client [Fig. 10(a)] was
developed for Android smartphones to test the system perfor-
mance from the user’s viewpoint. It allows user to freely select
desired characteristics by navigating through the class hierarchy
and property lists [Fig. 10(b)], without seeing the underlying
Semantic Web language or logic-based formalism. The user can
save or directly submit the composed profile. Covering results
are displayed in Fig. 10(c). Green circles indicate activated
services satisfying user request, whereas gray icons represent
active functionalities that have been deactivated by the MA due
to conflicts w.r.t. the request. The last screen section lists the
remaining uncovered features.
Fig. 11 shows the turnaround time perceived by the UA,

defined as the time elapsed between request submission and
response visualization. In particular, time has been divided in
communication and reasoning intervals. The former is the time
required by the UA to create and send the request, as well as to
process and show results received from the MA. The latter is
the time the UA is waiting for the system to process and reply.

Fig. 10. Screenshots of the User Agent application. (a) Main menu. (b) User
profile definition. (c) Response view.

As expected, according to Fig. 7, communication and reasoning
times increase with request complexity.
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Fig. 11. System turnaround time perceived by the User Agent.

Fig. 12. Memory usage for MA and UA.

Finally, memory usage values of MA and UA are shown
in Fig. 12. UA requires a very low amount of memory—only
2.8 MB on average—and the semantic complexity of the re-
quest has no influence on it. MA needs more memory and whose
usage increases according to the request complexity. recall that
MA has to manage communication among all agents and it deals
with negotiation and reasoning processes. However, the average
memory consumption of 22 MB and maximum memory growth
of 5 MB are reasonable values for embedded PC/tablet systems.

VI. CONCLUSION

We presented a distributed multi-agent framework for home
and building automation, based on a semantic enhancement
of EIB/KNX standard exploiting knowledge representation
and reasoning technologies. The proposed approach allows
fine-grained resource/service discovery grounded on the formal
annotation of user characteristics and device capabilities and
leveraging logic-based negotiation. The devised framework
has been implemented in a prototypical testbed in order to
verify both feasibility and effectiveness. Reported preliminary
experiments confirm the validity of the approach.
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