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In most real world scenarios the ultimate goal of recommender system (RS) applications is to suggest a short
ranked list of items, namely top-N recommendations, supposed to be the most appealing for the end user.
Often, the problem of computing top-N recommendations is mainly tackled with a two steps approach. The
system focuses first on predicting the unknown ratings which are eventually used to generated a ranked
recommendation list. Actually, the top-N recommendation task can be directly seen as a ranking problem
where the main goal is not to accurately predict ratings but directly find the best ranked list of items to
recommend. In this paper, we present SPrank, a novel hybrid recommendation algorithm able to compute
top-N recommendations exploiting freely available knowledge in the Web of Data. In particular we employ
DBpedia, a well-known encyclopedic knowledge base in the Linked Open Data cloud, to extract semantic
path-based features and to eventually compute top-N recommendations in a learning to rank fashion. Ex-
periments with three datasets related to different domains (books, music and movies) prove the effectiveness
of our approach compared to state-of-the-art recommendation algorithms.

Categories and Subject Descriptors: H.3.3 [Information Systems]: Information Search and Retrieval
General Terms: Recommender Systems, Linked Open Data
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1. INTRODUCTION

Information overload in the current Web challenges users in their decision-making
tasks. In such scenario, recommender systems [Ricci et al. 2011] have become essen-
tial tools in assisting users to find, in a personalized manner, what is relevant for them
in overflowing complex information spaces.
Broadly speaking, recommendation algorithms can be categorized in two main classes:
collaborative filtering and content-based. Collaborative filtering techniques recom-
mend items based on liked-mind users’ preferences while content-based techniques
recommend items sharing similar features to those a user has preferred in past. Hy-
brid methods [Burke 2002] combine both approaches to achieve better recommenda-
tion quality.

An important aspect to consider when building content-based/hybrid systems is that
the accuracy of their recommendations is heavily influenced by the quality of content
data describing the items. Most approaches describe items in terms of textual features
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or plain attributes [Lops et al. 2011]. The main drawback of such item representation
is that it completely ignores the semantics underlying the item space.

To overcome such limitation, several works on ontological and semantic-aware rec-
ommender systems have been proposed in the past. Most of them exploit item’s onto-
logical knowledge to boost collaborative filtering systems [Anand et al. 2007; Cantador
et al. 2008; Mobasher et al. 2004] or to build better content-based ones [Semeraro et al.
2009]. Such approaches have been shown to be particularly effective in solving some
drawbacks of pure collaborative methods such as cold start and data sparsity.

In the last few years we have assisted to an impressive publication of freely avail-
able ontological data on the Web. The Linking Open Data project [Bizer et al. 2009],
started as a community effort in 2007, helped to produce billions of RDF! (Resource
Description Framework) statements that are now published on the Web. The result of
this initiative is a huge decentralized knowledge base, commonly known as the Linked
Open Data (LOD) cloud, wherein each ”piece of little knowledge” is enriched by links
to related data. The development of a global information space consisting not only of
linked documents but also of linked data has resulted in the emergence of the Web of
Data as a subset of the World Wide Web. With the increased availability of this freely
available knowledge, there is a great interest in taking advantage of such information
to boost conventional recommender systems. Most previous work on ontological RSs
based on limited domain ontologies and taxonomies. Another important limitation re-
garding past work on ontological RSs, as well as most of the research on recommender
systems, is that they address the rating prediction task where the system goal is to ac-
curately predict all the missing ratings - usually by minimizing the root mean squared
error between the predicted an actual ratings - and eventually produce a ranked list
based on predicted ratings. Nevertheless, more recently ranking-based recommenda-
tion approaches, which directly model the recommendation problem as a ranking prob-
lem, have gained increasing interest [Rendle et al. 2009; Shi et al. 2012; Weimer et al.
2007; Liu and Yang 2008; Balakrishnan and Chopra 2012; Volkovs and Zemel 2012]
because they seem to better approximate the fop-N recommendation task [Cremonesi
et al. 2010] which focuses on finding a few specific items (fop-N list) supposed to be the
most appealing to the user.

In this paper we present SPrank (Semantic Path-based ranking), a novel hybrid
recommendation algorithm able to compute top-N item recommendations in a learn-
ing to rank setting and combining ontological knowledge belonging to the Web of Data
with collaborative user preferences in a unified graph-based data model. While several
works have been proposed in the last recent years to address the top-N recommenda-
tion task as a ranking problem in the literature of collaborative filtering, for ontological
and hybrid recommender systems these issues have not been fully investigated yet.
In our evaluation of SPrank, the ontological knowledge describing the items has been
extracted from DBpedia?, a well-known encyclopedic knowledge base belonging to the
LOD cloud. From the analysis of the DBpedia semantic graph we extract path-based fea-
tures for describing the interactions between users and items and use learning to rank
for computing the top-N recommendations as a ranking problem.

We want to stress that previous work on semantic-aware and ontological recom-
mender systems do not focus on the ranking nature of the top-N recommendation prob-
lem. Here we show how SPrank is able to compute more accurate recommendations
than other competitive collaborative filtering approaches leveraging the semantic-
enabled connections between users and items in a knowledge graph. To the best of
our knowledge, this is the first work proposed to address the top-N recommendation

Thttp://www.w3.org/TR/rdf-concepts/
2http://dbpedia.org
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task as a ranking problem by leveraging the Web Of Data. Main contributions of this
paper are:

— formulation of a hybrid recommendation problem in a learning to rank setting for
top-N recommendations;

— combined usage of semantic item descriptions from the Web of Data and user feed-
backs in a unified graph-based feature space;

— mining of the knowledge graph through path-based features to capture complex and
meaningful relationships between items;

— evaluation of the proposed approach in terms of recommendation ranking accuracy
on various datasets belonging to three different domains: movie, music and book.

This paper substantially extends our previous work [Ostuni et al. 2013]. First in this
paper we present a more generic approach which can deal with both explicit and im-
plicit feedback while our previous work focuses only on the implicit feedback case.
Second and more important we discuss and experimentally compare various learning
to rank algorithms, while in our previous work we focus exclusively on pointwise meth-
ods. Third we give a more detailed and comprehensive description of the framework
with related examples and case studies related to three different domains. In addition
we perform a more systematic and extensive evaluation on three different datasets
together with an analysis about the most significant paths in each of them. We also
discuss more in detail the advantage of using Linked Open Data for recommender sys-
tems.

The remainder of this work is structured as follows. In Section 2 we discuss related
work. We present our approach for top-N recommendation in Section 3. The experi-
mental evaluation is carried out in Section 4. Conclusion and future work close the
paper. In order to make the paper self-consistent, in Appendix A we briefly recap some
notions on RDF and SPARQL and provide a brief description of DBpedia.

2. RELATED WORK

In the following we review previous work on ontological recommendation methods and
more recent literature on recommender systems based on LOD and heterogeneous net-
works. In addition, since we propose a ranking based hybrid recommendation approach
we present related work in the area of ranking oriented collaborative filtering methods.

2.1. Ontological and LOD-based recommender systems

In [Middleton et al. 2009] an ontological recommender system is presented that makes
use of semantic user profiles to compute collaborative recommendations with the effect
of mitigating cold-start and improving overall recommendation accuracy. In [Mobasher
et al. 2004] the authors present a semantically enhanced collaborative filtering ap-
proach, where structured semantic knowledge about items is used in conjunction with
user-item ratings to create a combined similarity measure for item comparisons. In
[Ziegler et al. 2004] taxonomic information is used to represents the user’s interest in
categories of products. Consequently, user similarity is determined by common inter-
ests in categories and not by common interests in items. In [Anand et al. 2007] the au-
thors present an approach that infers user preferences from rating data using an item
ontology. The system collaboratively generates recommendations using the ontology
and infers preferences during similarity computation. Another hybrid ontological rec-
ommendation system is proposed in [Cantador et al. 2008] where user preferences and
item features are described by semantic concepts to obtain users’ clusters correspond-
ing to implicit Communities of Interest. In all of these works, the experiments prove an
accuracy improvement over traditional memory-based collaborative approaches espe-
cially in presence of sparse datasets.
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Most of the works described so far have been produced before the LOD initiative was

officially launched. In the last few years with the availability of such rich data a new
class of recommender systems has emerged which can be named as LOD-based recom-
mender systems. This new typology of recommendation methods is attracting increas-
ingly interest in both the communities of Semantic Web and Recommender Systems
as proved by the recent Linked Open Data-enabled Recommender Systems challenge
on Book Recommendation [Di Noia et al. 2014].
One of the first approaches that exploits Linked Open Data for building recommender
systems is [Heitmann and Hayes 2010]. Here the authors, for the first time propose a
recommendere system fed by Linked Open Data and show some experimental results
in terms of precision and recall of the obtained results. In [Fernandez-Tobias et al.
2011] the authors present a knowledge-based framework leveraging DBpedia for com-
puting cross-domain recommendations. In [Di Noia et al. 2012; Di Noia et al. 2012] a
model-based approach and a memory-based one to compute content-based recommen-
dations are presented leveraging LOD datasets. Another LOD content-based method is
presented in [Ostuni et al. 2014] which defines a neighborhood-based graph kernel
for matching graph-based item representations. In [Ostuni et al. 2013] the authors
present a mobile application based on DBpedia for context-aware movie recommenda-
tions.

Two hybrid approaches have been presented: in [Ostuni et al. 2013] it is shown how
to compute top-N recommendations from implicit feedback using linked data sources
and in [Khrouf and Troncy 2013] the authors propose an event recommendation sys-
tem based on linked data and user diversity. In [Rowe 2014a] the authors propose a
semantic-aware extension of the SVD++ model, named SemanticSVD++, which incor-
porates semantic categories of items into the model. The model is able also to consider
the evolution over time of user’s preferences. In [Rowe 2014b] the authors improve
their previous work for dealing with cold-start items by introducing a vertex kernel
for getting knowledge about the unrated semantic categories starting from those cat-
egories which are known. Finally another interesting direction about the usage of LOD
for content-based RSs is explored in [Musto et al. 2014] where the authors present
Contextual eVSM, a content-based context-aware recommendation framework that
adopts a semantic representation based on distributional models and entity linking
techniques. In particular entity linking is used to detect entities in free text and map
them to LOD.

2.2. Recommender systems based on heterogeneous networks

Very recently, contextually to the progression of LOD-based recommender systems
which rely on RDF graph data, recommendation methods based on generic heteroge-
neous networks have emerged. In [Yu et al. 2014] a network based entity recommen-
dation method is presented which uses meta-path based latent features to represent
the connectivity between users and items along different types of paths. Considering
users and item latent features along different meta-path a global and local matrix
factorization model are learnt by using the BPR (Bayesian Personalized Ranking)
[Rendle et al. 2009] approach. Particularly, as defined in [Sun et al. 2012] a meta-path
is a sequence of edge types. In [Lao and Cohen 2010] the authors present a proxim-
ity measure defined as weighted combination of path types, called path experts. Such
weighted combination is obtained by fitting a logistic regression model. The authors
say that when considering only one parameter per edge label the proximity measure is
limited because the context in which an edge label appears is ignored. Experiments on
several tasks show improvements with respect to a classic Random Walk with Restart
approach. They successfully apply such approach also for performing learning and
inference in large and imperfect knowledge bases [Lao et al. 2011]. Our approach,
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SPrank, is similar to these two related work in the way that it bases on the definition
of path-based features for mining the user-item interactions. However, in our work we
exploit LOD data sources for building the knowledge graph exploited for computing the
user item path-based features and formalize the recommendation problem in a learn-
ing to rank setting which allows very easily to plug in any learning to rank algorithm.

Both LOD-based recommendation approaches and those based on heterogeneous net-
works share the same underlying data model, that is the multi relational directed
graph. The main distinction characterizing LOD knowledge bases with respect plain
heterogeneous networks is in the ontological schema associated to the data that is
represented in RDFS and OWL and relative inference mechanisms.

2.3. Ranking oriented recommender systems

Referring to the top-N recommendation problem in the context of collaborative filter-
ing, several works have been proposed in the last few years. SLIM [Ning and Karypis
2011] adopts a Sparse Linear method for learning a sparse aggregation coefficient ma-
trix that is used for computing top-N recommendations. In [Ning and Karypis 2012]
the authors propose an extension of SLIM to incorporate both users and side informa-
tion about items thus showing an improvement of the performance associated to the
usage of such information. In [Weimer et al. 2007] the authors arguing that nDCG
(normalized Discounted Cumulative Gain) is a better training/evaluation metric for
top-N recommendations, present CofiRank. It is a maximum margin matrix factoriza-
tion (MF) model to minimize a nDCG®@N loss function. In [Balakrishnan and Chopra
2012] the authors propose novel models based on matrix factorization which approx-
imately optimize nDCG for top-N recommendation. In [Shi et al. 2012] the authors
present CLiMF, a collaborative-filtering algorithm able to directly optimize the Mean
Reciprocal Rank. The authors of [Rendle et al. 2009] introduce the BPR criterion for
optimizing a ranking loss. A hybrid extension of BPR is presented in [Gantner et al.
2010] that learns a linear mapping on the user/item features from the factorization
and auxiliary user/item-attribute matrix. This extension of BPR is able to compute
useful recommendations in cold-start scenarios.

3. SPRANK: SEMANTIC PATH-BASED RANKING

The Linking Open Data community project started in 2007 with the goal of extending
the current Web with data published according to Semantic Web standards (see Ap-
pendix A for a brief description of the RDF and SPARQL). The idea is to use RDF? to broad-
cast various open datasets on the Web, as a vast decentralized knowledge graph. The
data model behind RDF is a labeled directed graph where nodes correspond to entities
and labeled edges are properties connecting them. The semantics of such properties
is explicitly modeled by means of an ontological schema represented in RDFS* or OWL5
(Web Ontology Language).

LOD datasets are natural candidates for feeding content-based and hybrid recom-
mender systems. Depending on the dataset, there is the availability of multi-relational
data related to different domains. We can get data about geographic locations, music,
movies, art, people, facts, and general common-sense knowledge. If we consider ency-
clopedic datasets such as DBpedia [Lehmann et al. 2014] or Freebase [Bollacker et al.
2008], we have access to a huge amount of factual knowledge referring to a variety of
topics.

Shttp://www.w3.org/TR/2014/REC-rdf11-concepts-20140225/
4http://www.w3.org/TR/rdf-schema/
Shttp://www.w3.org/TR/owl2-overview/
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For example, we can obtain information about which actors starred in the movie
Pulp Fiction via the following SPARQL® query:

PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>
SELECT ?actor WHERE {

dbpedia:Pulp_Fiction dbpedia-owl:starring 7actor .

}

Starting from the previous query we see how to extract rich data related to a specific
resource/item as well as to a bunch of them. All the extracted data are an ideal candi-
date to feed a content-based or hybrid recommender system. As an example, Figure 1
shows a portion of the DBpedia graph related to three different recommendation sce-
narios. Figure 1(a) refers to the musical artist domain. In this example Adele, Bruno
Mars and U2 represent items, while the other nodes such as Pop Music, 19, Bass Guitar,
etc. are generic entities belonging to different types such as genre, album, instrument.
We note how nodes are connected to other nodes by means of typed links. For example
Adele is connected to Pop Music by means of the genre relation’. Figure 1(b) shows an
example related to the movie domain. Here nodes represent movies, actors, directors,
categories, genres. Also in this domain there are different types of relations such as
starring, subject, director, etc. Finally, in Figure 1(c) a DBpedia fragment related to
the book domain is depicted. In this case, items are books as The Da Vinci Code, The
Shining and Angels and Daemons while connected entities such as American mystery
writers, Thriller or Edgar Allan Poe describe the items via different relations such
as category, genre, writer. Also in this case there are several relations with different
semantics. For example the property notableWork indicates that the book is a remark-
able writing of the writer.

The main advantages of using LOD for recommender systems can be summarized as:

— availability of a great amount of multi-domain and ontological knowledge freely
available to feed the system;

— Semantic Web standards and technologies to retrieve the required data and hence
no need for content analysis tasks [Lops et al. 2011] to obtain a structured repre-
sentation of the items;

— the ontological and relational nature of the data allows the system to analyze item
descriptions at a semantic level.

In Figure 2 the main steps to build a system adopting SPrank are depicted. We ex-
tract data from the LOD cloud (step 1) and then we build our own knowledge graph
(step 2). This latter is augmented with user data (ratings) and is then used to extract
relevant paths (step 3) needed to train the SPrank model. Optionally, if the data are not
natively coming from the Linked Open Data cloud, a preliminary linking step might be
needed.

The main idea behind SPrank is exploring paths in a semantic graph, such as
DBpedia, in order to find items that are related to the ones the user is interested in.
Specifically, we define path-based features to represent the connectivity between users
and items exploiting the multi-relational structure of the graph. Then, on top of such
features we apply a learning to rank algorithm for getting a ranking function able to
recommend the most relevant items to the user.

6See Appendix A for a very quick overview of SPARQL.
"For the sake of presentation we will refer to RDF properties and resources without their prefix (see Appendix
A), i.e., we will write genre instead of dbpedia-owl:genre or broader instead of skos:broader and so on.
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Fig. 1. Examples of DBpedia fragments related to the music (a), movie (b) and book (c) domains.
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Fig. 2. A schematic representation of the SPrank approach.

In the following we start by detailing the data model and by formulating the recom-
mendation problem. Then we describe the path-based feature and the algorithms for
learning the ranking function.

3.1. Data Model

RDF graphs represent the underlying data we use to encode the knowledge about the
domain we want to develop our recommendation engine on. Figure 1 shows possible
examples relative to three different domains (music, movies and books). Such data
can be already available as a complete LOD dataset or can be extracted by posing a
federated query to different SPARQL endpoints and combining their results in a unique
knowledge graph (see Section A.2).

The data model behind the collaborative filtering problem can be represented in a
graph data model as well. Let us define the user-item rating matrix R, where each
entry 7,; represents the rating of user v on item i. We can use R for building a bi-
partite graph where users and items are the nodes and users’ feedback are the links.
Particularly, we can define a labelling function ¢z : R — R for mapping the ratings to
symbolic user-item relations expressing the item relevance for the user. In this way we
are able to extend the original knowledge graph with collaborative information thus
representing all the information in an integrated and uniform way as shown in Fig. 3.
Consequently the multi-relational graph is definedas G = {t |t € V x ¥ x V'} where V
denotes the set of vertices and ¥ indicates the set of edge labels or relations. Due to the
nature of the problem we identify three relevant subsets of V: U, I and F representing
users, items and entities, respectively. Moreover, in our model the two following rela-
tions hold: V = UUF and I C E since we consider items as a particular type of entities.
Similarly, ¥ contains two categories of relationships. In fact, we have ¥ = RU P where
R={r|3(u,ri) e GAuecUANiecI}and P={p|3(ej,p,ex) € GAej,ex € E}.In
other words, a relation » € R links a user u € U to an item i € I while a relation p € P
connects either an item i to another entity e € E in the graph or an entity e; € £\ I
to another entity ¢, € E. In the rest of the paper we will use v, i, e and v to represent
a generic node belonging to U, I, E and V, respectively. Analogously, we will denote
with o, p and r generic relations in X, P and R. For each (v;,0,v;) € G we assume
there always exists (v, ', v;) where o~ represents the inverse relation of c. When
no confusion arises we write ¢ = (v;, vx) as an alternative representation of (v;, o, vi).
Figure 3 shows an example of G where we have U = {Alice, John, Tom} and [ =
{AngelsAndDaemons, TheDaVinciCode, TheShining}. In this example we have two types
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L) | | |

users items entities

broadar Novels by Dan Brown

Fig. 3. Example of the graph data model G.

of relations for modelling the user ratings, R = {like, dislike}. All the other re-
lations belong to P = {literaryGenre, subject, author, notableWork, influencedBy,
subsequentWork, broader}.

Thanks to this graph-based setting we can consider both collaborative and content
aspects in a uniform setting thus leveraging the multi-relational nature of the graph.
This will allow us to represent both collaborative and content inputs in a unified fea-
ture space.

Hereafter, without loss of generality, we refer to the single dataset of DBpedia. Nev-
ertheless, the approach and the algorithms we present in this paper can be used also
with any semantic graph built on top of data coming from different datasets.

3.2. Problem Formulation

Given a graph G, our aim is to recommend the most relevant items to each user lever-
aging the knowledge encoded in the graph. Differently from traditional hybrid/content-
based approaches, we directly formulate the problem of computing top-N recommen-
dations in the standard learning to rank setting adopted in Web search [Liu 2009] by
replacing queries with users and document with items and using user’s ratings as rel-
evance scores. In this way we can leverage on well established techniques for learning
the ranking function.

For each user-item pair (u, %) € U x I, we encode the matching between user interests
and item content in the feature vector x,; € RP where D is the dimension of the
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feature space. Each component in x,; represents the relevance of i for u with respect
to a specific feature®.

For each user u € U we define user profile I,, = {i € I|#,; € R} the set of items rated
by u. The ratings 7,; associated to the items in I, can be used to induce a ranking
among them. Defining the training set 7'S and recommendation set RS as follows:

TS = U{<u7ivxuiaf'm'>|1' S Iu}

RS = | J{(u i, xui, 71} li € (I L)}

The goal is then to learn a scoring function f : U x I — R from the training data 7'S
able to replicate for each user its perfect ranking. Once we have f(u,i) we apply it to
the recommendation set RS for composing the top-N recommendation list by means of
the computed scores 7.
As we will see in Section 3.4, depending on the learning to rank approach there are
different ways of learning f(u, ).

Following similar approaches such as item-based similarity, LDA, etc., here we learn
a single model over all users. In the former approach feature vectors are representative
only of the item content and the user profiling is inherently represented in the predic-
tive model. Instead in our approach the matching between user’s and item’s character-
istics is explicitly represented using the joint user-item feature vector x;.

3.2.1. Learning with Implicit Feedback Data. The formulation of the learning problem

given above relies on the availability of graded or binary relevance values commonly
obtained from explicit feedback data. However in many real scenarios explicit user
feedback are difficult to obtain. Nevertheless, it is still possible to obtain implicit feed-
back data by analysing users interactions with the system. Examples of such inter-
actions can be clicks, purchases, video watching, etc. The main problem with implicit
feedback is that they reflect only positive user preferences. If a user buys an item it is
reasonable to assume that the user likes it. On the contrary the system cannot infer
anything about what the user dislikes. The unobserved data are a mixture of actually
negative and missing values [Rendle et al. 2009], but the system does not have any
information for discriminating between them.
Then, learning the scoring function from such unary data becomes infeasible because
all items have same relevance. To overcome this issue for each user we select a portion
of unobserved items I C I\ I, to be used as negative data points in the training set
which becomes:

TS = | J{(u, i, %ui, Pui)li € (L, U )}

where 7,; = 0 with ¢ € I7.

3.3. Path-based features

The main objective of the proposed framework is to recommend items exploiting their
underlying properties expressed in the semantic graph. In order to achieve this, SPrank
extracts features able to characterize the interactions between users, items and enti-
ties capturing the complex paths between them.

Thanks to the multi-relational nature of the data there are several types of paths.
Each particular path has its own semantics and it might have a different relevance

8In SPrank we rely on path-based features as detailed in Section 3.3.
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Table |. Example of Path Index extracted from the graph in Figure 3.
Path Index

like, subject, broader, broaderfl7 subject’l, subsequentWork)
like, subsequentWork, like’l, like)

1: (like, subsequentWork 1)

2: (like,dislike™ !, 1like)

3: (like,like™! dislike)

4: (dislike,like™ !, 1like)

5: (dislike,like™!,1like, subsequentWork 1)

6: (like,dislike™!,1like, subsequentWork)

7: (like,like™! dislike,like™!, 1like)

8: (like,literaryGenre,literaryGenre ')

9: (like,author,author 1)

10: (like, subject,broader,broader !, subject 1)

11: (dislike, subject, broader, broader !, subject 1)

12: (like,notableWork, InfluencedBy, subject, subject_l, author)

13: (like,author, InfluencedBy, subject, subject !, author)

14: (1like,author, subject,subject ™!, InfluencedBy ', author 1)

15: (like,author, subject, subject’l, InfluencedByfl, notableWorkfl)

16: (dislike,notableWork, InfluencedBy, subject, subject’l7 author)

17: (dislike, author, InfluencedBy, subject, subject’l7 author)

18: (like, subsequentWorkfl, subject, broader, broaderfl7 subject’l)
(
(

for the end user. For example a user might be interested in a movie because of few
specific actors and in such case paths involving the starring relation would be more
discriminative in finding good movies. Another user might not be really interested in
few specific actors but rather in those actors belonging to a specific category. In this
case considering a sequence of relations such as (starring, subject) would be better.
Moreover, some paths that involve useless properties can be noisy for the purpose of
recommendation.
Based on these assumptions, we extract rich features based on sequence of relations
for building the feature vector x,; and delegate to the learning to rank algorithm the
task of discerning what paths are the most relevant.

Given the multi-relational graph G as defined in Section 3.1, we define path the se-
quence of relations of the form (r1 ...0;...0r) such that r = (u,v1), o7 = (v;—1,v;) and
or = (vp—1,1) with u € U, i € I. We refer to the actual sequence of nodes and relations

w5 ... 2 vp—1 25 i which generates the particular path as path instance. We
also define the length of a path as the number of relations contained within such path.
We only consider paths having length greater than 1 and less or equal than a given L.
We collect all the possible paths in G to build an index we call Path. We refer to
each path in the index as Path(j) to denote the j-th entry. Referring to the graph
shown in Figure 3 and setting L = 6 we obtain the paths listed in Table I. This ta-
ble represents the path index Path just introduced. For example with the notation
Path(2) we refer to (1ike,dislike !, 1ike). An example of path instance for Path(2) is

. . . -1 .
John 28 TheShining dislike s Tom —2° AngelsAndDaemon.

Considering a user-item pair (u,i), we denote with #path, ;(j) the number of path
instances between u and ¢ corresponding to the specific Path(j) entry in the index. In
other words, it represents how many paths of type Path(j) connect v and i. Then, we
define the j-th component in the feature vector x,; as:

#pathy;(j) — minges (#path,k(5))
maxger (#pathu(j)) — minger (#pathy i(j))

Xui(j) = (1)
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Table II. Path count values computation Example.

\ John \ Tom \ Alice \
#pathjonn, Theshining (14) = 1 #pathron, Theshining (10) = 1 #pathalice, TheShining(3) = 1
#pathsonn TheShining (15) = 1 #pathton, Thebavincicode (1) = 1 #pathalice, TheShining (20) = 1
#pathsonn,Theshining (18) = 1 #pathton, Thebavincicode (10) = 2 #pathaiice Theshining(10) =1

#path jonn, TheDavinciCode (6) = 1 #pathron, Theavincicode (16) = 1 #pathaiice, Theshining (15) =1
#pathjonn, TheDavincicode (12) = 1 #pathton, TheDaVinciCode (8) = 2 #pathaiice Theshining(14) =1
#pathjonn, TheDavincicode (13) = 1 #pathron, ThebavinciCode (17) = 1 #pathalice, TheDavinciCode (9) = 1
#pathjonn Thebavincicode (19) = 1 #pathron, ThebaVinciCode (4) = 1 #pathaiice, TheDavincicode (10) = 2

#pathJohn,AngelsAndDaemons (2) =1 #pathTom,AngelsAndDaemons(16) =1 #pathpice TheDavinciCode (8) =2
#pathJohn,AngelsAndDaemons (1) =1 #pathTom,AngelsAndDaemons ( 1 1) =1 #pathAlice,TheDaVinciCode (7) =1
#path.]ohn,AngelsAndDaemons (8) =2 #path/Tom,AngelsAndDaemons ( 1 7) =1 #path/Alice,TheDaVinciCode ( 1) =1
#pat hJohn, AngelsAndDaemons (9) =1 #pathron ,AngelsAndDaemons (5) =1

#pathJohn,AngelsAndDaemons ( 10) =2

Equation (1) represents the importance of the path Path(j) between v and 7 in the
graph involving all nodes reachable in L hops starting from u. Given the user v and
considering the specific path Path(j), we observe how this path is distributed among
all items for that user. Since the absolute count values of a path feature for different
users might not be comparable, user-based normalization is applied for each feature
as proposed by [Liu et al. 2007] for query-document pairs. This formulation allows the
system to get better performances compared to the version proposed in [Ostuni et al.
2013].

In order to clarify how to compute the feature vector x,; and build the training and
recommendation sets we compute the path-based features with reference to the graph
in Figure 3 and the resulting 7'S and RS.

Considering the users John, Tom and Alice we have the results shown in Ta-
ble II. Once we have computed all path count values #path,;(j) we can compute
min,e; (#pathyi(j)) and max;er (#pathy;(j)) values for each user-path combination.
For example, for user Alice referring to Path(10) we have max;c; (#pathaiice,i(10)) = 2
and minq;ej (#pathAliceJ(lO)) = 0 Indeed we have #pathAlice,TheDaVinciCode (]) =2 Wlth
J € {8,10} while we have #pathy1;ce ange1sanapaemons (j) = 0 for j € {1...20}.

Finally we can compute the feature vectors using Formula 1. For example for the pair
Alice, TheShining we have:

XAlice,TheShining = (07 07 ]-v Oa 07 07 07 Oa Oa 1/27 Oa 07 07 ]-7 ]-7 Oa O» 07 07 ]-)

Tables III and IV show a copy of the training set 7'S and recommendation set R.S built
according to the feature values computed above. For better readability purposes we
reported in the two tables only paths ranging from Path(1) to Path(10).

3.3.1. Path meaning. Depending on the type of relations composing a path there are
different types of paths. In particular, such paths can be: (I) collaborative if only
links in R are involved as for (like,dislike™! 1like); (II) content-based if there
are only o, € P with 2 < [ < L as for (like,literaryGenre,literaryGenre !);
(IIT) hybrid if there is more than one link in R and at least one link in P as for
(dislike,like™! like, subsequentWork 1!).

From the different paths listed in Table I we can see that each of them has a differ-
ent meaning. There are basic paths as for example (like, subsequentWork ') which
simply recommends the subsequent work of a book the user likes. There are also
more complex paths able to catch fine-grained associations between entities. For
example Path(10) = (1like,subject,broader,broader !, subject™!) it involves the
subject and broader relations. The subject property relates an entity to its cate-
gories. Categories are very important because are used in Wikipedia for grouping
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Table IlI. Training Set Example.

u i Pui Xui
John TheShining 5 ofo0ojO0O|O|O]O|O]O]|O 0
John TheDaVinciCode 4 oj0|0|0O|O|1T]|O0O|O0]|O 0
Tom TheShining 1 oj0|0|O0O|O|O|O0O|0)|O0]O05
Tom AngelsAndDaemons 5 o(0|]O0O|O0O|1T]|]O0O|O0O]O0]|O 0
Alice | AngelsAndDaemons 5 0/]0/]0]0]0O]O0O]O0O|0]O0 0
Table IV. Recommendation Set Example.
u i Xui
John | AngelsAndDaemons | 1 [ 1 [0 | O | O [ O0O] O] 1 1 1
Tom TheDaVinciCode 100 1,000 1 0 1
Alice TheShining o(0|1}]0|]0|0]O0|O 0| 05
Alice TheDaVinciCode 1/0/]0,0 /0|01 1 1 1

together pages on the same subject. They are organized in DBpedia in a taxonomy
using the broader and narrower properties. Specifically, the broader property connects
specific categories to more generic ones, e.g. Thriller novels is the broader category
of Techno-thriller novels. An example of path instance for Path(10) is Alice ——

broader broader !

ubj
AngelsAndDaemon E2I%, Techno-thriller novels 22%% Thriller novels 2222

. —1
American thriller novels —o2°® TheDaVinciCode. An advantage of such com-

plex path is that even if the two items do not belong exactly to the same category,
Techno-thriller novels and American thriller novels, they still belong to cate-
gories sharing commonalities between them and hence the two items are somehow
related. In this specific case the two categories are connected to the same broader cat-
egory Thriller novels.

3.4. Learning the ranking function

SPrank learns the ranking function using learning to rank techniques, which consist
in automatically building a ranking model from training data using machine learning
techniques such that the model can sort new items according to their relevance. Learn-
ing to rank techniques can be classified in three main categories: pointwise, pairwise
and listwise.

3.4.1. Pointwise methods. The pointwise approach transforms ranking into regression
or classification on single instances. Since the input instance in the pointwise approach
is the single item, the relative order between items cannot be considered in the learn-
ing process, although ranking is more about predicting relative order than the specific
relevance value. Hence, this approach can only be considered as a sub-optimal solution
to ranking. The advantage of such pointwise models is that these methods deal well
with large datasets.

Random Forest (RF) [Breiman 2001] consists in applying bagging to Classification
And Regression Trees [Breiman et al. 1984]. Bagging — or bootstrap aggregation —is a
technique for reducing the variance of an estimated prediction function. It works espe-
cially well for high-variance, low-bias procedures, such as trees. The idea behind this
technique is to apply multiple times the same learning algorithm to bootstrap sampled
versions of the training set. At the end, all the resulting models are averaged to reduce
overfitting.

Multiple Additive Regression Trees (MART) [Friedman 2000], also known as
Gradient Boosting Regression Trees, is a linear combination of regression trees con-
structed using the boosting approach. Instead of training many full high variance trees
and average them to avoid overfitting, MART sequentially adds small trees (weak
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learners), each of them with high bias. During each iteration, the new tree to be added
focuses explicitly on the data points that are responsible for the current remaining
regression error.

3.4.2. Pairwise methods. The pairwise approach transforms ranking into classification

on instance pairs. The goal of learning is to minimize the number of miss-ranked in-
stance pairs. It does not concentrate on accurately predicting the relevance of each
instance as the pointwise; instead, it focuses about the relative order between two in-
stances. Each contribution in the loss function is low when the more relevant item in
a pair has higher score than the less relevant item, and viceversa.
RankBoost (RankB) [Freund et al. 2003] adopts AdaBoost [Freund and Schapire
1995] for the classification over item pairs. It constructs a linear combination of weak
rankers, optimizing a loss function based on the exponential difference between the
relevances of pairs of item. Each weak ranker consists of a single feature and a thresh-
old that best distinguishes between relevant and non-relevant data points.

3.4.3. Listwise methods. The drawback of pointwise and pairwise approaches is that
they do not model the ranking problem directly. The listwise approach instead tackle
the ranking problem directly by optimizing a loss function defined on the ranked list
of instances.

AdaRank (ADA) [Xu and Li 2007] is able to directly optimize any Information Re-
trieval (IR) evaluation metric using boosting. As in AdaBoost (used for classification
tasks) the exponential loss is used to update the distribution of input objects and
to determine the combination coefficient at each round of iteration. Analogously, in
AdaRank, IR evaluation measures are used to update the distribution of queries/users
and to compute the combination coefficient.

LambdaMart (LMART) [Wu et al. 2010] is the combination of LambdaRank [Burges
et al. 2006] with the boosted tree optimization method MART. LambdaMart is con-
sidered a listwise approach in the fact that during the training it uses the derivative
estimate of normalized Discounted Cumulative Gain (nDCG) for fitting the parame-
ters of the regression trees.

Coordinate Ascent (CA) [Metzler and Bruce Croft 2007] is a linear model able to op-
timize any IR measures directly by cycling through each single feature by optimizing
over it while the others are kept fixed until no more improvement is observed. The
final output score for each user item pair is calculated as linear combination of the
values of the features.

4. EXPERIMENTAL EVALUATION

In this section, we detail the settings and results of the experiments accomplished
to evaluate the effectiveness of SPrank in terms of ranking accuracy for top-N recom-
mendations. The evaluation has been carried out on three datasets belonging to three
different domains: MovieLens (movies), LibraryThing (books) and Last . fm (music).

4.1. Datasets description

The first dataset is based on the MovieLens 1M dataset®. The original dataset contains
1,000,209 1-5 stars ratings given by 6,040 users to 3,883 movies. The second dataset
is derived from the LibraryThing!® dataset. This dataset is related to the book do-
main and contains 7,112 users, 37,231 books and 626,000 ratings ranging from 1 to
10. These first two datasets contain explicit feedback data while in the third dataset
an implicit feedback dataset consisting of user-artist listening data has been collected.

Mmttp://www.grouplens.org/node/73
0%, librarything.com
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This dataset comes from recent initiatives on information heterogeneity and fusion in
recommender systems!! [Cantador et al. 2011]. It has been built on top of the Last.fm
music system!2. This dataset contains 1,892 users, 17,632 artists and 92,834 relations
between a user and a listened artist together with their corresponding listening counts.
All the previously introduced datasets do not contain any content-based information.
So, in order to build our recommendation engine we enhanced their data by mapping
items described in each dataset (movies, artists, songs, books) to their corresponding
DBpedia URI as detailed in the following.

Please remember that the following step of item mapping and linking to DBpedia is
optional (we used it here for experimental purposes) and is not a fundamental part of
the approach. SPrank has been conceived to work natively on knowledge graphs built
from data available in the LOD cloud. As of today there are already many Web portals
exposing their data natively in RDF as The New York Times'?, BBC programmes',
Springer'® or Europeanal® just to cite a few.

4.1.1. Item Mapping and Linking to DBpedia. The identification of entities in a text is a
well known task in the Natural Language Processing community and more recently it
has gained momentum thanks to the availability of knowledge bases publicly available
on the Web. Since entity linking (EL) with a knowledge base is a tool we use to create
our datasets, for the sake of completeness we briefly recall some of its key points and
refer the interested reader to the survey by Shen et al. [Shen et al. 2015].

The main task of an EL system is to disambiguate the mention of an entity e belong-
ing to a knowledge base K B within its textual context and eventually map e to each
mention within the analyzed text. Entity Linking tools usually execute a pipe of three
main procedures [Shen et al. 2015]:

candidate entity generation. Given a string s, the system tries to identify a set £ =
{e;} of possible entities matching the actual semantics of s. Most of the approaches
to candidate entity generation rely on string matching between s and the text/label
associated to an entity e € K B. As a preprocessing step, a dictionary can be built
from K B in order to speed up the matching process. The dictionary contains a string
as key and possible matching entities as value.

candidate entity ranking. In case |E| > 1, the system ranks each candidate in E. The
final ranked list can be computed by adopting either supervised or unsupervised
methods. In both cases a set of features have to be defined. They can base on text
comparison and similarity, entity popularity, entity type (when an underlying on-
tology is available), text surrounding a string, entities already identified within the
text and their mutual coherence (they refer to entities which result somehow con-
nected by means of the knowledge base).

unlinkable mention prediction. In this step the system checks if the top-ranked can-
didates in E are an actual entity representing s. Also in this case we can have ei-
ther unsupervised or supervised methods to filter out bad matching entities. A very
popular approach is based on a threshold that can be set manually or automatically
learned from the examples. Other approaches use binary classifiers or feature-based
filtering procedures.

Hnttp://ir.ii.uam.es/hetrec2011/datasets.html
Phttp://www.lastfm. com
3http://data.nytimes.com/

Mhttp://www.bbc. co.uk/programmes
15http://lod.springer.com/
16http://data.europeana.eu/
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Within the Linked Open Data arena, there are many tools available to perform entity
linking from text [Gangemi 2013] which refer to DBpedia or Freebase entities. Most of
them reach very good results in terms of number of entities identified within a text.
The richer the text, the better the results. Unfortunately, this is not the case with
MovieLens, LibraryThing and Last.fm datasets as the text to analyze is just the name
of a movie, a book or a musical artist/band!”. In such situations, a very interesting
alternative to link the names in our datasets to entities in DBpedia is represented by
DBpedia Lookup'® [Bizer et al. 2009]. With respect to the three procedures described
above, DBpedia Lookup behaves as follows:

candidate entity generation. A dictionary is created via a Lucene index. It is built
starting from the values of the property rdfs:1label associated to a resource. Very
interestingly, the dictionary takes into account also the Wikipedia:Redirect!? links.

candidate entity ranking. Results computed via a lookup in the dictionary are then
weighted combining various string similarity metrics and a PageRank-like rele-
vance ranking.

unlinkable mention prediction. The features offered by DBpedia Lookup to filter out
resources from the candidate entities are: (i) selection of entities which are instances
of a specific class via the QueryClass parameter; (ii) selection of the top N entities
via the MaxHits parameter.

As for the last step we used the QueryClass filter to select entities belonging
only to the classes representative of the dataset domain: dbpedia-owl:Film for
MovieLens, dbpedia-owl:Book, for LibraryThing and dbpedia-owl:Band, dbpedia-owl:
MusicalArtist for Last.fm. Besides the built-in features offered by DBpedia Lookup,
depending on the domain of the dataset, we implemented other filters to reduce the
number of false positives in the final mapping. As an example, we checked if the cate-
gory dbpedia:Category:XYZT_films was available as the value of dcterms:subject for
the matched DBpedia resource, being XYZT the year available in the name of the movie
in MovieLens.

The embedding of Wikipedia:Redirect within the dictionary resulted particularly
useful in the musical domain where we may have different names referring to the
same entity due to the changing over time of the public name of an artist or of a band.
This is the case for instance of the resource dbpedia:Alphex_Twin which is matched by
the strings “Alphex Twin”, “Caustic Window”, “Polygon Window”, “AFX” and “Bradley
Strider”. Analogously we were able to match “Black Francis”, “Frank Black” and
“Frank Black and The Catholics” to dbpedia:Black_Francis.

After the automatic mapping computed by DBpedia Lookup, for each dataset we
manually checked all those suspicious entities, if any, referenced by more than one
dataset entry. These situations were more frequent particularly in the Last . fm dataset.
Many of them were true positives due to the changing over time of the name of an artist
or of a band but this was not always the case.

In the end, for MovieLens we found a positive correspondence for 3,300 out of a total
of 3,883 movies. For Last . fm we found a match for 11,180 out of a total of 17,632 artists.
Finally for LibraryThing we found a match for 11,694 out of a total of 37,231 books. We
randomly checked the dataset entries without a match and for them all there was no
corresponding DBpedia URI as they were not available in Wikipedia (see for example

17As an example the reader may check the results obtained by DBpedia Spotlight, among the state of
the art tools, on the string The Matrix 1999 with the query curl http://spodbpedia.org/rest/annotate
--data-urlencode "text=the matrix 1999" --data "confidence=0.5" --data "support=20"
18https://github.com/dbpedia/lookup

Onttps://en.wikipedia.org/wiki/Wikipedia:Redirect
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the band “There will be fireworks”). The dump of the resulted mappings is available at
http://sisinflab.poliba.it/semanticweb/lod/recsys/datasets/.

At the end of the mapping phase for each dataset we removed the unmapped items

and linked the item IDs with the corresponding DBpedia URIs. Hence, all the un-
mapped items were removed from the evaluation. Then, to avoid popularity biases
from the evaluation [Cremonesi et al. 2010] we removed the top 1% most popular items
from the three datasets. We also removed from Last.fm and LibraryThing items with
less than five ratings and users who rated less than five items. In MovieLens instead
we retained users with at least fifty ratings to have at least one dataset characterized
by lower sparsity and hence have a fairer comparison with collaborative filtering algo-
rithms used as competitive approaches.
Table VI contains final statistics for the three datasets. We can see that all three
datasets have different sparseness values, MovieLens is quite less sparser than the
other two that are very sparse (only about the 1% of all user item rating values are
available to train the system).

4.1.2. Knowledge graph construction. Once we have the items URIs collection we can
build our own knowledge graph shown in the examples depicted in Figure 1.
Specifically, for each URI we extracted from DBpedia its local sub-graph composed
by all entities reachable in two hops from the item by performing a breadth-
first search (via SPARQL queries). In the queries, we consider the RDF proper-
ties belonging to the DBpedia ontology?’ plus three more properties: rdf:type,
dcterms:subject and skos:broader which encode different kinds of knowledge clas-
sification. The rdf:type property allows us to exploit also the highly informa-
tive YAGO (Yet Another Great Ontology) [Suchanek et al. 2007] classes. For ex-
ample, for the movie Pulp Fiction some of its YAGO classes are: AmericanBlack-
ComedyFilms, 1994Films, AmericanCriminalComedyFilms, FilmsAboutOrganized-
CrimeInTheUnitedStates, 1990sCrimeFilms. We decided to leverage the properties
belonging to the DBpedia Ontology, because they represent high-quality, clean and
well-structured information. The list of all the properties related to the Film class in
the DBpedia ontology is available at http://mappings.dbpedia.org/server/ontology/
classes/Film. The list related to the Musical Artist and Band classes is avail-
able at http://mappings.dbpedia.org/server/ontology/classes/MusicalArtist and
http://mappings.dbpedia.org/server/ontology/classes/Band respectively. The list
related to the Book class is available at http://mappings.dbpedia.org/server/
ontology/classes/Book.

At the end, each final graph contains: 4,186 users, 3,196 items and 426,245 entities
for MovieLens; 7,149 users, 4,541 items and 948,291 entities for LibraryThing; 1,875
users, 2,432 items and 1,642,137 entities for Last.fm.

For MovielLens and LibraryThing instead of converting directly all ratings to rele-
vance relations we set a threshold and associated to those ratings above the threshold
the relation 1ike and to the others the relation dislike. In MovieLens we set as thresh-
old the rating 4 and in LibraryThing the rating 8. In Last . fm all implicit feedback are
labelled with like.

In Table V we show the execution time of SPrank to compute the paths. The im-
plementation of the algorithm follows a two steps computation. In the first step, it
computes and indexes the paths in the RDF graph without taking into account users.
Eventually, these paths are used, if needed, to compute the collaborative, content-based
and hybrid paths needed by SPrank. The computation has been executed on a machine
equipped with 16 CPU Intel(R) Xeon(R) X5570 @ 2.93GHz (4 cores per CPU), 32 GB

2Onttp://wiki.dbpedia.org/Downloads38#dbpedia-ontology
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Table V. Execution time to
compute paths.

dataset time (s)
MovieLens 3,968
LibraryThing 1,432
Last.fm 3,277

Table VI. Datasets Statistics. As for # items we indicate the number of items selected
after removing both the top 1% most popular items and the items with less than five
ratings for Last.fm and LibraryThing. The value is followed in round brackets by the
original value found with the mapping.

dataset # users # items # ratings | spars.(%) | # entities
MovieLens 4,186 3,196 (3,300) 822,597 93.85 426,245
LibraryThing 7,149 4,541 (10,181) | 352,123 98.90 948,291

Last.fm 1,875 2,432 (11,180) 44,981 99.01 1,642,137

RAM and Ubuntu 12.04.5 LTS. The implementation we adopted for our experiments
is available at https://github.com/sisinflab/lodreclib.

4.1.3. Path analysis. In what follows we describe part of the most informative paths
extracted from the three datasets. For all user-item pairs in each dataset we extracted
all path instances and collected the relative paths. Overall have been extracted 1144
different paths in MovieLens, 632 in LibraryThing and 1988 in Last.fm. To reduce
the number of features we performed feature selection by fitting a Random Forest
model on the training data and used correspondent variable importance [Breiman
2001] for selecting only the most significant paths among all extracted ones. Using
cross-validation we selected the first 150 paths for MovieLens, and the first 200 ones
for LibraryThing and for Last.fm. Tables VII, VIII and IX show the 20 most impor-
tant paths in MovieLens, LibraryThing and Last.fm, respectively. Rows are sorted by
path importance. From the analysis of the first five paths in all three datasets we can
see that all of them somehow involve the dcterms:subject, dbpedia-owl:genre and
dbpedia-owl:wikiPageWikiLink properties and in some cases also rdf:type. These
properties are important because they connect items with other items belonging to
topics or categories semantically related. The wikiPageWikiLink property is even more
interesting because it maps hypertextual links between Wikipedia pages. Such infor-
mation can be really precious because it models less intuitive connections. For example
in the Wikipedia page of Adele there is a wikiPageWikiLink link to the Wikipedia page
related to the Coachella Valley Music and Arts Festival which is an annual three-day
music and arts festival located in California. We could leverage this particular connec-
tion to find other artists who performed at Coachella as well.

From the results reported in the three tables we see that these fine-grained seman-
tic paths are very informative. Moreover, in the first 20 paths there are also pure
collaborative paths which are as much important as the other complex content-based
paths. Another important thing we can note is that most of the paths in the top 20 are
paths of length L > 3 meaning that direct connections between items, that is items
directly connected at one hop, seem less important. In fact, the most important path
in MovieLens is (dislike,distributor, subject,broader, subject ') which has length
5.

4.2. Evaluation protocol and experiment setting

For the evaluation of our approach we adopted the “all unrated items” methodology
presented in [Steck 2013]. It consists in creating a top-N recommendation list for each
user by predicting a score for every item not rated by that particular user, whether
the item appears in the user test set or not. Then, performance metrics are computed
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Table VII. Portion of the Path Index extracted from the MovieLens graph referring to the top-20 most impor-
tant paths.

[ pathID | pathimp. (%) | path |
293 0.0087 (dislike,distributor, subject, broader, subject 1)
13 0.0078 (like, subject, broader, subject 1)
96 0.0067 (like,wikiPageWikiLink !, wikiPageWikiLink 1)
301 0.0063 (like, producer, subject, type !, type 1)
91 0.0062 (like,wikiPageWikiLink, wikiPageWikiLink ! subject ! writer—1)
15 0.0059 (like,wikiPageWikiLink, subject 1)
220 0.0059 (dislike,like! dislike)
37 0.0059 (like,wikiPageWikiLink, subject, subject !, distributor—1)
22 0.0058 (Like, subject, broader, subject ™!, wikiPageWikiLink 1)
314 0.0058 (dislike,wikiPageWikiLink ™!, starring 1)
104 0.0057 (like, subject, wikiPageWikiLink 1)
313 0.0056 (dislike,wikiPageWikiLink, starring™!)
120 0.0056 (like, producer, subject, subject ~!,wikiPageWikiLink 1)
111 0.0055 (like,wikiPageWikiLink, subject,wikiPageWikiLink 1)
278 0.0054 (dislike,wikiPageWikiLink, subject, wikiPageWikiLink 1)
89 0.0054 (like,wikiPageWikiLink !, subject, subject !, uriter—!)
99 0.0053 (like, starring, subject,wikiPageWikiLink 1)
100 0.0051 (like, starring, subject, subject !, wikiPageWikiLink 1)
315 0.0051 (dislike,distributor, subject, broader, subject 1)
48 0.0049 (like,dislike ™!, like)

Table VIII. Portion of the Path Index extracted from the LibraryThing graph referring to the top-20 most
important paths.

[ pathID | pathimp. (%) | path |
162 0.0273 (like,wikiPageWikiLink ! genre !, literaryGenre ')
148 0.0224 (dislike, literaryGenre, subject, subject !, literaryGenre 1)
27 0.0216 (like, literaryGenre, type, type 1)
56 0.0197 (dislike, wikiPageWikiLink, subject, subject !, publisher 1)
147 0.0188 (dislike,wikiPageWikiLink, subject,subject !, literaryGenre 1)
237 0.0171 (like, previousWork, subject !, wikiPageWikiLink 1)
138 0.0171 (dislike, subject,subject 1)
82 0.0168 (like,wikiPageWikiLink, subject,wikiPageWikiLink ! publisher 1)
54 0.0167 (like, subject, subject ~!, wikiPageWikiLink 1)
69 0.0162 (dislike,wikiPageWikiLink, subject ™!, publisher, publisher 1)
175 0.0147 (dislike, literaryGenre, genre !, wikiPageWikiLink 1)
83 0.0137 (dislike, like™ ! dislike)
102 0.0136 (Like,like ™!, like)
61 0.0122 (dislike, literaryGenre, wikiPageWikiLink 1)
100 0.0115 (dislike,wikiPageWikiLink !, wikiPageWikiLink)
106 0.0114 (Like, publisher, publisher ! wikiPageWikilLink)
167 0.0113 (dislike,wikiPageWikiLink, subject,wikiPageWikiLink)
166 0.0113 (dislike, wikiPageWikiLink, subject, subject 1)
155 0.0112 (like,wikiPageWikiLink ™!, subject, subject !, publisher—1)
173 0.0109 (dislike,wikiPageWikiLink ™!, wikiPageWikiLink 1)

comparing recommendation lists with test data. This evaluation strategy is equiva-
lent to the A11Items methodology presented in [Bellogin et al. 2011] and similar to the
TrainItems one recently presented in [Said and Bellogin 2014]. The main assumption
in this methodology is that all the non-rated items are considered to be irrelevant for
the user with the effect of underestimating real recommendation quality. However, as
pointed out in [Steck 2013], since the user-experience in fop-N recommendation ap-
plications depends on the ranking of all items, this is a better evaluation methodology
than the “rated test-items” one [Steck 2013] where only rated test items are considered
for generating the top-N list.
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Table IX. Portion of the Path Index extracted from the Last . £m graph referring to the top-20 most important paths.

| pathID | pathimp. (%) | path |
90 0.0170 (like,associatedBand, genre, wikiPageWikiLink !)
79 0.0153 (like, associatedBand !, genre, genre ™! writer—1!)
72 0.0149 (like, subject, subject ~!, wikiPageWikiLink 1)
137 0.0147 (like,musicalArtist ™!, genre, genre 1)
160 0.0141 (Like, associatedMusicalArtist, type, type !, writer)
20 0.0140 (like,musicalBand, genre, genre !, artist 1)
22 0.0139 (like, associatedMusicalArtist ™!, subject, wikiPageWikiLink)
99 0.0133 (like, subject, subject !, subject, wikiPageWikiLink 1)
120 0.0131 (like,associatedBand !, associatedMusicalArtist !, genre, genre 1)
38 0.0120 (like,musicalBand !, genre,musicSubgenre !, genre 1)
158 0.0118 (like, genre, stylisticOrigin, wikiPageWikiLink 1)
82 0.0111 (like,associatedBand ~!, genre, genre ! musicalBand ')
155 0.0111 (like, associatedMusicalArtist ™!, genre, genre 1)
169 0.0111 (like,wikiPageWikiLink, subject, subject ™!, artist)
75 0.0105 (like, genre, musicSubgenre !, stylisticOrigin~!, genre™1!)
43 0.0101 (like, genre, musicFusionGenre !, stylisticOrigin, genre 1)
114 0.0101 (like,musicalArtist ™!, subject,subject !, writer)
113 0.0099 (like, associatedBand, associatedMusicalArtist, genre, genre 1)
95 0.0098 (Like, associatedBand !, associatedMusicalArtist~!, subject, subject 1)
15 0.0098 (1ike, genre, stylisticOrigin, wikiPageWikiLink)

The evaluation has been carried out using the holdout method consisting in splitting
the data in two disjoint sets: the one for training and the other for testing. We used
80% of ratings in R as training ratings for building the training set 7'S and remain-
ing 20% as test ratings for measuring recommendation accuracy. The tuning of model
hyper-parameters in the various learning to rank algorithms we tested was performed
through cross-validation on validation data obtained by selecting the 15% of ratings
for each user from the training set 7'S. We repeated the experiment three times for
each dataset, and then we averaged the results over the three runs.

For measuring recommendation accuracy we adopted the following standard perfor-
mance metrics: Precision, Recall and nDCG. The first two are binary metrics in the
way that they take into account binary relevance values (relevant/irrelevant), while
nDCG can handle graded values.

Precision@N (prec@N) is computed as the fraction of fop-N recommended items ap-
pearing in the test set that are relevant for the user, while Recall@N (rec@N) is com-
puted as the ratio of top-N recommended items that are relevant to the total number
of relevant items in the test set. We considered as relevant those items rated with four
and five stars in MovieLens and more than seven in LibraryThing. For the implicit
feedback dataset Last.fm instead, we considered as relevant each artist the user lis-
tened to (only-positive implicit feedback scenario).

Differently from precision and recall which consider only the relevance of items, nDCG
takes into account both relevance and rank position. Denoting with 7, the rating given
by user u to the item in position % in the top-N list, then nDCG@N for u can be defined
as:

N

1 2fuk — 1
nDCGEN = rhcgen ; logy (1 + k) @)

where IDCG@N indicates the score obtained by an ideal or perfect top-N ranking and
acts as normalization factor. For those items with no rating in the test set we assume
a fixed default value as suggested in [Steck 2013]. We chose 3 as default value for
MovieLens and 5 for LibraryThing because they can be considered neutral ratings in
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their respective scales. All the reported metrics are computed for each single user and
eventually averaged.

4.2.1. Measuring recommendation inaccuracy. When assuming all non-rated items as be-
ing irrelevant, those items are treated equally to those which actually are irrelevant
(e.g. one and two star ratings in MovieLens). Apparently in this setting the information
related to low rated items is completely ignored. Indeed, such valuable information can
be used for measuring the ability of the system of avoiding very bad recommendations.
We can reasonably assume that items rated one star on MovieLens are recommenda-
tions the user would never receive. We argue that, depending on the domain, this can
be an important quality of the system to preserve.

Inspired by the %no metric used in IR for measuring system ineffectiveness [Voorhees
2004] we propose the /bad measure. As the %no metric is the percentage of queries for
which no relevant documents are retrieved, the %bad metric is the percentage of users
receiving at least one bad recommendation in their fop-N list. The higher the %bad the
worse the general recommendation quality.

In addition we measure also the fall-out (or false positive rate) that in our scenario
can be defined as the fraction of bad items in the test set which appear in the top-N
recommendation list. This metric can be useful to measure the quantity of bad items
the system recommends.

We applied these measures to both MovielLens and LibraryThing but not to Last.fm
since it contains positive only feedback. In MovieLens we consider bad items those
rated one or two stars and in LibraryThing those rated less than five stars.

4.3. Evaluation and results discussion

In this section we detail the experiments we accomplished to evaluate the effectiveness
of the proposed approach in terms of top-N recommendation accuracy. Specifically, we
are interested in analysing the following aspects:

— effectiveness of considering user rating relations into semantic paths;

— comparison of various learning to rank algorithms for computing top-N recommen-
dations;

— comparison of the proposed approach with state-of-the-art recommendation algo-
rithms.

4.3.1. Analysis about the integration of user rating relations into semantic paths. As described in
Section 3.3 we define path the sequence of relations of the form (ry ...0;...0;) where
the first relation expresses the user’s preference degree in the rated item. Apparently,
adding the relevance relation like/dislike to the path may result redundant for the
overall framework. Here we analyse whether the usage of such relevance relation in
the path connecting the user to the item helps in matching user’s preferences with
the item description or not. We compare two path variants: (i) relevance prefix, (ii) no
relevance prefix.

To understand better the difference between the two variants let us use an
example with reference to the graph in Figure 3 and paths in Table I. We
want to establish whether TheDaVinciCode might be a good book to recom-
mend to Tom who expressed a positive preference for the book AngelsAndDaemon
and a negative one for TheShining. Let us consider the following two path in-

like subject . broader

stances Tom — AngelsAndDaemon e, Techno-thriller novels ——%,
. broader ! . . subject " L

Thriller novels —2%T . jAmerican thriller novels -——> + TheDaVinciCode

dislike .. subject . broader

and Tom —_— TheShining — American horror novels —
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Table X. Path-based feature variants comparison.

MovieLens LibraryThing
nDCG@10 | prec@10 | rec@10 || nDCG@10 | prec@10 | rec@10
no relevance pref. 0.3765 0.1159 0.0528 0.2312 0.0587 0.1237

relevance prefix 0.4056 0.1613 0.0785 0.3068 0.1019 0.2232

Table XI. Comparative results of the various learning to rank algorithms tested
on MovieLens.

Alg nDCG@10 | prec@10 | rec@10 %bad@10 | fall-out@10

ADA 0.4228 0.1893 0.0802 0.0798 0.0180
LMART 0.4056 0.1613 0.0785 0.0542 0.0150
CA 0.4042 0.1472 0.0741 0.0331 0.0082
RANKB 0.3827 0.1389 0.0667 0.0515 0.0136
MART 0.3291 0.0595 0.0242 0.0197 0.0048
RF 0.3273 0.0572 0.0240 0.0212 0.0031

Table XII. Comparative results on LibraryThing.

Alg nDCG@10 | prec@10 | rec@10 || %bad@10 | fall-out@10
ADA 0.2429 0.0591 | 0.1354 0.0198 0.0521
LMART 0.3068 0.1019 | 0.2232 0.0378 0.0171
CA 0.2456 0.0631 | 0.1383 0.0136 0.0476
RANKB 0.2194 0.0503 | 0.1221 0.0153 0.0356
MART 0.1639 0.0152 | 0.0312 0.0017 0.0052
RF 0.1471 0.0241 | 0.0204 0.0012 0.0023
1 . —1
American novels by genre Dbroader , American thriller novels subject

TheDaVinciCode belonging to Path(10) and Path(11), respectively. We can note
that they differ only for the first relation. If we ignore the relevance relation in the
path-based feature (no relevance prefix option) then both path instances would fall
into the same path (subject, broader, broader !, subject~!). Thus, the recommender
would be unable to discern between path instances connecting the target item to what
the user likes and what she dislike because both path instances are encountered into
the same feature.

In order to establish which path variant gives us the better accuracy we selected
AdaRank as learning algorithm and trained and evaluated it on two different versions
of the datasets, one built following the no relevance prefix option and the other follow-
ing the relevance prefix option. The results obtained with the two different options are
reported in Table X. As expected, we achieve better accuracy on both MovieLens and
LibraryThing when the relevance relation is taken into account in the path (relevance
prefix option). The difference is more marked on MovieLens probably because of the
different ratings distribution. In LibraryThing the proportion of like relations is much
bigger than dislike because most of the ratings are above the threshold 8. Instead in
MovieLens the amount of like and dislike is more balanced, hence considering the rel-
evance as prefix of the path in this case seems to have more influence. We did not
perform the same experiment on Last.fm because it contains only positive feedback
and in such case there is no difference between the two options.

4.3.2. Comparison of learning to rank algorithms. Another important part of the study we
conducted regards the comparison of various learning to rank algorithms for comput-
ing top-N hybrid recommendations. Particularly we experimentally compared the vari-
ous learning to rank methods described in Section 3.4. For the implementation of those
algorithms we used the open source library RankLib®'. For all listwise algorithms we

2lnttp: //people.cs.umass.edu/~vdang/ranklib.html
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Table Xlll. Comparative results on Last . fm.

Alg nDCG@10 | prec@10 | rec@10
ADA 0.1688 0.0773 0.1915
LMART 0.1918 0.0841 0.2043
CA 0.1686 0.0787 0.1914
RANKB 0.1666 0.0778 0.1869
MART 0.1639 0.0779 0.1912
RF 0.1632 0.0775 0.1888

used nDCG@10 as training and validation metric. Tables XI, XII and XIII show the re-
sults obtained for all the tested algorithms on the three datasets. As we can see there
is no global algorithm which performs always better than the others. In MovieLens the
best approach is ADARank while on LibraryThing and Last.fm is LambdaMART. The
main important insight we can draw is that in all three cases listwise methods out-
perform both the pairwise and pointwise ones and also that the only pairwise method
tested outperforms the other two pointwise methods. We can note also that in Last.fm
the differences between all different methods but LambdaMART are very limited. A
reason for this could be the limited size of the training set with respect to the other
two datasets.

As expected, from the obtained results we can confirm that listwise approaches, which
directly learn the ranking model by optimizing a ranking measure on the top results,
outperform both pointwise and pairwise methods for learning the ranking function in
SPrank. These results are in accordance with the research done in the past few years
about learning to rank in collaborative filtering [Rendle et al. 2009; Shi et al. 2012;
Weimer et al. 2007; Liu and Yang 2008; Balakrishnan and Chopra 2012; Volkovs and
Zemel 2012] and Web search [Liu 2009].

4.3.3. Comparison with other methods. In order to evaluate the effectiveness in terms of
ranking accuracy of SPrank we compared it with several state of the art recommenda-
tion algorithms:

— PopRank is a popularity-based baseline approach which provides the same recom-
mendation to all users based on the global popularity of items. Recent studies have
shown that recommending the most popular items could already result in a high
performance [Cremonesi et al. 2010].

— Bayesian personalized ranking (BPR-MF) uses a matrix factorization as the
learning model with Bayesian Personalized Ranking optimization criterion [Ren-
dle et al. 20091.

— BPRLinearMap (BPRLin) is a hybrid matrix factorization method for positive im-
plicit feedback able to work in cold-start scenarios [Gantner et al. 2010]. It learns
a linear mapping on the user/item features from the factorization and the auxiliary
user/item-attribute matrix. In the experiments we built the item-attribute matrix
using all entities directly connected to the items.

— SLIM [Ning and Karypis 2011] uses a Sparse Linear method for learning a sparse
aggregation coefficient matrix W to be used for computing the top-N recommenda-
tions.

— Soft Margin Ranking Matrix Factorization (RankingMF) is a matrix factoriza-
tion model for item ranking which uses ordinal regression score as loss function
[Weimer et al. 2008].

— Biased Matrix Factorization (MF) is a matrix factorization model that minimizes
RMSE using stochastic gradient descent [Koren et al. 2009]. It consider also explicit
user and item biases in the final rating prediction. MF represents the state-of-the-
art for rating prediction tasks.
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— Markov Chain Monte Carlo (MCMC-FM) is a factorization machine model using
Markov Chain Monto Carlo inference [Salakhutdinov and Mnih 2008].

— KNN-FM is an item-based K-Nearest Neighbours algorithm using factorization ma-
chine for modeling the item features [Rendle 2010].

— Ranking-FM is a ranking-based matrix factorization and factorization machine algo-
rithm.

— HeteRec is a matrix factorization algorithm that uses meta-path based latent fea-
tures to represent the connectivity between users and items along different types of
paths in a heterogeneous information network [Yu et al. 2014].

— PathRank is random-walk based node ranking measure for heterogeneous network,
extending the Personalized PageRank [Lee et al. 2012].

— BPR-SSLIM is the extended version of SLIM using also the item side information
[Ning and Karypis 2012] and the BPR optimization criterion.

The computation of the recommendations for MF, SLIM, BPR-MF, BPR-SSLIM,
PopRank, BPRLin and RankMF has been done with the publicly available software
library MyMediaLite?* [Gantner et al. 2011], while for MCMC-FM we have used
the LibFM?? [Rendle 2012] library and for KNN-FM and Ranking-FM we used the
GraphLab?* [Low et al. 2012] implementation. HeteRec and PathRank have been reim-
plemented from scratch. For SLIM, RankingMF and BPR-MF since they base on im-
plicit feedback or binary data we considered only relevant items during the training
and removed irrelevant training items from output recommendation lists. In this way
all the recommenders consider for each user the same candidate items to compute the
top-N recommendation list. For SPrank we chose as learning algorithm the best per-
forming, on average, in each dataset: LambdaMART?>.

Results discussion. Table XIV shows the results obtained on the MovieLens dataset.
Looking at the accuracy metrics nDCG, precision and recall SPrank outperforms the
popularity baseline and other popular approaches as the matrix factorization model
for rating prediction and the hybrid learning to rank algorithm BPRLin. Furthermore,
SPrank outperforms also the other graph-based approaches - HeteRec and PathRank
- in terms of accuracy. Nevertheless, SPrank does not beat the other hybrid learning
to rank methods SLIM, BPR-MF, Ranking-FM and BPR-SSLIM. However we argue
that another important quality of recommendation list to preserve is avoiding very
bad recommendations. Then, if we look at the %bad@10 and fall-out@10 results we see
that both SLIM and BPR-MF are the two approaches giving the worst performances,
their fall-out is more than twice worse the SPrank value. On the other hand, BPR-
SSLIM obtains a better %bad@10 than SPrank, but a worst fall-out@10. With reference
to Ranking-FM, SPrank performs worse for each metrics. Summarizing on MovieLens,
SPrank outperforms some of the other algorithms in terms of ranking accuracy, but it
gets worse performances compared to most of the hybrid learning to rank approaches.
However it is much more conservative in avoiding defeating recommendations com-
pared to most of them.

Table XV shows the results for the LibraryThing dataset. In this case SPrank out-
performs widely all the other approaches in terms of ranking accuracy, except for BPR-
SSLIM, that obtains better recall and %bad@10, but worst precision and fall-out val-
ues (there is no statistically significant difference in terms of nDCG). Another close

22nttp://www.mymedialite.net

23nttp://www.libfm. org

24http://graphlab. com

25For MovieLens, we have ADARank performing better than LambdaMart. Hence, ADARank can be used in
place of LambdaMART to improve SPrank performances in MovieLens.
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Table XIV. Comparative results on MovieLens. The differences between SPRank and
the comparative approaches are statistically significant according to the Student’s
paired t-test [Smucker et al. 2007] with p < 0.0001 (for Ranking-FM the differences
are still significant but with p < 0.01).

Alg nDCG@10 | prec@10 | rec@10 %bad@10 | fall-out@10
SPrank 0.4056 0.1613 0.0785 0.0542 0.0150
MF 0.3618 0.0945 0.0422 0.0113 0.0016
SLIM 0.4597 0.2631 0.1469 0.1876 0.0471
BPR-MF 0.4359 0.2572 0.1354 0.1874 0.0459
PopRank 0.3915 0.1663 0.0753 0.0943 0.0205
BPRLin 0.3752 0.1437 0.0731 0.1729 0.0352
RankMF 0.3695 0.1428 0.0739 0.1870 0.0312
MCMC-FM 0.3576 0.0902 0.0414 0.0012 0.0014
KNN-FM 0.3521 0.0870 0.0388 0.0024 0.0040
Ranking-FM 0.4179 0.1850 0.0846 0.0478 0.0111
HeteRec 0.3404 0.0884 0.0478 0.0060 0.0105
PathRank 0.3477 0.0881 0.0488 0.0034 0.0084
BPR-SSLIM 0.4674 0.2636 0.1439 0.0124 0.0247

approach is the other graph-based method HeteRec, which obtains anyway still lower
values than SPrank. The most conservative approach in terms of %bad@10 and fall-
out@10 is MF.

Finally, Table XVI reports the results obtained on the Last.fm data. On this dataset
SPrank beats all the other approaches. Only BPR-SSLIM provides a better recall, but
SPrank obtains strongly better values for nDCG and precision. Even if this dataset is
sparse and pure CF methods are a little penalized in such case, SPrank extensively
outperforms the other hybrid approaches - BPRLinear, factorization machines based
algorithms, HeteRec and PathRank.

Summing up, in all three datasets SPrank outperforms the popularity baseline and
the well established biased matrix factorization approach for rating prediction.It rep-
resents the best algorithm on Last.fm and the second best on LibraryThing in terms
of accuracy. As for LibraryThing, it obtains accuracy results very close to the ones of
BPR-SSLIM. The main difference with this latter is on the %bad and fall-out values.
SPrank tends to recommend less bad items (lower fall-out than BPR-SSLIM) and it dis-
tributes them on a higher number of users. Conversely, BPR-SSLIM suggest a higher
number of bad items and it concentrate them on a smaller set of users.

SPrank is not able to outperform the other hybrid algorithms on MovieLens, but it still
substantially recommends much less bad items. Considering the statistical differences
among the three datasets shown in Table VI, it is worthy to note that SPrank would
be the best choice on dataset with fewer ratings and more content information, as
Last.fmin this case that is the most sparse and enriched dataset. Instead, considering
MovieLens, the less sparse and enriched dataset in this work, SPrank is not as able
as the other hybrid learning to rank approaches where the collaborative component
plays an important role. This is confirmed by the results on LibraryThing, that has
intermediate statistical values and where SPrank strongly overcomes almost all the
comparative algorithms.

All in all, we may say that SPrank could be an interesting alternative for those
datasets where the rating matrix is sparse but the content-based part may benefit
from rich LOD datasets.

5. CONCLUSION

We have presented SPrank, a novel hybrid top-N item recommendation algorithm able
to effectively exploit the knowlege encoded in LOD datasets for computing accurate top-
N recommendations. In SPrank, user feedback data and semantic item descriptions
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Table XV. Comparative results on LibraryThing. The differences between SPRank
and the comparative approaches are statistically significant according to the Stu-
dent’s paired t-test with p < 0.0001 (except with respect to BPR-SSLIM in terms
of nDCG@10 with p-value > 0.1).

Alg nDCG@10 | prec@10 | rec@10 || %bad@10 | fall-out@10
SPrank 0.3068 0.1019 | 0.2232 0.0378 0.0171
MF 0.1423 0.017 0.0209 0.0022 0.0025
SLIM 0.2317 0.0543 0.0988 0.0139 0.0281
BPRMF 0.1858 0.0449 0.0751 0.0112 0.026
PopRank 0.1598 0.0397 0.0452 0.0121 0.0266
BPRLin 0.275 0.0794 0.1723 0.0192 0.041
RankMF 0.1714 0.0369 0.0459 0.0094 0.0152
MCMC-FM 0.1421 0.0362 0.1299 0.0024 0.0125
KNN-FM 0.1723 0.0249 0.0655 0.0018 0.0121
Ranking-FM 0.1958 0.0431 0.0798 0.0027 0.0136
HeteRec 0.2894 0.0930 0.2125 0.0515 0.0377
PathRank 0.2568 0.0521 0.1116 0.0089 0.0237
BPR-SSLIM 0.3051 0.0962 0.2328 0.0085 0.0494

Table XVI. Comparative results on Last.fm. The dif-
ferences between SPRank and the comparative ap-
proaches are statistically significant according to the
Student’s paired t-test with p < 0.0001 (except with re-
spect to BPRMF in terms of prec@10 with p > 0.1).

Alg nDCG@10 | prec@10 | rec@10
SPrank 0.1918 0.0841 0.2043
SLIM 0.1395 0.0723 0.1548
BPRMF 0.1496 0.0785 0.1523
PopRank 0.0684 0.0537 0.0756
BPRLin 0.1058 0.0521 0.1235
RankMF 0.0689 0.0487 0.0876
MCMC-FM 0.0317 0.0102 0.0574
KNN-FM 0.0248 0.0081 0.0445
Ranking-FM 0.0460 0.0160 0.0902
HeteRec 0.0669 0.0207 0.1199
PathRank 0.1442 0.0387 0.1878
BPR-SSLIM 0.1737 0.0467 | 0.2605

extracted from LOD are merged in a unique graph-based representation that allows
us to extract path-based features describing complex relationships between users and
items. Then, the recommendation problem is formulated in a learning to rank setting
similar to the one adopted in Web search. We have conducted various experiments
on three different datasets, MovieLens, Last.fm and LibraryThing, to: (i) study and
compare the accuracy performances of various learning to rank algorithms within our
framework; (ii) validate the effectiveness of our approach with respect to other state-
of-the-art approaches. Regarding the comparison of the various learning to rank al-
gorithms, as expected, listwise approaches outperform in terms of ranking accuracy
the pointwise and pairwise ones. The results we obtained validate the hypothesis that
ranking based approaches better address the top-IN recommendation task with respect
to pointwise methods which are usually better suited for the rating prediction task.
Among the three listwise methods we tested, LambdaMART is, on average, best per-
forming algorithm.

Regarding the comparison of our approach with other competitive approaches, the re-
sults show that SPrank shows its effectiveness for sparse datasets while remaining
competitive with dense ones. With reference to the MovielLens dataset, it shows inter-
esting ranking accuracy with respect to other state-of-the-art learning to rank collab-
orative filtering algorithms with the advantage of being more conservative in making
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bad recommendations. Instead in both Last.fm and LibraryThing the proposed frame-
work outperforms the other learning to rank CF algorithms in terms of ranking ac-
curacy. Summing up, SPrank is able to achieve high ranking accuracy as CF ranking
based algorithms which however recommend a high percentage of bad items and, at
the same time, recommend a low ratio of bad items as rating prediction methods such
as matrix factorization. With SPrank, we have also shown that a new breed of recom-
mendation engines may benefit from the availability of publicly available Linked Open
Data datasets by exploiting both the knowledge they encode and their graph-based
structure.
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A. BACKGROUND TECHNOLOGIES

In this appendix we briefly recap the basic notions of two Semantic Web standard-
ized technologies at the base of Linked Data, i.e., RDF [Eric Miller 2004] and SPARQL
[Prud’hommeaux and Seaborne 2008] and we provide a quick description of DBpedia,
the most relevant dataset available in the LOD cloud.

A.1. Resource Description Framework - RDF

The Resource Description Framework (RDF)is a general model for describing informa-
tion about resources on the Web. It has been developed by the World Wide Web Consor-
tium (W3C) in 1998 as the building block for the Semantic Web. It allows to represent
Web entities and their relations as well as to attach to them a machine understand-
able and processable meaning (semantics) that can be further exploited to perform
automatic reasoning tasks able to infer new knowledge from the explicitly stated one.
Thanks to RDF, resources are made available on the Web, enabling applications to ex-
ploit them by taking into account their meaning. Each statement about resources is
modeled in the form of a triple: subject-predicate-object. Subjects and predicates are
represented by URIs, while objects can be identified either by URIs or by literals (data
values). As an example, the two following triples are valid RDF statements about the
movie Pulp Fiction:

<http://dbpedia.org/resource/Pulp_Fiction>
<http://www.w3.org/2000/01/rdf-schema#label>
"Pulp Fiction"@en

<http://dbpedia.org/resource/Pulp_Fiction>
<http://dbpedia.org/ontology/director>
<http://dbpedia.org/resource/Quentin_Tarantino>

where it is stated that we may refer to the the Pulp Fiction resource with the string
“Pulp Fiction” and that it was directed by Quentin Tarantino. RDF information rep-
resentation can be formally modeled through a labeled directed graph. In fact, if we
consider all the RDF statements (triples) as a whole, what we get is a graph, where
nodes are resources connected to other resources or to literal values through predi-
cates (the edges of the graph).

RDF can be serialized by means of different syntaxes. The most compact is the so called
turtle syntax that allows us to use prefixes to shorten the URIs and represent them
ad CURIEs. The turtle version of the two triples above is:

@prefix dbpedia: <http://dbpedia.org/resource/>
@prefix dbpedia-owl: <http://dbpedia.org/ontology/>
@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#>

dbpedia:Pulp_Fiction rdfs:label "Pulp Fiction"@en .
dbpedia:Pulp_Fiction dbpedia-owl:director dbpedia:Quentin_Tarantino .

From an ontological point of view, an interesting built-in RDF predicate is http://
www.w3.0rg/1999/02/22-rdf-syntax-ns#type. It states that a resource is an instance
of a class.

Oprefix dbpedia: <http://dbpedia.org/resource/>
@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
@prefix dbpedia-owl: <http://dbpedia.org/ontology/>
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dbpedia:Pulp_Fiction rdf:type dbpedia-owl:Film .
The previous triple asserts that Pulp Fiction is an instance of the class Film.

DBpedia. Among the RDF datasets available in the LOD cloud, DBpedia is one of the
main projects. It is an effort to extract structured information from Wikipedia and
make it freely accessible as RDF triples. This knowledge base currently (release 3.9)
describes 4 million resources, out of which 3.22 million are classified in a consistent
ontology?8. Labels and abstracts of DBpedia resources are stored in up to 97 languages.
In addition, it is highly connected to other RDF datasets of the Linked Open Data cloud
thus making DBpedia a cornerstone for the entire LOD project. Compared to other hi-
erarchies and taxonomies, DBpedia has the advantage that each entity/resource is en-
dowed with a rich description including text-based abstracts. Another advantage com-
pared to static hierarchies is that DBpedia evolves as Wikipedia changes. Hence, prob-
lems such as domain coverage, content freshness, machine-understandability can be
addressed more easily when considering DBpedia.

Each L0OD dataset, including DBpedia, can be queried by means of its SPARQL endpoint.
For DBpedia, it allows anyone to ask complex queries about any topic available in
Wikipedia.

Noteworthy is that most DBpedia URIs have owl:sameAs links to other resources in
other LOD knowledge bases?’. Linking pieces of data across different datasets dis-
tributed on the Web is the main aim of the Linked Data initiative. Hence, we could
also leverage such links for merging the data extracted from DBpedia with other data
from Freebase, LinkedMDB or Yago for example as we show at the end of the next
section.

A.2. Simple Protocol and RDF Query Language - SPARQL

SPARQL is the de facto query language for RDF datasets. The language reflects the graph-
based nature of the underlying data model. Indeed, graph-matching is its query mech-
anism. A basic SPARQL query is of the form:

PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dcterms: <http://purl.org/dc/terms/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>

SELECT 7c 71

WHERE {
<http://dbpedia.org/resource/Pulp_Fiction> dcterms:subject 7c .
?c rdfs:label 71.

}

where we ask for all possible values that can be assigned to the variables 71 and 7c in
order to match the graph pattern expressed in the WHERE clause. The graph pattern is
represented as a set of triples where, usually, at least one of the three elements is a
variable. In the previous example we have 7c as a variable for the first triple and 7c
and 71 for the second one. The syntax to represent the triples follows the same rules
as for RDF. SPARQL has other syntactic elements in common with RDF, such as the prefix
declaration. Indeed, URIs can be represented either explicitly or in their CURIE form.
Analogously to SQL, SPARQL offers different aggregation functions such as COUNT, SUM,
MIN, MAX, AVG, GROUP CONCAT, SAMPLE, nested queries, negation, etc..

26nttp://wiki.dbpedia.org/Ontology
27The owl:sameAs property is the ontological property specifically used to link a resource in a specific knowl-
edge base to the equivalent resources in other knowledge bases of the L0OD cloud.
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An interesting feature of SPARQL is the availability of filtering constraints in the
representation of a graph pattern. As a way of example, the previous query can be
modified by filtering only labels represented in English.

PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dcterms: <http://purl.org/dc/terms/>
PREFIX rdfs: <http://www.w3.o0rg/2000/01/rdf-schema#>

SELECT ?7c 71

WHERE {
<http://dbpedia.org/resource/Pulp_Fiction> dcterms:subject ?c .
?c rdfs:label 71.
FILTER (langMatches(lang(7etichetta), "en"))

}

Other filtering constraints can be defined by comparing the value a variable is
bound to, e.g., FILTER (?varl != ?var2) or by applying string functions as in FILTER
(regex(?label,"ne.","i")) where we filter the labels matching the regular expres-
sion ne. regardless of the letter case (case insensitive). Besides the SELECT query form,
SPARQL allows the user to pose other kind of queries via DESCRIBE, ASK and CONSTRUCT.
By DESCRIBE the system returns all the triples involving a particular entity. For in-
stance, if we want to retrieve all the triples related to actors starring in both The
Matrix Revolutions and Memento:

PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>

DESCRIBE 7actor{
dbpedia:The_Matrix_Revolutions dbpedia-owl:starring 7actor .
<http://dbpedia.org/resource/Memento_(film)>
dbpedia-owl:starring 7actor .

}

The ASK query form returns a Boolean answer stating if the requested sub-graph is
represented within the dataset.

PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>

ASK{
dbpedia:The_Matrix_Revolutions dbpedia-owl:starring
dbpedia:Carrie-Anne_Moss .

3

Finally, we may use the CONSTRUCT query form to return a set of triples built on-the-fly
starting from the results of the pattern matching.

PREFIX dbpedia: <http://dbpedia.org/resource/>
PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>
PREFIX dbpprop: <http://dbpedia.org/property/>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>

PREFIX vcard: <http://www.w3.org/2006/vcard/ns#>

CONSTRUCTA{
?actorl vcard:bday 7date .
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7actorl foaf:knows 7actor2 .

X

WHERE{
dbpedia:The_Matrix_Revolutions dbpedia-owl:starring 7actorl .
7actorl dbpprop:birthDate 7date .
dbpedia:The_Matrix_Revolutions dbpedia-owl:starring 7actor2 .
FILTER(7actorl != 7actor2)

X

With the previous query we build new triples involving the VCARD?® and the FOAF??
ontologies starting from the data in DBpedia.

Starting for the version 1.1 of the language, SPARQL makes possible to execute fed-
erated queries through different remote endpoints. Via the SERVICE keyword, the user
is allowed to explicitly state the endpoints to be queried. As an example, via the fol-
lowing query, we may ask to build a semantic graph containing triples containing joint
information coming from DBpedia and Yago® datasets in the domain of books:

PREFIX yago: <http://yago-knowledge.org/resource/>

PREFIX owl: <http://www.w3.org/2002/07/owl#>

PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
PREFIX dbpedia-owl: <http://dbpedia.org/ontology/>

CONSTRUCT{
?book ?p 7o .
7book yago:1linksTo 7yagolink .

X
WHERE{
SERVICE <http://live.dbpedia.org/sparql> {
?book rdf:type dbpedia-owl:Book .
?book 7p 7o .
?book owl:sameAs 7yago .
FILTER (regex(str(?yago) , "http://yago-knowledge.org/resource/"))
X
SERVICE <http://lod2.openlinksw.com/sparql> {
?yago yago:linksTo 7yagolink .
b

Here we ask DBpedia for all the triples relates to entities of type Book and for each of
them, if there is a owl:sameAs link with the Yago dataset, we look for the triples involv-
ing the 1inksTo property of the corresponding Yago resource. Once we get the resources
bound to the variable ?yagolink we connect them to the initial DBpedia entity.

28nttp://www.w3.org/TR/vcard-rdf/
2%9nttp://xmlns.com/foaf/spec/
30yww.mpi-inf .mpg.de/yago/
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