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Abstract. The Semantic Web of Everything, a blend of the emerging
Internet of Everything and well-established Semantic Web paradigms, de-
mands efficient cross-platform knowledge management technologies and
tools, able to span the wide variety of devices it aims to support. This
paper presents Cowl, a C library for processing Web Ontology Language
(OWL) 2 ontologies, designed for strict portability and efficiency con-
straints. Its architecture is described and main optimization strategies
are outlined. Results of a preliminary experimental campaign validate its
effectiveness by comparing it with other state-of-the-art OWL toolkits.
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1 Introduction and motivation

The Semantic Web of Things (SWoT) [21] integrates Semantic Web technologies
in Internet of Things (IoT) contexts, by associating ontology-based annotations
to devices, objects, and phenomena, and by supporting automated reasoning
procedures to infer implicit knowledge. The ever-increasing pervasiveness and
miniaturization of IoT devices is leading to the so-called Internet of Everything
(IoE) [5], where living beings, objects, places and processes are constantly in-
terconnected. This evolution requires a parallel progress of SWoT methodolo-
gies, algorithms and tools toward a Semantic Web of Everything (SWoE), which
should encompass devices, applications and services from Web scale to micro-
and nano-scale.

The extreme volatility of devices, connections and resources in the SWoE calls
for Knowledge Representation and Reasoning (KRR) implementations locally
available even on severely resource-constrained micro- and nano-devices, without
depending on auxiliary systems. Supporting Semantic Web standards like Re-
source Description Framework (RDF) [19] and Web Ontology Language (OWL)
2 [15] in SWoE contexts, however, is hardly feasible with existing tools, which
have been mostly designed for conventional computing architectures (and pos-
sibly ported to mobile platforms): the architectural and resource-consumption
gaps are too wide. Novel approaches and solutions are therefore needed.
⋆ Corresponding author Tel.: +39-080-596-3515; fax: +39-080-596-3410
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This paper presents Cowl, a lightweight C library for working with OWL on-
tologies and Knowledge Bases (KBs). It is distributed under the Eclipse Public
License, Version 2.01, to promote its adoption both in the research community
and in industry. Cowl has been designed for wide portability, including not only
workstations and mobile computing devices, but specifically embedded devices
with severe processing and memory resource limitations. In order to achieve this
goal, it is written in pure standard C11 [10] with no compiler- or platform-specific
features. Cowl supports the full OWL 2 specification for KB parsing and arbi-
trarily complex queries to retrieve KB elements. Core architectural choices and
implementation optimizations aim at maximum memory savings, while guaran-
teeing robustness and ease of use for C developers. An early performance analysis
has been carried out by comparing Cowl with three state-of-the-art OWL 2 ma-
nipulation tools, in order to provide a preliminary validation of the feasibility of
exploiting the proposed library in resource-constrained settings.

The remainder of the paper is as follows: Section 2 discusses relevant related
work, while Section 3 describes Cowl architecture and optimizations; experiments
are reported in Section 4, before the conclusion.

2 Related work

The Semantic Web landscape has historically nestled in the Java environment,
as the most popular libraries and tools are written in the Java programming
language: the OWL API [9] is the most commonly used library for OWL-
based Knowledge Base Management Systems (KBMS) and applications [14,2];
Apache Jena2 provides ontology manipulation primitives for Resource Descrip-
tion Framework (RDF) [19], RDF Schema (RDFS) [4] and OWL models, and
an inference Application Programming Interface (API) to support reasoning and
rule engines; the Protégé-OWL API [11] is built on top of Jena and is particularly
effective for developing graphical applications. More recently, OWL support has
been brought to the Python platform by OWLReady [12], an ontology-oriented
programming toolkit able to manipulate OWL ontologies and their constructs
as Python objects, as well as reasoning over them via modified versions of the
HermiT [7] and Pellet [22] reasoners.

Even though the aforementioned projects are mature and have wide adoption
in the Semantic Web community, their use on SWoE devices is unpractical for
two key reasons: (i) they are based on the Java Standard Edition (SE) and
Python runtimes, which preclude their use on platforms that do not support
them; (ii) they were designed for conventional computing contexts, with plenty
of processing and memory resources.

The owlcpp [13] open-source C++ library supports OWL parsing and query-
ing via a RDF triple store developed on top of the Redland [1] application
framework, and reasoning through the Fact++ [24] engine. While the C++ im-
plementation theoretically supports embedded devices, it has two major draw-
1 Eclipse Public License - v2.0: https://www.eclipse.org/legal/epl-2.0/
2 Apache Jena project: https://jena.apache.org/

https://www.eclipse.org/legal/epl-2.0/
https://jena.apache.org/
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backs: (i) its core data model is a RDF triple store, which is generally harder
to use than OWL abstractions, as queries must be performed over RDF graphs
rather than on structured OWL axioms; (ii) it only supports parsing ontologies
serialized in RDF/XML, implying the presence of Extensible Markup Language
(XML) and RDF parsers, further increasing code size and memory demand.

The OWL API for iOS [17] is an Objective-C OWL library targeted at
Apple devices, providing mobile application developers with familiar interfaces
for working with OWL Knowledge Bases (KBs), as it is largely based on the
widely adopted Java OWL API. Paired with the Mini-ME Swift reasoner [18],
it has enabled the development of SWoT applications and services on the iOS
operating systems family. Nevertheless, its focus on Apple technologies makes it
unsuitable for other target platforms.

As evidenced by this rundown of available OWL manipulation tools, none
of the existing frameworks fits the SWoE use case, lacking viability for use on
nanodevices. In this regard, the selection of a suitable programming language
and runtime environment proves to be crucial. C is a sensible choice, as it is
the most widely used language on IoT devices [8]. This is corroborated by its
successful use as the core language of the Tiny-ME [16] SWoE-oriented reasoner.

3 Knowledge representation in the SWoE

Cowl3 is a lightweight API for working with OWL ontologies. It provides a com-
plete C implementation of the OWL 2 specification [15], and can be compiled
both as a static and a dynamic linking library. As previously motivated, one
of the most critical prerequisites for a SWoE library is multi-platform support,
which Cowl strives to achieve by means of the following architectural and im-
plementation choices:

– it is written in standard C11 with no compiler-specific extensions or platform-
specific API calls. It can therefore be deployed to any platform for which a
C compiler is available, including most embedded boards;

– it is self-contained, with no external runtime dependencies other than uLib4,
which provides most of its basic data structures;

– it strives to be fast and have a small memory footprint, in order to be suitable
to run on resource-constrained devices.

Details about Cowl architecture and optimizations are described in what
follows.

3.1 Architecture

The architecture of the Cowl library is illustrated in Figure 1 and described in
the following subsections.
3 Cowl home: http://swot.sisinflab.poliba.it/cowl
4 uLib repository: https://github.com/IvanoBilenchi/ulib

http://swot.sisinflab.poliba.it/cowl
https://github.com/IvanoBilenchi/ulib
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Fig. 1: Cowl architecture

Data model. Cowl’s data model is mostly made of opaque structs, which keeps
users from modifying their internal state. This in turn allows for its second funda-
mental property, which is immutability: as shown in what follows, an immutable
data model enables optimizations that would otherwise be more difficult to im-
plement.

The hierarchical nature of the OWL 2 specification is mirrored through-
out the API by making extensive use of pseudo-inheritance for C structs, a
technique that exploits specific features of the C language in order to mimic
class inheritance in object-oriented programming and provide a basic form of
type safety. As the C specification ([10], §6.7.2.1-15) guarantees that there is no
padding at the beginning of a struct –i.e., its memory address is the same as
that of its first member–, if structs are nested so that the struct acting as the
base type (the “superstruct”) is the first member of the one acting as derived
type (the “substruct”), casts between pointers of the two types are legal. In or-
der to allow for dynamic casts at runtime, pseudo-inheritance can be enhanced
by adding a type enumeration field to the base struct, as shown in Listing 1,
which makes the concrete substruct type explicitly known to the programmer.
In the context of the Cowl API, adopting these techniques means it is possi-
ble, for example, to cast a CowlClass (modelling OWL classes) to CowlClsExp
(OWL class expressions), and back. If the API returns a base struct type such as
CowlClsExp, and one is unsure about its concrete subtype, they can check it via
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the provided *_get_type functions, which return the value of the type member,
and cast accordingly.
The whole data model is built on top of the uLib library, which provides basic
types such as strings, vectors, hash maps, and so on. Other than those inherited
from uLib, Cowl provides a few base types of its own:

– CowlObject, the base type for all objects. It contains information about the
specific object type, which can be used for type casts, and reference count,
both embedded in a single integer field.

– CowlString, the string type, is essentially an immutable, reference-counted
wrapper around UString, uLib’s string type.

– CowlIRI, representing International Resource Identifiers [6]. IRIs basically
extend the syntax of URIs (Uniform Resource Identifiers) to a wider set of
characters, and they are used in OWL 2 to identify ontologies and many of
their elements.

– CowlLiteral, modelling OWL literals. They represent data values such as
strings or integers, and are analogous to typed RDF literals [19].

– cowl_ret, an enumeration acting as the return code type for API functions
that can fail.

Although Cowl’s architecture is mostly oriented towards the efficient use of
hardware resources, significant effort went into ensuring ease of use by means
of a moderate degree of type safety: as reported in the specification [15], OWL
constructs can be grouped into families, which the library models as appropriate
base pseudo-classes (in parentheses):

– Axioms (CowlAxiom): statements that specify what is true in the domain
the ontology represents.

– Class expressions (CowlClsExp): the OWL equivalent of complex concepts
in Description Logics, they represent sets of individuals by formally specify-
ing conditions on their properties.

– Individuals (CowlIndividual): instances of the knowledge the domain,
which can be either named or anonymous, depending on whether they have
an explicit, globally unambiguous name.

– Object property expressions (CowlObjPropExp): relationships between
pairs of individuals. In OWL, they can be either object properties or their
inverse counterpart.

– Data property expressions (CowlDataPropExp): relationships between
individuals and literals.

Each of the previous base classes has multiple subclasses, a subset of which is
shown in Figure 1, labeled as concrete classes. In order to keep the library code
section small, some of them map multiple OWL constructs, whose specific type
can be inquired by invoking *_get_type functions: as an example, CowlNAryCls-
Axiom represents both equivalent and disjoint classes axioms, and CowlNAryBool
models both the intersection and union of class expressions. This part of the
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data model is extensive but straightforward, as it is essentially a mapping of the
OWL data model to C structs5.

Ontology parsing and querying. KB parsing can be carried out via the
cowl_manager_read_* functions of CowlManager, which is the library entry
point for managing ontology documents. Cowl makes use of uLib’s input streams,
enabling the deserialization of ontologies from files, memory buffers, or even
network streams. Multiple built-in or user-provided parsers are architecturally
supported by means of the CowlParser interface, though built-in support is cur-
rently limited to the functional OWL syntax [15] through a lexer and parser
generated using Flex 6 and Bison7.

The OWL 2 specification allows for ontologies to import other ontologies,
which may involve retrieving them from the network or loading them from
mass storage. Cowl delegates imports retrieval to the end user by means of
the CowlImportLoader interface: by providing an instance of this struct to the
manager or globally, loading of arbitrary ontology imports can be implemented
by populating the struct with a pointer to a function, which must return the
ontology having the requested IRI.

Parsing a serialized KB produces a CowlOntology object, which can be seen
as a set of CowlAxiom instances, and whose member functions allow querying the
ontology for knowledge stored therein. Internally, CowlOntology stores axioms in
a vector, and populates multiple hash-based collections acting as indices, which
are used to optimize queries.

The base mechanism for querying a CowlOntology is to invoke its iterator
member functions, each of which accepts a CowlIterator instance. CowlIterator
is a wrapper around a function that is called for every element matched by the
query. By providing a generic context pointer, one can plug any custom data
structure, which allows for arbitrarily complex queries. The iterator function
returns a boolean that can be used to control iteration: by returning true iter-
ation goes on to the next element, while returning false causes it to stop. This
is useful if, for example, one wants to find the first element matching certain
criteria.

3.2 Optimizations

Most of the optimizations implemented in Cowl are aimed at reducing mem-
ory usage. Efficient memory management is particularly difficult in the context
of OWL data models, as the same construct (e.g., an OWL class) may be refer-
enced by multiple other constructs, making it hard to know when it can be safely
deallocated. A straightforward solution would be avoiding references altogether
and ensuring that each super-construct has its own copy of every sub-construct,

5 Cowl data model: http://swot.sisinflab.poliba.it/cowl/api/owl
6 Flex home: https://www.gnu.org/software/flex
7 Bison home: https://www.gnu.org/software/bison

http://swot.sisinflab.poliba.it/cowl/api/owl
https://www.gnu.org/software/flex
https://www.gnu.org/software/bison
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enum MyType {
MT_A, MT_B

};
struct SuperClass {

enum MyType type;
};

struct SubClassA {
struct SuperClass super;

};
struct SubClassB {

struct SuperClass super;
};

Listing 1: Pseudo-inheritance for C structs.

allowing their lifespans to be tied together, though this has the obvious draw-
back of requiring additional memory. Given the SWoE-dictated requirement of
running on nano-scale devices, sharing instances of equal constructs through
references is strongly desirable, hence Cowl adopts the reference counting tech-
nique for memory management: each construct has a ref_count integer member,
which is increased (the construct is retained) for each new reference to it, and
decreased (the construct is released) when the construct holding that reference
is destroyed. The object can be deallocated safely whenever the reference count
reaches zero, as this entails that no other object is referencing it. Control over
the reference count of each construct is granted by means of specific implemen-
tations of the retain and release primitives provided for every available type.
By virtue of the combination of immutability and reference counting, a construct
wanting to safely reference a shared instance of some other construct can simply
retain it and be sure it will not be mutated or deallocated until it is released.

Instance sharing is implemented in Cowl through interning, i.e., distinct
objects are stored in an instance pool, and constructor functions always return
shared instances. Other than for entities and IRIs, the library transparently
applies conditional interning to strings that are likely to be referenced multiple
times, such as common language constructs.

One of the most substantial memory optimizations concerns the storage of
IRIs: an IRI can be usually split into a namespace, which avoids name conflicts
by relating the resource to a certain domain, and a local name, which identifies a
specific resource within its namespace. Since the namespace part is often shared
by multiple IRIs, it is possible to significantly reduce the overall size of their
in-memory representations by ensuring that they share a reference to the same
namespace instance. In order to allow this, CowlIRI is internally composed of
two strings, the namespace and remainder (see Figure 2). Every time an IRI is
created from its string representation, Cowl parses it in order to determine a
suitable namespace-remainder split according to the XML namespaces specifi-
cation [3], and conditional string interning is exploited to allow sharing of the
namespace part.

Further optimizations are aimed at reducing the turnaround time of parsing
and queries. As an example, since the library makes extensive use of instance
pools and entity indices, a significant amount of time is spent in lookups and
insertions into hash-based data structures, resulting in a high volume of hash
computations and equality checks. The combination of interning and data im-
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Fig. 2: Efficient IRI storage.

mutability allows for a significant speed boost for both operations: since interned
objects are equal if and only if they are the same instance (i.e., they have the
same memory address), the address itself is a perfect hash and equality checks
can be implemented as pointer comparisons. Furthermore, hash caching can be
exploited to speed up equality checks for strings: since equal strings must have
equal hashes, if their hashes differ it can be concluded that they are different. By
caching string hashes, expensive equality checks are only necessary if two strings
have equal hashes and lengths, while most checks can be skipped.

4 Feasibility and effectiveness

Performance evaluation is a necessary requisite to validate Cowl’s suitability for
the heterogeneous contexts and platforms required by the SWoE. A preliminary
experimental campaign has involved comparing it to the following state-of-the-
art OWL ontology manipulation toolkits: OWL API (version 5.1.20), OWL-
Ready2 (0.37), and owlcpp (0.3.3). The evOWLuator [20] framework has been
leveraged for test automation, exploiting its ability to invoke command line
tools over arbitrary OWL datasets and gather performance metrics concerning
turnaround time and memory usage. In order to be integrated into evOWLua-
tor, all libraries have been wrapped in straightforward command line tools that
accept the path to the ontology to load as an argument. The testbed is a 2021
Apple MacBook Pro 16"8. All reported performance results are the average of 5
cold runs.

The dataset used for the tests consists of 109 knowledge bases, extracted
from the 2014 OWL Reasoner Evaluation Workshop (ORE2014) competition
corpus9 as follows: all ontologies in functional-style have been considered and
sorted by size, then one sample has been extracted at each MB boundary (if
available). Tests concern ontology parsing and querying time, and peak memory
usage. The following queries have been selected for benchmarking: (Q1) retrieval
of all axioms in the ontology; (Q2) retrieval of all classes in the ontology and, for
each class, retrieval of all subclass axioms directly referencing it as the subclass
or superclass.

Before presenting the results of the experimental campaign, it is important
to point out a few key differences among the evaluated tools:
8 Apple M1 Max System-on-Chip with 64 GB RAM, 1 TB SSD, macOS Monterey

12.3.
9 ORE2014 corpus: http://dl.kr.org/ore2014

http://dl.kr.org/ore2014
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SELECT *
WHERE {

{ ?a_class rdfs:subClassOf ?b_class . }
UNION
{ ?b_class rdfs:subClassOf ?a_class . }
FILTER (!isBlank(?a_class))

}

Listing 2: Retrieval of all subclass axioms for each class from a triple store.

– They support different OWL serializations: the OWL API features parsers
for most syntaxes in literature; OWLReady only supports RDF/XML, OWL/-
XML and Turtle; owlcpp and Cowl are limited to RDF/XML and the func-
tional syntax, respectively. The libraries have therefore been configured as
follows: OWLReady and owlcpp have been run on RDF/XML documents,
while the OWL API and Cowl have processed their functional syntax vari-
ants. This is apparent from data points in the scatterplots, spanning larger
ontology sizes for tools using the RDF/XML serialization.

– They adopt different data model architectures: the OWL API and Cowl
provide a direct mapping to OWL axioms and constructs, while OWLReady
and owlcpp store ontologies in RDF triple stores. This entails that ontology
queries have significantly different implementations, with significant influ-
ence on performance.

Figure 3 shows peak memory usage metrics, computed as the maximum resi-
dent set size (MRSS) of the process, i.e., the value stored in the ru_maxrss field
of the structure populated by the getrusage 10 POSIX call. Cowl exhibits a
significantly lower memory footprint than all other tools, with the margin being
especially wide when compared to the non-native OWL API and OWLReady
libraries. All libraries follow a roughly linear trend for memory occupancy in
relation to ontology size.

Figure 4 reports results on turnaround times for ontology parsing. Similar
considerations apply here, with Cowl outperforming the other tools, and all li-
braries behaving linearly in relation to ontology size. The OWL API performs
remarkably well with regards to parsing time, even outperforming the native owl-
cpp library, albeit at the cost of a consistently and significantly higher memory
usage than all other tested toolkits.

Figure 5 displays turnaround times for query (Q1). Cowl is consistently faster
than the other frameworks; interestingly, the OWL API is almost able to match
owlcpp. As the query entails iterating over all constructs in the KB, triple store
based tools are penalized, as they must process a larger number of constructs,
since OWL axioms are generally encoded through multiple RDF statements.

Figure 6 shows turnaround times for query (Q2). owlcpp is the top performer,
followed by Cowl, while the OWL API and OWLReady exhibit very similar,
10 getrusage man page: https://linux.die.net/man/2/getrusage

https://linux.die.net/man/2/getrusage
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much higher figures. The results were expected, as this query strongly relies on
access to constructs that directly reference specific entities, therefore it can be
easily answered by triple stores with the simple SPARQL [23] query in Listing 2.
Axiom-based tools, on the other hand, must populate auxiliary indices in order
to speed up references to specific OWL entities, and may still end up processing
unrelated axioms.

5 Conclusion and future work

The paper has presented Cowl, a lightweight multi-platform OWL manipulation
library targeted at the Semantic Web of Everything. Architectural choices and
careful optimization aim to achieve both wide portability and high resource
efficiency. Nevertheless, Cowl supports the whole OWL 2 specification, parsing
KBs in functional-style syntax, and complex queries. Early experimental tests
have been conducted to assess performance with respect to state-of-the-art tools,
with satisfactory results. Adoption by the research and industry communities
–fostered by a permissive open-source license– will allow demonstrating that
robustness and ease-of-use goals can be met as well.

Future work concerns the support for additional parsers for more OWL 2
syntaxes, as well as a fundamental extension of the library to support KB edit-
ing and serialization in addition to parsing and querying. Use cases on embedded
platform devices will be carried out, as well as more thorough performance eval-
uations, including energy consumption on key target device classes.
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