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Abstract The progress of the Internet of Medical Things (IoMT) and mo-
bile technologies is a crucial driver for the evolution of healthcare systems
in the path of prevention, early diagnosis and care, consequently unleashing
the full potential of medical devices. Especially in intensive care, several vital
signs can be monitored to provide an Early Warning Score (EWS) useful to
detect the onset of pathological events or severe conditions. However, under
these conditions, it would be beneficial to design a system that can provide
a risk assessment even in the presence of a reduced number of vital signs. In
this work, we propose an on-edge system, connected to one or more wearable
medical devices, that is able to collect, analyze and interpret real-time clin-
ical parameters and to provide an EWS-like clinical risk measurement. The
system shows an evolutionary behavior by dividing the learning problem in
two simpler ones, in order to correctly distinguish between low-urgency and
emergency scenarios, with the possibility of selecting the most convenient con-
figuration able to choose the most appropriate classifier even when the feature
set does not allow a robust model selection. In particular, we focus on a com-
parative analysis of machine learning (ML) methods in different conditions of
available vital parameter sets, evolving therefore to an adaptive ML approach.
Moreover, since from the integration of artificial intelligence tools and IoMT,
emerging ethical issues may arise about lack of transparency, a semantic-based
explanation is associated to enrich the predictions along with the health data
by means of Semantic Web technologies.
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1 Introduction

Clinical risk assessment is widely used in the healthcare sector to identify tar-
gets for early intervention. For this reason, the activity of health monitoring of
patients is carried out by the clinical staff to quickly analyze their clinical pic-
ture. Especially in intensive care or in the emergency room, several vital signs
can be monitored according to the needs of the patient. Hence, providing an
Early Warning Score (EWS) system which indicates the onset of pathological
events or severe conditions is helpful for physicians and caregivers to outline
a global view of the patient state, to obtain insights for the best care and
therefore to make more effective decisions on therapeutic choice [39]. In fact,
monitoring does not mean just connecting a patient to a device and to control
its vital signs; it means implementing a series of actions whose ultimate goal is
a complete evaluation to assess the patient in the best care pathway. In partic-
ular, the estimation of clinical risk of a patient may be considered a predictive
analysis task, in a situation where serial monitoring is a suitable support tool
to prevent the worsening of the clinical picture and some of the information
may be not available at hand. In this framework, Artificial-Intelligence—based
approaches (AI) can represent powerful tools as a decision support system
under information uncertainty (see [11,36] for an overview).

Thanks to the wide availability of Web resources, the Internet of Things
(IoT) and mobile technologies, the healthcare system has now the opportu-
nity to take a step forward in the path of prevention, diagnosis and treatment
to the patient by delegating the use of personnel only in cases of urgency or
specialized expertise. Indeed, we are witnessing the impending era of the In-
ternet of Medical Things (IoMT), where medical devices and applications are
connected to healthcare IT systems via the Web, unleashing their full poten-
tial [31]. In this scenario, connected wearable devices enabled by the IoMT
can improve diagnosis reliability and time performances, while allowing data
collection for analytics, and consequently a more responsive adaptivity to the
evolution of conditions |24]. However, medical devices must be subject to spe-
cific ethical requirements imposed by the medical community, as they must
address concerns of reliability, safety, and security [19]. A promising approach
to accomplishing these mandatory requirements comes from the Edge Com-
puting paradigm, which pushes computing activities and services from the core
of the network to the edge [13]. Meanwhile, considering that AT is functionally
needed to rapidly analyze huge volumes of data and extract insights, the field
of Edge Intelligence is emerging in a disruptive fashion [40]. Consequently, in
a clinical and operational context, the goal of the present work is to develop
integrated solutions for seamless care where Al and IoMT are used at the
Edge, with a people-centric approach that adapts and evolves to the needs
of healthcare professionals, invoking an “evolving system”. Evolving artificial
systems have the distinction of leveraging explainable knowledge, since ex-
plainability is also involved in training Machine Learning (ML) models using
not only the statistical estimation of data, but combining them with specific
domain knowledge, such as Semantic Web ontologies [35].
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Therefore, the final purpose of this paper is to design an edge architecture
in which an edge device, connected to one or more wearable medical devices
via IoMT, exploits the best ML model to predict an EWS-like clinical risk,
according to: (i) the available vital signs of the patient, suitably gathered
from one or more medical devices; (ii) a specific EWS protocol with three risk
levels (i.e. NEWS2 [32] low-medium-high risk) that drives the frequency of the
monitoring and the level of care; (iii) the patient conditions mapped to two
distinct and easier risk settings.

Starting from the preliminary studies conducted in [26], this work extends
them and performs a thorough study aimed to analyze the general conditions
to exploit the best ML model, both in terms of performances metrics and time
efficiency at the Edge, which is able to predict the clinical risk class of moni-
tored patients within a real-time recording of their vital signs, in the particular
condition where a limited number of vital signs is available. Given the large
difference in treatment between low, medium, and high NEWS?2 clinical risk,
an evolving breakthrough would be in the following two perspectives:

— dividing the three-fold classification in two subsequent two-fold classifica-
tions: a low versus mediumé&shigh risk class, and, in the worst case, a fol-
lowing medium versus high classification, in order to correctly distinguish
between a triage setting and an emergency scenario;

— determining the correct clinical risk class when one or more vital signs are
unable to be gathered from the patient in a certain condition, evolving
therefore the NEWS2 protocol to an adaptive machine learning task by
predicting the most suitable clinical risk class with only 5 or 4 vital signs.

Lastly, the integration of AI and IoMT with wearable devices presents a range
of potential applications in the area of eHealth but at the same time an emerg-
ing ethical issue about lack of transparency and explanation in the black-box
predicting procedures. For this reason, Knowledge Representation techniques
with an Ontology Web Language (OWIEI) taxonomy would encompass the
predictions along with the health data by means of Semantic Web of Things
(SWoT) methods [28] to generate explanations. In this way, explanations with
clinical knowledge can be used to generate valuable insights.

This paper is organized as follows. Section [2| discusses the state-of-art of
ToMT, EWS protocols, and the related work about retrieving an EWS from
IoT devices. Section [3] provides an overview of the NEWS2 clinical proto-
col which becomes the base of the predictive tasks. Section |4] describes the
vision and proposal, and then defines the objectives of this work. In particu-
lar, Section [5| shows the experimental setting and the analytical results about
real-data gathered for clinical diagnosis and real-time monitoring. Further-
more, Section [f] investigates the exploitation of SWoT technologies to perform
explanations of the predictions done at the Edge. Finally, Section [7] concludes
the paper, outlining future perspectives.

1 OWL 2 Web Ontology Language Document Overview (Second Edition), W3C Recom-
mendation 11 December 2012, http://www.w3.org/TR/owl2-overview/
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2 State of the art

In the recent past, Edge Computing [1] has been proposed to solve problems
related to minimizing inter-network bandwidth and reducing service latency.
The great proliferation of small microcontroller chips, smart sensors and actu-
ators in clinical environments requires that Edge Computing and Internet of
Things (IoT) capabilities can be combined to create a new edge-IoT ecosystem
and drive the development of a new Edge-IoT architecture for e-Health [31].

TIoMT is emerging in the healthcare sector to address various future chal-
lenges such as data privacy, security concerns, real-time processing, low power
consumption and the need for medical skills (see Refs. [2,[19/24] for a first
overview with a focus on IoT services and technologies in healthcare). In order
to circumvent the difficulties of current IoT-based systems to provide contin-
uous, real-time patient monitoring due to data analysis problems, a solution
presented in [8] leverages a fog computing architecture enabled by machine
learning algorithms to detect early worsening of the patient’s arrhythmia in
the ECG signal.

A strengthened self-aware EWS system using IoT technologies and the
concept of self-awareness was recently proposed by Azimi et al. [9]. This ap-
proach provided the adaptability to various situations and customization of
the system by paying attention to the critical parameters of the patient’s con-
dition. In the same spirit, the authors in [4] presented an edge-assisted resource
manager that dynamically controls the fidelity and duration of detection for
changes in patient activity and health, thus optimizing the trade-off between
energy efficiency and accuracy of the measurement. They evaluate the pro-
posed system in terms of accuracy and energy consumption of the sensing
layer for a medical EWS system based on photoplethysmography. In [20] the
authors have focused on the level of truthfulness of the EWS and proposed an
improved EWS system with self-aware confidence based on fuzzy logic. Even
though most of the existing EWS systems are used in hospital environment,
Anzanpour et al. [5] have proposed an intelligent early warning method that
uses the IoT to remotely monitor patients at home and generate alarms in
the event of various medical emergencies or radical changes in the patient’s
condition. Moreover, Rahmani et al. [30] focused on the need to use a gateway
between the sensor infrastructure network and the Internet. The strategic lo-
cation of such gateways at the edge of the network offers several higher level
services such as local storage, local real-time data processing, integrated data
mining, etc., thus presenting a Smart e-Health Gateway.

In [6,7,/16,/27] the authors focused on an Ambient Assisted Living scenario,
in which an intelligent home environment is created to adaptively assist users
at home. In particular, these studies focus on the elderly at home, with the
aim of making reliable automated complex decisions by means of IoT sensors,
smart healthcare devices and edge nodes. The proximity between computing
and information-generation sources with the help of Al-based techniques di-
rectly on the Edge would enable a faster, more private and context-sensitive
enhancement of Edge Computing.
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Another EWS that integrates IoT, big data and cloud computing technolo-
gies that physically connect patient-doctor personal communication devices,
cloud systems and hospital medical information systems was proposed by Hsu
et al. [22]. The system collects personal heart rate characteristics and metabolic
equivalent (MET) from calibrated fitness devices worn by users and has been
successfully validated for coronary artery disease (CAD) patients.

In [23] a self-adaptive early warning scoring system is provided in an in-
telligent hospital setting that supports changing the patient’s check-up rate
according to their situation and the needs of medical experts. This solution
uses the publish/subscribe model to exchange data between the different levels
of the architecture and promotes the adoption of a gateway as a edge layer to
put the computation in proximity to the data sources.

During the last years, specific EWS systems have been adopted as official
protocols by the healthcare authorities of several European Countries, such
as the National Early Warning Score (NEWS) [25] and the Modified Early
Warning Score (MEWS) [34]. Finally, it is worth mentioning that a Deep
Learning approach called the Deep Early Warning System (DEWS) has been
suggested. This framework leverages the deep learning model to interpolate
historical trends in vital signs and predict the probability of clinical risk. Evi-
dence from the work has shown that DEWS can work better than other EWSs
such as the NEWS protocol [33].

3 Risk Assessment Standard

An Early Warning System (EWS) protocol is based on an aggregate scor-
ing system in which a score is allocated to physiological measurements when
patient is monitored. The National Early Warning Score 2 (NEWS2) [32] pro-
tocol is the recommended EWS by the National Health Service (NHSZ[) of UK
and is particularly designed for the determination of the illness degree of a pa-
tient and the resulting care intervention level in three different settings: initial
assessment for triage; serial monitoring for ward; continuous monitoring for
emergency in critical care. Six simple physiological parameters form the basis
of the NEWS2 scoring system:

Respiratory Rate (RR) [bpm];

Oxygen Saturation (OS) [pOs];

Temperature (T) [°C];

Systolic Blood Pressure (BP) [mmHg];

Heart Rate (HR) [bpm];

State of consciousness (SoC), according to the AVPU scheme,

A e

where AVPU (Alert, response to Voice, response to Pain, Unresponsive) is a
judgemental measure and record system of patient level of consciousness. In
the NEWS2 protocol, a score is associated with each detected vital parameter
value as shown in Table[I} The sum of those values determines an aggregated

2 https://www.rcplondon.ac.uk/projects/outputs/national-early-warning-score—news-2
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Table 1: The scoring system for NEWS2 protocol

Vital Signs 3 2 1 0
RR [bpm] <8or > 25 [21, 24] [9,11] [12,20]
OS [pO2] <91 [92,93] [94, 95] > 96
BP [mmHg] | <90 or >220 | [91,100] [101, 110] [111,219)]
HR [bpm] <40 or > 131 | [111,130] | [41,50] or [91,110] [51,90]
T [°C] < 35.0 > 39.1 [35.1,36] or [38.1,39] | [36.1,38]
SoC VPU A

final score, which is used to delineate a clinical risk class (low-medium-high)
at different thresholds. Actually, a weighting score of 2 should be added, in
addition, for any patient requiring supplemental oxygen. In particular, the
clinical risk class is: low: for an aggregated score interval of [0,4]; medium
for an interval [5,6]; high if the score is > 7 (up to 20). Therefore, each risk
class is associated with a specific setting which determines the frequency of
monitoring. If the clinical risk is low, the patient assessment is in triage setting,
where the frequency of monitoring may be repeated approximately every 12
hours. Differently, if the clinical risk is medium, the patient assessment is in
ward setting, where the frequency of monitoring goes under urgent review
of minimum every hour. Otherwise, if the clinical risk is high, the patient
assessment is in emergency setting, where a continuous monitoring is required
to determine the critical care and a possible transfer of the patient to higher
level of care.

4 NEWS2-on-Edge Proposal

In this section is presented the Edge Intelligence architecture adopted in this
project. As described in the previous work [26], an adaptive and responsive
healthcare tool that is able to predict the clinical risk of a continuously moni-
tored hospitalized patient is provided, and is based on the architecture depicted
in Figure [1f characterized by three levels:

— a Medical End-Devices Layer, made up of all the nearby end-devices
intended to be used for medical purposes, such as the diagnosis, preven-
tion, monitoring, treatment, alleviation or compensation of a disease or an
injury;

— an Edge Layer composed of one or more edge nodes which can be a
server attached to an access point (e.g., WiFi, router, base station), a
microprocessor, a network gateway, or even a micro-datacenter available
for use by nearby devices;

— a Cloud Layer, in which gathered raw data and processed data (at the
Edge) are conveyed to support a (remote) complex decision making process,
or optimize the overall performances and provide a refinement of the model
for prediction of clinical risk classes.

The main idea is to develop an integrated solution for healthcare in which
AT and the ToMT devices are exploited at the Edge, in order to define a



8 Andrea Pazienza et al.

Layer

N
—

[ () b20, (@) 2D, (@) ] Edge

End-Devices

" -Q- -0 F
| &l } 33 i

Fig. 1: Edge Intelligence Architecture

SG% 9 /,’? 3Ra Medical

responsive healthcare tool which evolves itself to the needs of patients and
caregivers. The system evolution shows up in a two-fold perspective:

— in terms of model interpretability and higher simplicity by turning a multi-
class classification problem to two binary classification problems;

— in terms of availability of vital signs that can be gathered in a certain
condition.

In particular, dividing the three-class classification in two subsequent binary
classifications allow to understand more about the factors associated with one
class by looking at its corresponding classifier: a low versus mediumé&high risk
class, and, in the worst case, a following medium versus high classification, in
order to correctly distinguish between the triage setting and the emergency
one. It is worth noting that learning process will be no more complex than the
process used by the base learners in the system, gaining simpler and eventually
parallelizable processes to train and test ML models. Thus, determining the
correct clinical class when one or more vital signs are unable to be gathered
from the patient in a certain condition, allow to design an Edge infrastructure
that better fits real cases in which it is unfeasible to calculate the NEWS2
score since some vital signs are missing or cannot be measured. Therefore, by
evolving the NEWS2 protocol to an adaptive machine learning task, it will
be always possible to predict the most suitable clinical risk class with fewer
data, such as only 5 or 4 vital signs. Hence, the purpose of this work is to
provide an edge node, connected to one or more wearable medical devices
via IoMT, which adaptively exploits the best ML model to predict the best
NEWS2 clinical risk class, and explains why such a clinical risk class has been
predicted, according to:

— the patient’s vital signs, suitably gathered from the available wearable med-
ical devices;

— the patient’s conditions and environments, ranging from triage-to-emergency
settings;

— the semantic annotations associated to every sensor or medical device.
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Fig. 2: Edge-centric vision of the Edge Intelligence Architecture

As depicted in Figure [2] the implemented Edge Intelligence architecture com-
plies with the three levels previously described and highlights the vision. The
goal is to configure an edge node able to gather clinical data generated by
real medical end-devices and, therefore predicting the NEWS2 clinical risk
class using the best Machine Learning model. Furthermore, to ensure a bet-
ter interpretability of the result, an OWL ontology is modelled to associate a
semantic-based explanation with the classification label.

The implementation details of the entire framework are reported in a con-
ceptual diagram depicted in Figure [3] The generation of clinical vital signs
relating to the six features that allow the determination of the NEWS2 class
was carried out using two Android smartphones, used as simulators. They are
respectively a OnePlus 5T with a eight-core Snapdragon 835 64-bit CPU @
2.2 GHz and 6GB RAM with Android 10.0 and a Huawei Y7 with a eight-
core Snapdragon 430 64-bit CPU @ 1.8 GHz and 2 GB RAM with Android
8.0. The two terminal devices communicate with a single edge node using
Bluetooth Low Energy (BLE) connectivity. The edge node adopted by the
proposed architecture is a Raspberry Pi 3 Model B (in short, RPi) with a
quad-core ARMvS8 64-bit CPU @ 1.2 GHz and 1 GB RAM. In order to im-
plement a scalable, adaptable and general purpose framework, the maximum
number of devices that can interact via BLE simultaneously with RPi and the
width of the time window in which the six vital signs are collected have been
set in a configuration file, parametrized at user convenience. In the case, during
the time window, a feature is updated several times, at the final acquisition
time of the vital signs, the system considers the most updated value of that
particular feature. Once the RPi has collected record of at least 4 available vi-
tal signs, it performs the prediction of the NEWS2 clinical risk class using the
best Machine Learning model (as better explained in Sectiom7 and performs
an explanation of the predicted risk class by means of an OWL ontology. The
latter allows to semantically improve the result of the classification, providing
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Fig. 3: Conceptual diagram of the solution.

a natural language-like explanation of the condition of each vital signs that
make up the NEWS2 class (see Section@ for further details). A subtle require-
ment of the edge node is about the capability of being an evolving learning
environment, able to adapt both in the number and kind of available health
data. Substantially, the RPi would face real-life scenarios in which, according
to a specific time window and a possible reduced number of vital signs, would
select the best predictive model to assess the clinical risk.

Furthermore, the architecture allows to convey each record of observations
collected by the RPi and the corresponding prediction of the clinical risk class
on a centralized database in a proprietary Cloud. Here, another evolutionary
requirement would consist in the ability of the RPi to autonomously check
the decrease of prediction performances during time (i.e., concept drift) at the
edge layer and, at the same time, the improvement of model performances
at the cloud layer. In this way, the edge node would benefit from receiving
additional training data and hints from the cloud on the best parameters to
refine the models and achieve higher performance.

5 Experiments

The idea behind the learning experiment performed in this work is, on the
one hand, to compare on a fair ground different machine learning approaches
in terms of their ability to predict the levels of a NEWS2-based risk classi-
fication with different number of vital signs, on the other hand, to test an



Evolving and Explainable Clinical Risk Assessment at the Edge 11

evolving on-edge intelligent system able to predict risk scores with limited
number of vital signs. The target variables, based on the NEWS2 protocol,
are mapped to a two-fold classification. A low—to-medium-high clinical risk,
called Triage risk class (TC) and a medium—to-high clinical risk, called Emer-
gency risk class (EC). TC refers to the case of a patient monitoring himself
at home or a physician monitoring a patient to prevent a higher level of care
(such as a pre-hospitalization). EC applies in order to correctly distinguish
between a medium and a high risk emergency scenario. In this case we refer to
a hospitalized patient continuously monitored to early detect a clinical dete-
rioration and a potential need for a critical care intervention. To this aim, the
experiment is divided in two parts: (A) an experiment performed on a work-
station, devoted to a comparative study of classifiers on balanced dataset for
the feature selection and the identification of the best algorithm in predicting
specific risk classes; (B) an experiment performed on an edge node, devoted
to evaluate the predicting ability of the classifiers calibrated in Experiment A
on imbalanced dataset in order to reproduce real case processes.

5.1 Dataset collection and generation

Real-world data about vital signs have been collected from a cohort of 401 pa-
tients continuously monitored within the project of Italian Ministry of Educa-
tion, University and Research MIUR “Progetto Cluster Tecnologici Nazionali -
Tecnologie per gli Ambienti di Vita: Active Ageing At Home” (AAAH)EI Mea-
surements over time of a set of 6 vital signs have been collected for a cohort
of 401 patients. The set of vital signs includes body temperature (T), systolic
blood pressure (BP), heart rate (HR), respiratory rate (RR), oxygen satura-
tion (OS) and state of consciousness (SoC). The measurement session for each
patient presents an average duration of 334 days. Along one session, the obser-
vations for each vital sign are taken independently with a non-periodic rate.
The minimum time interval between two consecutive measures is 60 seconds,
while the maximum interval is 18 days. The average number of observations
for each patient is around 249 in a range between 197 and 305 measures. Even
though a not relevant number of measures has been detected as outliers, they
have not been treated since NEWS2 scores are not affected anyway. In order
to simulate a real-time process of simultaneous measurements of a set of vi-
tal signs, we arranged the observations according the chronological order of
detection along each measurement session. Consequently, for each patient, a
n X p matrix of measurements is obtained with n the number of simultaneous
measures and p the number of features. Since the cardinality of observations
can change among patients and among features for the same patients, the tail
of the dataset has been cleaned after the removal of those instants where it was

3 Avviso per lo sviluppo e il potenziamento di cluster tecnologici nazion-
ali. Area TAV: Tecnologie per gli Ambienti di Vita. Active Aging At
Home Project, PON Code CTN01.00128_297061. Official portal of the project:
http://activeageingathome.eresult.it/
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Table 2: Range and percentile of vital signs values in the dataset

Parameter avg std min 25p 50p 75p max
BP [mmHg] 110 24 70 8 115 127 150
HR [bpm)] 78 35 20 50 75 105 150
RR [bpm] 22 13 5 12 16 30 50
T [°C] 37 3 33 35 36 39 45
OS [SpO2] 94 7 80 90 94 101 105
NEWS2 Score 9 3 0 7 9 11 18

not possible to collect valid measurements of the six vital signs at the same
time. Following this process, the resulting dataset X for each of 401 patients
is made of n = 197 observations and p = 6 features, with a total number of
observations equal to 78997 records.

5.2 Learning approach

As shown in Section [3] NEWS2 scores and classes are evaluated using an ad-
ditive formula based on specific ranges of values of the six vital signs. The
simulation study presented in this work aims to analyze the performance of
eight classification methods in terms of their ability to predict the NEWS?2 risk
class of a patient, when all the six necessary vital signs are not available at the
same time. The classifiers include Support Vector Machine (SVM) [15], Ran-
dom Forest (RF) [10], Multilayer Perceptron (MLP) |21], XGBoost (XGB) |14],
Naive Bayes (NB) [12], Logistic Regression (LR) [37], K-Nearest Neighbors
(KNN) [3], and AdaBoost (ADA) [17], being these approaches considered as
some of the most popular and exploited classifiers in decision support system
literature. Each of them, in particular, respond to the classification problem
in a different approach. In particular, SVM can solve nonlinear classification
problem projecting linearly inseparable data onto a higher-dimensional space
where it becomes linearly separable through a kernel function, such as Ra-
dial Basis Function (RBF) and Polynomial Kernel (selecting the proper kernel
after a Cross Validation process). On the other hand, RF represents an en-
semble of decision trees aim at building a more robust model that has a better
generalization performances and is less affected to overfitting. It is also able
to handling categorical and continuous features together. The MLP is a type
of Artificial Neural Network that use back-propagation supervised algorithm
for training and nonlinear computation techniques to deal with features that
are not linearly separable. The XGB approach addresses the learning prob-
lem under the Gradient Boosting framework [18], providing a parallel tree
boosting that solve many data science problems in an optimized distributed
way. LR, despite its name, is a linear model for classification rather than re-
gression. Logistic regression is also known in the literature as logit regression,
maximum-entropy classification (MaxEnt) or the log-linear classifier. In this
model, the probabilities describing the possible outcomes of a single trial are
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modeled using a logistic function. NB methods are a set of supervised learning
algorithms based on applying Bayes’ theorem with the “naive” assumption
of conditional independence between every pair of features given the value of
the class variable. KNN classification is a type of instance-based learning or
non-generalizing learning: it does not attempt to construct a general inter-
nal model, but simply stores instances of the training data; classification is
computed from a simple majority vote of the nearest neighbors of each point:
a query point is assigned the data class which has the most representatives
within the nearest neighbors of the point. Finally, ADA is a popular boosting
algorithm whose core principle is to it a sequence of weak learners (i.e., mod-
els that are only slightly better than random guessing, such as small decision
trees) on repeatedly modified versions of the data. The predictions from all of
them are then combined through a weighted majority vote (or sum) to pro-
duce the final prediction.

The learning experiment is divided into three steps:

1. Sampling of training datasets;
2. Hyper-parameters tuning;
3. Models comparison.

5.2.1 Sampling of training datasets

In order to perform the learning experiments, a number of subset suitable
for the training and validation of the classifiers has been extracted from the
X dataset of 78997 observations and 6 features (46-14; 65-20; 259-77; 217-
67). Before the extraction, the NEWS2 risk classes have been mapped to two
binary target variables, called ‘Triage Class’ (TC) and a ‘Emergency Class’
(EC), according the following rules:

NEWS2 Class Triage Class Emergency Class

low low -
medium high low
high high high

Consequently, since the 197 observations of each patient are time dependent,
training and validation datasets have been selected according to the following
criteria:

— (C1): each dataset is made of independent observations associated to the
each different patient: since the number of patients is 401 each dataset will
be made of m ~ 401 independent measurement records;

— (C2): according to the experiment to be performed (A or B), the outcome
target of each dataset can be the ‘Triage Class’ or ‘Emergency Class’ with
specific balancing proportions;

— (C3): the union of the drawn datasets covers at least the 75% of the original
dataset.
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Some remarks about the aforementioned criteria are in order. Condition C1 is
applied in order to avoid the problem of auto-correlation in time series data
such that each training and test set is made of only independent observations
of the vital signs. The choice of binary classes in C2 is aimed to take into ac-
count only binary classifiers, while the specific balancing proportions depend
on the the different purposes of the two experiments. Indeed, Experiment A
is performed on balanced training and test set in order to compare on a fair
ground different classifiers that could be affected by the level of imbalance in
the training data set [38]. On the other hand, Experiment B is performed on
training sets that replicate the actual conditions of detection and re-training
session of wearable devices with a limited number of observations. Condition
C3 guarantees that experiments involve as much as possible the information
contained in the population of reference data. Hence, for the two experiments,
dataset generation can be summarized in the following procedures, articulated
by experiment and target variable.

Experiment: A - Target variable: Triage Class

1 Draw 401 binary samples from a binomial distribution with elementary
probability p = 0.5. Let S = {S;}i=1,2,....401 be the random sequence of 0
and 1, h be the number of bits 1 (low) and & is the number of bits 0 (high),
so that h/h ~ p;

2 Generate 401 ordered pairs given by the patient ID and the risk state drawn
in the previous step, i.e. P = {(IDy, 51), (ID2,52), ..., (ID4o1, S401)} where
patient ID ranges from 1 to 401;

3 Given the tuples of P, extract randomly the corresponding records from
X in order to have a single dataset G;j made of independent observations
associated to different patients, e.g.

Patient ID; S; | BP HR RR SC T OS Time
1 1 75 80 8 0 44.30 101 tor
2 1 118 106 48 0 42.88 99 t133
3 0 135 167 8 2 39.11 84 tg
401 1 72 48 45 3 33.61 96 tes

4 Repeat Step 1—3 until ||J; G;| > 0.75|X| such that a collection of n
datasets G = {G1,Ga, ..., Gy} is generated.
5 From G = {X — |J, G;} repeat Step 1—4 in order to get the collection

H = {Hl, HQ, NN 7H7~} such that ‘ Ui Hl| Z 075|G|
Experiment: A - Target variable: Emergency Class
6 From H = {X — GUH} repeat Step 1—4 with p = 0.5 and taking into ac-
count the target class as ‘Emergency Class’, in order to get a new collection
of datasets £L = {Ly, La,...,Ls};

7 From {X — GUH U L} repeat Step 1—4 in order to get the new collction
M ={My,Ms,...,M,}.

Experiment: B - Target variable: Triage Class
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8 Evaluate within set X the proportion of high and low Triage Class. Then,
with elementary probability p = #(low)/#high repeat Step 1—4, with
respect to X, in order to get the collection C = {C4,Ca,...,Cy}.

Experiment: B - Target variable: Emergency Class

9 Evaluate within set X the proportion of high and low Emergency Class,
then, with elementary probability ¢ = #(low)/#high, repeat Step 1—4
with respect to ¢ = {X — /-, C;} in order to get the collection & =
{E1, Es, ..., Ep} such that | (U, E;) | > 0.75/(C)|.

After the application of these criteria, for Experiment A, two couples of bal-
anced dataset collections (G, H) and (£, M) are obtained with the following
cardinalities |G| = 14, |H| = 46, |£| = 20, |M| = 65 and, for Experiment B,
the collections (C, &) of imbalanced datasets are retrieved with cardinalities
IC| = 265 and |€| = 215. In particular, G and £ are used as validation sets for
hyperparameter tuning, while #, M and (C, £) are used as test sets for model
comparisons.

5.2.2 Hyper-parameters tuning

Our proposal concerns the project of an adaptive and responsive healthcare
tool that is able to predict the clinical risk of a continuously monitored hospi-
talized patient when a reduced number of vital signs is available. To this aim,
the processing architecture is organized in two layers: (1) a Cloud layer able to
gather and process large amounts of data generated by wearable devices (2) an
Edge layer made of one or more edge nodes where clinical data are conveyed
and a health risk is estimated. In this framework, the Cloud layer is conceived
as a “central” node devoted to the massive training (i.e., Experiment A) of
learning methods that should provide the optimally calibrated models to the
edge sensors that, in turn, are supposed to promptly infer the risk condition of
the patient (i.e., Experiment B). Furthermore, while training in Experiment
A considers balanced datasets in order to compare on fair ground the best
learning models, Experiment B deals only with the training and the inference
of risk output on unbalanced datasets in order to reproduce real-life scenarios.
For these reasons, the hyperparameter tuning phase has been applied only to
Experiment A, since the Experiment B is devoted only to the training and
test steps on real data. In particular, for each balanced dataset of collections
L={Ly,La,...,Ly} (Emergency Class), and for each classification method,
an exhaustive Grid Search is performed in order to tune the parameters that
maximize the precision of the classifiers. In particular, the search has been it-
erated through a learning algorithm between the 8 classifiers (SVM, RF, MLP,
XGB, NB, LR, KNN, and ADA), a parameter space for each classifier, a sam-
pling method for the random choice of observations, a 5-fold cross validation
scheme, and a score function (i.e., the accuracy score for binary classifiers). In

the case of obtaining a set of ordered 8-tuples (SVMZ()i), RFZ(f), MLPl(f), XGB,(f),
NB, LR{"”, KNN{”, ADA{"), where index (i) refers to i—th dataset and b
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Fig. 4: Comparison of performances in Experiment A and Experiment B in
prediction of Triage Class with different number of vital signs.

indicates the best combination of parameters after the exhaustive Grid Search,
e.g.

Dataset 5-fold best
L1 sy Rrr(D mep(V XGB;U ... ADAlD
Ly svmy?  RFyY MLPyY  XGBJY ... ADA}Y
Ly svMP”  RrY mep®? xgBP®” ... ADAPY
Overall SVMbest RFbest MLPbest XGBbest e ADAbest

The final classifiers with tuned parameters for Emergency Risk Class £, namely
SVMbestu RFbesta MLPbest7 XGBbest7 NBbesta LRbest7 KNNbesta and ADAbest
are chosen as the best performers over all validation runs.

In the case of Triage Risk Class, a hyperparameter tuning procedure is
performed only for Random Forest classifier on the collection G. Hence, from
(RFI()I)7 RFIEQ), e RF,()M)), the best overall combination RFj,, is obtained.

5.2.8 Model comparison

The model comparison is performed among the tuned classifiers in terms of
prediction accuracy, precision (positive predictive value), recall (sensitivity)
and execution time for training. Time performances refer to an Intel Core i7-
7700HQ machine with 2.80GHz and x64 operating system, while fit algorithms
and performance metrics refer to Python scikit-learn library and to
XGBoost Python package . The comparison has involved the performances
of the models in predicting both Triage Class and Emergency Class with all the
possible combinations of 6, 5, 4 vital sign features. Consequently, the number
of combinations is given by the binomial coeflicient C'(n,p) = n!/(p!(n — p)!)
where n is total number of vital signs and p is the cardinality of the set to
draw i.e. C(6,6) =1, C(6,5) = 6, C(6,4) = 15. The performance metrics are
evaluated for every combination, and for every test set in the collections H,
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M and (C, ) after a 80/20 random split. The model comparison procedure is
summarized in the following.

Experiment: A - Target variable: Triage Class

For each vital sign combination, for each balanced dataset in H perform a
80/20 random split and evaluate the set of performances of RF},,

Experiment: A - Target variable: Emergency Class

For each vital sign combination, for each balanced dataset in M perform
a 80/20 random split and evaluate the set of performances of 8 classifiers
(SVMbest7 RFbesta MLPbest: XGBbest; NBbesta LRbest: KNNbesta ADAbest)

Experiment: B - Target variable: Triage Class

For each vital sign combination, for each imbalanced balanced dataset in
C perform a 80/20 random split and evaluate the set of performances of
RFZest

Experiment: B - Target variable: Emergency Class

For each vital sign combination, for each imbalanced balanced dataset in £
perform a 80/20 random split and evaluate the set of performances of the
first two best performing classifiers, namely M1 and M2, among (SVMpest,
RFbesta MLPbesta XGBbesta NBbestv LRb68t7 KNNbestv ADAbest)-

5.3 Results

In this section, we discuss the result outcomes generated by two experiments
A and B with different vital signs sets. Each experiment is divided into a
‘Triage phase’ where the patient condition is evaluated in terms of a Triage
Risk Class (TC) and an ‘Emergency phase’ where an Emergency Risk Class
(EC) is predicted.

Experiment A. The performances for the prediction of Triage Class and
Emergency Class are evaluated on the collections H (46 sets) and M (65 sets)
with the aforementioned combinations of 6, 5 and 4 vital signs. Results of
prediction performances in the prediction of Triage Class within Experiment
A are reported in left panel of Fig. [4] where box-plots are depicted as repre-
sentation of the measurements of accuracy, precision and recall evaluated on
the 46 datasets of H with Random Forest classifier for 6, 5, and 4 vital signs.
As expected, performances are slightly affected by the reduction of the vital
parameters, even though the three measures show a satisfying behaviour with
medians equal or greater than 80%. Results regarding the Emergency Class
for 6 vital signs are shown in Figure [5| Panel (a) contains box-plots associ-
ated to the performances of accuracy, precision and recall evaluated on the 65
datasets of M to predict the Emergency Class with the 8 classifiers. In this
condition ADA clearly outperforms other classifiers in accuracy, precision and
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Fig. 5: (a) Performance results of Experiment A with 6 vital signs. (b) Compar-
ison of cumulative distributions of accuracy measures (¢) Box-plot representing
the different measures of training time for each classifier.

recall, reaching on one hand for the latter a median value of ~ 93% and a
timing consumption less than 0.2 seconds. The superior predictive capabilities
are also confirmed in Figure [5| and (b) by a one-sided Kolmogorov-Smirnov
tests (KS2) performed between the sample of accuracy measures of ADA with
respect to other methods. Here, the null hypothesis that the two samples s1, so
are drawn from the same distribution has been tested against the alternative
hypothesis that the empirical cumulative distribution function (ECDF) F(x)
of s1 is “less” than ECDF G(z) of s3. For instance, the KS2 test performed
between ADA accuracy values and XGB accuracy measures gives a p-value
p = 0.00012 hence rejecting the null hypothesis, with a 95% confidence level.
Performing a KS2-test for accuracy samples of (XGB, RF) and (XGB, SVM)
one has p < 10710 for both comparisons.

In case of 5 vital signs, 6 combinations of features are taken into account
as reported in Table [3] where for each set of vital signs the average accu-
racy evaluated on H (TC) and M (EC). For a triage case (TC), in order
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Table 3: Mean Accuracies in predicting TC and EC with 5 features.

Combination | TC Acc. (s.e.) [%] | EC Acc. (s.e.) [%] | EC Best Model
{BP, HR, RR, SoC, T} 86.66 (0.77) 79.75 (0.72) ADA
{BP, HR, RR, SoC, OS} 88.38 (0.50) 81.56 (0.68) ADA
(BP, HR, RR, T, OS} 80.46 (0.63) 75.16 (0.75) ADA
(BP, HR, SoC, T, OS} 85.67 (0.64) 76.62 (0.61) XGB
{BP, RR, SoC, T, OS} 88.59 (0.63) 81.48 (0.54) ADA
{HR, RR, SoC, T, OS} 88.41 (0.64) 81.27 (0.49) ADA

to have a distinction between a NEWS2 low risk and a medium/high risk,
the combination of {‘Systolic Blood Pressure’, ‘Respiratory Rate’, ‘State of
Consciousness’, ‘Temperature’, and ‘Oxygen Saturation’} gives the best ac-
curacy performances. For an ‘emergency phase’ (EC) the best combination is
given by {‘Systolic Blood Pressure’, ‘Heart Rate’, ‘Respiratory Rate’, ‘State of
Consciousness’, and ‘Oxygen Saturation’}. In 5 out of 6 combinations, within
the application of the selected best model (ADA) one has a mean EC accu-
racy above the 75%. In correspondence with the best combinations of EC,
the results of performance comparisons are reported in Figure [} Here, ADA
outperforms other classifiers except XGB and RF that show comparable levels
of accuracy, precision and recall (KS2-test p > 0.05). One-sided Kolmogorov-
Smirnov tests applied among accuracy samples of (ADA, MLP) and (ADA,
SVM) provide p < 1073 and p < 1072, respectively, indicating the better
performances of ADA.

Table 4: Mean Accuracies in predicting TC and EC with 4 features.

Combination | TC Acc. (s.e.) [%] | EC Acc. (s.e.) [%] | EC Best Model
(BP, HR, RR, SoC} 83.23 (0.79) 76.62 (0.56) ADA
(BP, HR, RR, T} 75.90 (0.65) 71.66 (0.69) ADA
(BP, HR, RR, OS} 78.48 (0.62) 74.53 (0.65) ADA
(BP, HR, SoC, T} 79.76 (0.70) 71.55 (0.60) RF
{BP, HR, SoC, OS} 82.29 (0.63) 75.00 (0.60) SVM
{BP, HR, T, OS} 74.37 (0.76) 70.86 (0.65) RF
{BP, RR, SoC, T} 83.55 (0.69) 74.15 (0.62) XGB
{BP, RR, SoC, OS} 84.92 (0.63) 78.42 (0.53) ADA
(BP, RR, T, OS} 78.05 (0.66) 72.44 (0.63) RF
{BP, SoC, T, OS} 81.59 (0.73) 72.61 (0.55) SVM
(HR, RR, SoC, T} 84.35 (0.73) 72.95 (0.63) RF
{HR, RR, SoC, OS} 85.16 (0.52) 76.39 (0.57) XCB
(HR, RR, T, OS} 76.33 (0.78) 70.90 (0.68) ADA
{HR, SoC, T, OS} 81.94 (0.73) 71.09 (0.71) RF
{RR, SoC, T, OS} 85.40 (0.72) 74.93 (0.56) RF

In case of 4 vital signs, best combinations among the 15 possible arrange-
ments are evaluated in term of prediction accuracy in TC and EC phases.
As shown in Table 4l {‘Respiratory Rate’, ‘State of Consciousness’, ‘Tem-
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perature’, ‘Oxygen Saturation’} and {‘Systolic Blood Pressure’, ‘Respiratory
Rate’, ‘State of Consciousness’, ‘Oxygen Saturation’} are the best performing
combinations in terms of accuracy in prediction Triage Risk Class and Emer-
gency Risk Class respectively, with an average value above 78%. It is worth
mentioning that these collections are subsets of the corresponding best com-
binations with 5 vital signs. Results of investigations on the performances of
these selected features over the balanced datasets of M are reported in Figure
[ With a reduction to 4 vital signs, as shown in boxplots in Panel (a) (and
confirmed by a KS2-test) SVM, RF, MLP, XGB, and ADA classification meth-
ods become comparable. Moreover, the heatmap in Panel (b) shows that the
best combination of vital signs (n. 7: {‘Systolic Blood Pressure’, ‘Respiratory
Rate’, ‘State of Consciousness’, ‘Oxygen Saturation’}) present the highest av-
erage accuracy for all the classifiers. In Panel (c¢) cumulative probability plots
are depicted as comparison of precision performance among models. A KS2
test show that ADA is more precise than any other classifier (p < 107%) ex-
cept for RF and XGB. Finally, in Panel (d) the average training time over all
classifiers is reported versus the average accuracy over all classifiers, for each
combination. Interestingly, in the case where classifiers become comparable
in terms of performances, the learning system can be set in order to choose
one of the combinations which representation is in a specific region of the
timing-accuracy space.

Experiment B. Prediction performances in the prediction of Triage Class
within Experiment B are depicted as box-plots in right panel of Figure [
representing measurements of accuracy, precision and recall evaluated on the
datasets of C, with Random Forest classifier, for 6, 5, and 4 vital signs. In this
case, the reduction of vital signs is not influencing the overall performance due
to the effect of unbalancing of classes. Moreover for the same reason, while me-
dian accuracy values are above 80%, precision and recall are significantly re-
duced along the repeated experiments. The performances for the prediction of
Triage Class and Emergency Class are evaluated on the collections of datasets
of C (265 sets) and & (215 sets) with the aforementioned combinations of 6, 5
and 4 vital signs. In this experiment, the sets in C and £ present the original
unbalancing condition for each class, in order to simulate the application to
simulate real-world process of training and test. Similarly to Experiment A,
in case of 5 and 4 vital signs, the selection of the best combination is per-
formed together with the first two best performing classifiers (namely ‘M1’
and ‘M2’). The results are reported in Figure [8| and @ Panel a—b) contains
box-plots associated to the metrics evaluated on the 265 imbalanced datasets
of C. Although the accuracy levels remain above 80% in both TC and EC
classes, the recall experiences a reduction due to the presence of the signifi-
cant unbalancing of the test set (9%-91% for Triage Class and 18%-82% for
Emergency Class). Moreover, the model M2 (ADA) outperforms the model
M1 (XGB) in accuracy and precision (KS2-test p < 107%). In the case of 5
vital signs, the best combinations selected for both Triage phase and Emer-
gency phase is {Systolic Blood Pressure, Heart Rate, Respiratory Rate, State
of Consciousness, Oxygen Saturation}, and the best two models selected are
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XGB (M1) and ADA (M2), with a median accuracy above 80%, a median
precision above 65% and a median recall above 50% As expected, in the case
of 4 vital signs the difference between M1 (RF) and M2 (XGB) in terms of
predictive performance, slightly reduce making the models comparable. Here
the best combination selected for Triage phase is {Heart Rate, Respiratory
Rate, State of Consciousness, Oxygen Saturation}, while the best one selected
for Emergency phase is {Systolic Blood Pressure, Heart Rate, Respiratory
Rate, Oxygen Saturation}. Also, for Experiment B, it is worth noting that
these collections are subsets of the corresponding best combination with 5 vi-
tal signs, confirming a statistical step-wise behaviour of the present approach
in selecting the most important vital signs that suffice in determining a clinical
risk.

Evolving learning environment and adaptation. The characterization of the
system as an evolving learning machine includes the possibility that the de-
vice, on the basis of the reduced number and kind of available information,
is able to select the best model to apply for the inference of the risk class. In
presence of real scenarios during which, within a specific time window, differ-
ent combinations of the same number of vital signs are delivered to the device,
the system selects the best feature-set—model configuration to adopt for the in-
ference. In the situation when the available features (e.g. 4 vital signs) cannot
provide an effective discrimination between the best candidate classifiers, the
machine is autonomously able to select the most convenient configuration of
feature sets and models taking into account the trade-off between average per-
formance and average training time (e.g. see Figure E[) Moreover the device,
according to the variation of prediction performance during run-time phase
and to the enrichment of the performance of the system on cloud, is able to
autonomously retrieve additional data in order trigger re-calibration of the
models (batch) to obtain a more accurate performance of the classifiers.

6 Explaining Predictions

The semantic explanation of the classification result is generated by exploit-
ing an ontology 7 developed using Protég(ﬁ, one of the most adopted and
widespread ontology editors and knowledge management systems.

For each vital sign, 7 includes a hierarchy of concepts and each clinical
sign is represented via a class/subclass taxonomy featuring all significant value
ranges and configurations they can assume in the NEWS2 protocol (see Table
. Figure |10| shows the class hierarchy of the ontology modeled for NEWS2
vital signs. In the knowledge base, to represent data ranges for collected vital
signs, each data ranges associated to a concept is modeled by means of a pair of
OWL annotation properties, named “minValue” and “maxValue”, indicating
the minimum and maximum value, respectively. For example, the concept

4 https://protege.stanford.edu
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Fig. 10: Class hierarchy in the ontology
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“High Heart rate”, corresponding to values from 91 to 110 beats per minute,
is annotated as in Figure After the prediction of the patient’s clinical
risk class, the explanation phase consists in identifying, for each measured
vital sign, the corresponding class and querying all its sub-classes in order
to search in which range of values belongs to the current measure and its
corresponding semantic annotation. In this way, the edge node provides a
number of deduction equals to the number of possible measurements collected
that unambiguously describe the severity of each vital sign. Consequently,
the prediction of the ML classifier is semantically improved and the semantic
information can motivate the decision of the classifier.

The peculiarity of semantically enhancing the classification result allows
healthcare personnel to identify the most critical vital parameters in advance,
administer suitable treatments to improve them and prevent a deterioration
in the patient’s clinical condition. The results of the whole process are shown
on a video terminal that we assume is available to users at home, or nurses
and doctors in the hospital.

For example, as depicted in Figure [12| the edge node monitored three dif-
ferent patients (patient 20, 14, 6 respectively) with different number of mea-
surements. Each of the three patients has a different clinical risk class with
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Fig. 12: Edge node explanations.

its corresponding semantic explanation. For patient 20 (see Figure (a)), a
low risk class is predicted since the vital signs monitored are regular except
for a slight irregularity in oxygen saturation which could promptly and effec-
tively direct the intervention of doctors in the event of deterioration of the
patient’s clinical conditions. Figure [12] (b) simulates the situation in which it
is not possible to collect the state of consciousness, commonly assessed by the
presence of a clinician, and the evaluation of the patient’s clinical picture is
entirely delegated to the edge node predicting the risk class with only 5 vi-
tal signs. The semantic explanation of the medium risk class associated with
patient 14 helps clinicians to accurately understand how to continue clinical
monitoring and which particular vital signs, such as temperature and heart
rate in this case, most frequently monitoring. Finally, Figure 12| (c) shows the
clinical condition of patient 6. Although only four vital signs are available (i.e.,
temperature, heart rate, respiratory rate, and oxygen saturation), the system
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is able to autonomously choose the best classifier with this combination of
features and predict the risk class. The semantic explanation of the clinical
risk class provides in this situation a clear picture of the vital signs that most
influence the severity of the patient’s clinical condition and supporting the
clinician not to deal with the patient’s oxygen saturation, as it is regular.

7 Conclusion

The progress of the Internet of Things (IoT) and mobile technologies is a candi-
date to be a crucial driver for the evolution of healthcare systems in the path of
prevention, early diagnosis and care, consequently unleashing the full potential
of medical devices. The forthcoming Internet of Medical Things (IoMT) era
will connect a wide landscape of wearable devices. Indeed, remote patient mon-
itoring solutions will continuously communicate to healthcare systems in an
environment where Wi-Fi enabled devices will facilitate machine-to-machine
(M2M) communication and link to Cloud platforms for data storage. In this
perspective, a continuous monitoring of health conditions of human beings
will promote the improvement of life quality, the prevention of disease and a
prompt response framework in critical situations.Consequently, the availabil-
ity of streams of data collecting information from clinical parameters and vital
signs can be especially helpful in intensive care or emergency situations, where
data-driven risk assessment can be a crucial decision support for physicians.
For instance, the National Early Warning Score 2 (NEWS2), already exploited
by the UK National Health Service, provide scores associated to different de-
grees of illness in order to trigger effective critical care interventions. The
evaluation of these scores requires the observation of a set of vital parameters,
including body temperature (T), blood pressure (BP), heart rate (HR), res-
piratory rate (RR), oxygen saturation (OS) and state of consciousness (SoC).
However, since some measurements like blood pressure and state of conscious-
ness are not promptly embeddable in a IToMT edge node, constraints in terms
of responsiveness and design of an edge node may apply. Motivated by these ar-
guments, we proposed an edge architecture in which an edge device, using the
available vital signs of the patient gathered from wearable medical devices via
ToMT, exploits the best machine learning model to predict an EWS-like clini-
cal risk level. On the basis of the results of the preliminary work in Ref. [26],
we studied the general framework to apply the best learning classifier at the
Edge, able to predict the clinical risk class of real-time monitored patients
in the particular condition where a limited number of vital signs is available.
Hence, after setting two NEWS2-based risk classifications, namely Triage risk
class (TC) and Emergency risk class (EC), a comparison of 8 ML approaches,
Support Vector Machine (SVM), Random Forest (RF), Multilayer Perceptron
(MLP), Stochastic Gradient Boosting (XGBoost), Naive Bayes (NB), Logis-
tic Regression (LR), K Nearest Neighbors (KNN), and AdaBoost (ADA) was
performed in terms of different performance metrics. As a result, AdaBoost
classifier behaved as the outperforming method for risk classification, with
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balanced and imbalanced training and test sets, in case of 6 and 5 vital signs,
while, dealing with 4 vital signs, SVM, RF, MLP, XGB, and ADA became
comparable in terms of accuracy, precision and recall performances. As a fur-
ther goal, an edge node was configured in order to be able to gather clinical
data generated by real medical end-devices, to provide clinical risk prediction
and to ensure a better interpretability of the result, using an OWL ontology
to associate a semantic-based explanation with the classification label. As a
matter of fact, the evolving peculiarities of the proposed architecture include
the possibility that the system, in presence of real scenarios during which,
different combinations of the same number of vital signs are delivered to the
device, is able to selects the best feature-set—model configuration to adopt
for the inference. Interestingly, in the situation when a reduced number of
available features (e.g. 4 vital signs) cannot suggest a robust discrimination
between candidate models, the system is autonomously able to select the most
convenient configuration of feature sets and models taking into account the
trade-off between average performance and average training time. In the gen-
eral landscape of predictive [oMT systems, this work can be seen as an initial
blueprint of a more complex industrial on-edge solution capable of collecting,
analyzing and interpreting a larger number of real-time clinical parameters
and evolving to ensure robust predictions and transparent explanations.
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