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Abstract. There is an increasing shift towards the self-management of
long-term chronic illness by patients in a home setting, supported by
personal health electronic equipment. Among others, self-management
requires comprehensive education on the illness, i.e., understanding the
effects of nutritional, fitness, and medication choices on personal health;
and long-term health behavior change, i.e., modifying unhealthy lifestyles
that contribute to chronic illness. Smart health recommendations, gener-
ated using Al-based Clinical Decision Support (CDS), can guide patients
towards positive nutritional, fitness, and health behavioral choices. More-
over, we posit that explaining these recommendations to patients, using
Explainable AT (XAI) techniques, will effect education and positive be-
havior change. We present our work towards an explanation framework
for rule-based CDS, called EXPLAIN (EXPLanations of AT In N3), which
aims to generate human-readable, patient-facing explanations.
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1 Introduction

To improve the quality of life of long-term chronic patients and reduce the pres-
sure on healthcare systems, patients are being increasingly encouraged to self-
manage their illness in a home setting [I7]. Effective patient self-management is
known to require comprehensive education on the illness, i.e., understanding the
effects of nutritional, fitness, and drug choices on personal health [I0]; and long-
term health behavior change, i.e., modifying unhealthy lifestyles that possibly
led to and are currently exacerbating chronic illness [16]. We hypothesize that
explaining smart health recommendations, generated using Artificial Intelligence
(AI) methods, will (a) improve education, by outlining the underlying rationale
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in terms of environmental factors, health, and biological processes; and (b) effect
long-term behavior change by explaining the risks and benefits of choices and
presenting scientific evidence. Indeed, Social Cognitive Theory (SCT) [4] stip-
ulates that health behavior will not be changed without sufficient motivation;
among others, motivation is influenced by knowledge on the health risks and
benefits of behaviors, which is in line with our approach as described above.

Explanations should be tailored to user characteristics and goals [IT/I3]: in
our case, patients with differing levels of health literacy and cognitive ability,
and goals including education and behavior change. Chari et al. [7] identified
a range of explanation types from the literature, with different levels of com-
plexity, granularity and system interactivity, and formalized them as the Ex-
planation Ontology. Based on our target audience and their needs, we identify
the following useful types of explanations from Chari et al. [7] : (i) everyday,
explaining recommendations in line with user’s knowledge; (ii) contrastive, ex-
plaining why this recommendation was chosen over another one; (iii) contextual,
highlighting (modifiable) context factors leading to the recommendation; (iv)
case-based, explaining what happened the last time the recommendation was
(not) followed; (v) scientific, highlighting the underlying scientific evidence; and
(vi) trace-based, outlining the sequence of reasoning steps that led to the recom-
mendation. In general, producing these explanations will require rich knowledge
of the patient health profile, including prior decisions, health parameters and en-
vironmental context. Personal Health Knowledge Graphs (PHKG), capture this
data in the form of a Knowledge Graph (KG); allowing integration with other
domain-specific KGs to perform reasoning tailored to the specific patient [12].

We present early work towards an explanation framework, called EXPLAIN
(EXPLanations of AI In N3), which generates patient-facing explanations for
health recommendations as issued by rule-based AI models. Using EXPLAIN,
we implemented two custom explanations styles for trace-based explanation (see
above): narrative, an everyday explanation that textually narrates the reasoning
trace; and wvisual, using a visual layout with pictograms and links for navigating
the trace. We aim to apply our work to improve education and behavior change in
a self-management setting; here, we consider patients with Chronic Obstructive
Pulmonary Disease (COPD), who are prone to acute exacerbations or “flare-ups”
with severe symptoms such as choking and breathlessness that often result in
hospitalization. The early recognition and treatment of flare-ups has been shown
to reduce hospitalization risk. Based on the clinical literature, we compiled a
rule-based AI model for (a) stratifying patients into yellow or red zones, based
on their exacerbation risk; and (b) suggesting activities based on exertion levels
and environmental factors. For a general overview of explainability in knowledge
based systems, we refer to Chari et al. [6].

2 Methods

Clinical guidelines, compiled by committees of experts based on the latest med-
ical literature, present evidence-based recommendations on how to diagnose,
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prognose, and treat illness. Such guidelines can be computerized to provide au-
tomated, knowledge-driven CDS, supporting health providers with clinical deci-
sion making [9] or patients with self-managing their illness [14]. We computerized
clinical guidelines for smart health recommendations into a rule-based AI model
serving as a CDS. Below is an example CDS rule in Notation3 (N3) [3]:

{?p :hasColoredPhlegm true}=>{7p :stratified :YellowZone}.

Listing 1.1. In case the patient (#?p) has phlegm coloration (hasColoredPhlegm), the
rule recommends they are stratified in the yellow zone (medium risk of flare-up).

We have developed an initial version of EXPLAIN as a declarative and exten-
sible framework for patient-facing explanations. To implement the core frame-
work logic, we utilize N3 [3], which offers (a) expressive features, such as Scoped
Negation as Failure (SNAF), quoted graphs, and series of powerful built-ins;
and (b) extensibility, allowing explanation plugins as declarative N3 rulesets.
We implemented a bottom-up explanation generation process, producing (1)
Human-readable descriptions of recommendations, starting with descriptions for
individual terms, and building on these to describe the full recommendation, sup-
porting predicates with placeholders (e.g., “has %s exertion”) and functors (e.g.,
math operators); and (2) High-level explanations that explain the reasoning be-
hind the recommendation, including narrative (an “everyday” explanation) and
visual (using a visual, navigable layout) explanation styles.

To generate the high-level explanations in step (2), EXPLAIN requires access
to the reasoning behind a rule-based recommendation. To that end, we rely on
derivation proofs in the Proof Markup Language (PML) [5]. As an interlingua
for sharing proofs, PML allows decoupling rule-based AI models from human-
readable explanations: a PML-based explanation process, such as EXPLAIN, can
thus support any rule-based model that outputs PML, and vice-versa. Currently,
we extended AndroJena [1] with support for PML proofs [15]; state-of-the-art
reasoners such as eye [§], which already have an extensive proof mechanism,
could be outfitted with PML output as well. In PML, a NodeSet represents
an intermediary inference or final recommendation, for which an InferenceStep
provides a justification in terms of other NodeSets. The example NodeSet below
captures a concrete recommendation based on listing from the rule-based
CDS, together with the reasoning behind it (using N3):

:nodeSetA a pml:NodeSet, pml: hasConclusion |
prov:value |
rdf:subject copd:patientA; rdf:predicate copd:stratified;
rdf:object copd:YellowZone | | ;
prov:wasGeneratedBy |
a pml: Derivation, pml:InferenceStep;
prov:qualifiedAssociation |
prov:hadPlan :rulel; prov:agent <jena.apache.org> ];
prov:qualifiedUsage |
prov:hadRole pml: Antecedent; prov:entity :nsAl ].

Listing 1.2. PML output for a reasoning process behind a recommendation.
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The recommendation (pmi:hasConclusion), which advises (prov:value) to
stratify the patient into the yellow zone, is justified by a single InferenceStep
(prov:wasGeneratedBy). This step involved executing :rule! (listing [I.1)
(prov:qualified Association, prov:hadPlan), using an intermediary inference
(prov:qualifiedUsage) from NodeSet :nsA1 (prov:entity, not shown); this infer-
ence supports the rule’s single antecedent (pml:hadRole pml:Antecedent).

Based on this PML, EXPLAIN generated both a wvisual and narrative ex-
planation (Fig. ; explaining the recommendation as placing the patient in the
yellow zone, with a description of the implications, together with the underlying
reasons (exertion, phlegm coloration and amount; any of these reasons would
suffice). In wvisual, after tapping on the first reason, the underlying reasoning
behind it is shown—i.e., a 7 (1-10) was entered for activity exertionEl

You are in: You have:
* moderate activity exertion
. It

This means you should follow your action plan

immediately. If your symptoms don't improve

after 48 hours, seek medical care Because you:

immediately.

A put 7 for activity exertion (which

Because you have: A lies between 5 and 8)

°
" moderate activity exertion

w colored phlegm

=2 moderate amount of phlegm

o9

You are stratified into the yellow zone because you have moderate activity exertion, colored phlegm, and moderate
amount of phlegm. This means you should follow your action plan immediately. If your symptoms don’t improve

after 48 hours, seek medical care immediately.

You have moderate activity exertion because you put 7 for activity exertion (which lies between 5 and 8).

You have moderate amount of phlegm because you put 7 for phlegm amount (which lies between 5 and 8).

Fig. 1. Visual and narrative explanation of stratification into yellow zone.

3 Conclusion

In this paper, we described our preliminary work on the EXPLAIN framework for
human-readable, patient-facing explanations of rule-based Al models. To utilize
the EXPLAIN framework, an application needs to provide PML proof dumps
of rule-based recommendations (e.g., as generated by Jena, Eye). Currently, a
major limitation involves our reliance on rule-based AI models, and support for
only one explanation type (trace-based). An immediate goal involves extending
EXPLAIN with more complex, interactive explanation types as described be-
fore; and supporting data-driven Al models (e.g., neural networks). We will first

% Future work involves describing the underlying scientific explanation as well.
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evaluate the patient-facing explanations with health providers; our eventual goal
is to perform an application-grounded evaluation with actual patients. Finally,
to involve patients in the development of XAI solutions, we aim to incorporate
explanation-as-a-service into Punya, an end-user development platform [2].
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