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Abstract—Machine learning (ML) is increasingly exploited
in a wide range of application areas to analyze data streams
from large-scale sensor networks, train predictive models,
and perform inference. The cloud-edge intelligence (CEI)
computing paradigm integrates cloud infrastructures for
resource-intensive ML tasks with devices at the border of
a local network for distributed data preprocessing, small-
scale model training, and prediction tasks. This can achieve
a tunable trade-off of ML accuracy with improved data pri-
vacy, response latency, and bandwidth usage. Prevalent CEI
architectures are based on microservices encapsulated in
containers, but serverless computing is emerging as an alternative model. It is based on stateless event-driven functions
to facilitate the development and provisioning of application components, increase the infrastructure elasticity, and
reduce management effort. This article proposes a novel CEI framework for sensor-based applications, exploiting
serverless computing for data management and ML tasks. Small-scale model training occurs at the edge with local
data for quick prediction response, while large-scale models are trained in the cloud with the full sensor network data,
and then, they are fed back to edge nodes for a progressive accuracy improvement. A fully functional prototype has
been built by leveraging open-source software tools, selected devices for field sensing and edge computing (EC), and
a commercial cloud platform. Experiments validate the feasibility and sustainability of the proposal, compared with an
existing container-oriented microservice architecture.

Index Terms— Cloud-edge intelligence (CEI), machine learning (ML), microservices, sensor networks, serverless
computing.

I. INTRODUCTION

ARTIFICIAL intelligence (AI) currently offers machine
learning (ML) and deep learning (DL) models that

can achieve high accuracy and generalization properties
when trained on very large amounts of data [1]. Due
to this reason, AI-based applications for monitoring and
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prediction (a.k.a. inference) of natural and human-made
phenomena increasingly exploit the extensive sensor net-
work deployments for data stream gathering, based on the
Internet-of-Things (IoT) technologies. Cloud-edge intelligence
(CEI) [2] is an emerging paradigm for large-scale intelli-
gent data processing architectures. It combines centralized
cloud infrastructures (for high-accuracy ML model training
and prediction at massive scales) with edge computing (EC)
(for distributing tasks across border devices, such as cluster-
heads, sinks, and gateways). EC exploits data locality by
training ML models on smaller datasets on more resource-
constrained nodes, compensating for reduced model accuracy
thanks to lower communication latency and bandwidth usage,
improved end-to-end response times, and increased data
privacy.

Prevalent CEI approaches are based on microservice archi-
tectures, where applications are decomposed into loosely
coupled microservices, deployed in containers through oper-
ating system (OS)-level virtualization platforms, such as
Docker.1 This grants more efficient infrastructure resource
usage as well as faster deployment and scalability than tradi-

1Docker: https://www.docker.com/
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tional virtual machine hypervisors. Osmotic computing (OC)
[3] aims at dynamic microservice provisioning either to edge
or cloud tiers opportunistically, based on node capabilities,
application requirements, network, and device load condi-
tions [4]. In order to further enhance the elastic scalability,
in recent years, the serverless computing paradigm [5] has
emerged, where microservices are encapsulated in stateless
event-driven functions. Overall application logic becomes a
workflow of independent functions triggered by events, such
as new data generated by sensors or outputs produced by
other functions. The provisioning and lifecycle of functions
are completely managed by function runtimes hosted in cloud
infrastructures or local device platforms: no explicit applica-
tion infrastructure design or management effort is required
from application developers, thus shielding them from config-
uration complexity and the burden of resource deployment [5],
[6]. Furthermore, functions are more lightweight than contain-
ers, and they can be deployed and started faster; therefore,
they can provide greater scalability and affordability [5], [7]
by following workload demand in a closer and more cost-
effective way, also due to fine-grained billing [6], [8]. Beyond
easier management, efficient resource utilization, and a lighter
programming model, benefits of serverless include faster prod-
uct iteration for cloud-native applications [6], leveraging a
growing marketplace of available functions [7]. Unfortunately,
serverless CEI applications are still challenging due to their
complex workflows that combine edge and cloud resources
to perform training and prediction; current approaches do not
address this adequately, and new solutions are needed [5].

This article introduces a novel serverless architecture for
CEI applications based on sensor networks. Event-driven
stateless functions implement the logical components of a full
cloud-edge framework for sensor data gathering, preprocess-
ing, storage, ML model training, and inference. IoT-based field
devices provide functions for sensor data gathering and basic
preprocessing as real-time OS (RTOS) tasks; data storage,
model training, and inference are implemented in functions
running either on edge devices or on cloud infrastructure
nodes, sharing a single codebase and avoiding duplication of
development effort. The node selection for responding to a
given function invocation is managed opportunistically, based
on application requirements as well as network proximity and
available bandwidth and computing resources. The overall
architecture enables an automatic management of the inherent
trade-off between model accuracy and computational com-
plexity that exists in CEI applications. Cloud endpoints can
process larger amounts of sensor data and thus train more
accurate ML models; this not only implies the use of larger
amounts of computation, memory, and storage resources but
also in some scenarios can be prevented by data transmission
bandwidth limitations from the local network to the cloud or
by (industrial or regulatory) privacy restrictions. Conversely,
edge nodes can train models from local data, preserving
data privacy and reducing bandwidth usage and prediction
response times, at the expense of reduced model accuracy
due to smaller training datasets. The proposed framework
supports both training and inference at the cloud as well
as the edge layer, allowing developers to reap the benefits

of each usage context whenever possible. At the same time,
in order to mitigate the accuracy limitations of training at the
edge, models trained in the cloud are then disseminated to
edge nodes periodically, thus improving the overall accuracy
progressively during the lifetime of the CEI application.

The main contribution of the work includes the following.
1) Novel serverless computing framework for sensor-based

CEI applications, with the architectural specification of
its logical components, their roles and responsibilities,
and their mutual relationships and interactions via event-
driven publish/subscribe messaging. The novelty of the
proposed framework lies in the extension of serverless
CEI to relatively minimal edge devices, through an
architecture enabling the execution of serverless training
and inference across highly heterogeneous platforms
within the cloud-edge continuum.

2) Scouting of off-the-shelf components to demonstrate
the technical feasibility of the proposed framework,
comprising: reference hardware platforms for IoT field
sensing devices and edge nodes; open-source RTOS
configuration for IoT field devices; open-source soft-
ware tools for ML, data stream processing and storage,
messaging; commercial provider of cloud infrastructure,
edge and IoT device management platform, and server-
less function runtime.

3) Full prototypical implementation of the proposed frame-
work. A reference testbed has been created, including
two IoT field sensing devices, two edge nodes, and a
remote cloud infrastructure. Validation has been carried
out on a public dataset [9] for a smart manufacturing
scenario.

4) Experimental evaluation and comparison with an exist-
ing OC-based microservice architecture [10] on ML
training and inference tasks. Performance metrics
include both prediction accuracy and efficiency in terms
of bandwidth, communication latency, and task execu-
tion time.

The remainder of this article is as follows. Section II
discusses related works. Section III presents in detail the
framework architecture and its individual components, along
with reference hardware, software, and cloud off-the-shelf
components for implementing it. Finally, Section IV describes
the reference testbed and experiments, before conclusion.

II. RELATED WORKS

In recent years, the advancements achieved in developing
ever more precise and resilient AI models within central-
ized cloud-based servers have coincided with the remarkable
proliferation of EC solutions. EC is a paradigm where sub-
stantial computing and storage resources are placed at the
local network’s edge, in close proximity to field devices and
sensors [11]. It aids in reducing communication latency and
enhancing responsiveness for end-users in pervasive contexts
ranging from digital healthcare to intelligent manufactur-
ing [12], [13]. As an alternative to relying entirely on cloud
execution, the CEI paradigm has evolved as a way to cooper-
atively execute AI models between the edge and the cloud,
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decreasing both end-to-end latency and energy usage [14].
CEI applications can work in cloud-edge device coordination,
according to the six-level classification of architectures dis-
cussed in [15]. Shifting from the Cloud Intelligence toward
the All On-Device paradigm [15] enhances data privacy, while
concurrently reducing data offloading volume, path length,
transmission latency, and bandwidth costs. The bulk of current
CEI platforms follows the In-Edge Co-Inference paradigm
in the aforementioned taxonomy, where model training takes
place exclusively in the cloud and inference (prediction) is
executed at the edge. The energy management platform of [16]
is a significant instance of this category; it employs the cloud
infrastructure to train and assess models before sending them
regularly to edge nodes, where they are exploited for day-to-
day operations in power plants. The cloud-edge collaboration
framework for cognitive services in [17] involves a deep model
deployed on the cloud server continuously assisting a shallow
model on the edge in training and real-time inference tasks.
Yao et al. [18] summarize architectures that enable a collabo-
rative learning mechanism from a cloud-edge perspective.

OC is an actively investigated approach for addressing
the challenges associated with coordinating AI tasks across
edge and cloud layers [19]. The main concerns in architect-
ing and implementing AI-based applications within an OC
environment are outlined in [20]. OC has been employed in
many works in a variety of contexts. The trust management
framework of [21] leverages OC for efficient distribution of
computation among several nodes of pervasive online social
networks (POSNs). The pollution monitoring OC platform
in [22] allows opportunistic data filtering and integration
from a variety of IoT sensing devices in urban areas. Grze-
lak et al. [23] face a similar problem by orchestrating
microservices for data analysis applications in a statistical
computing environment, while Pacheco et al. [24] propose an
OC architecture for smart classrooms, using DL models for
IoT device control and computer vision tasks, including chalk-
board handwriting recognition. However, since microservices
are not containerized and dynamic orchestration is missing,
adopted OC features are quite primitive. More recent works
extend the foundational OC features to incorporate enhanced
capabilities. OC-based orchestration mechanisms to instantiate
a message-oriented middleware for IoT environments are
proposed in [25]. Kaur et al. [26] focus on the energy-aware
resource management, by deploying a hyperheuristic for
optimal service dispatch on incoming workloads and an
extended Kalman filter for monitoring edge data centers.
The framework of [27] is concerned with the deployment of
microservices across cloud-to-thing environments, encompass-
ing cloud, edge, and IoT layers: an osmotic smart orchestrator
is designed to migrate MicroELements (MELs) composed of
microservices along with the data they work on. In [28],
the aforementioned architecture is used to build a distributed
healthcare system as well as a body area network (BAN)
case study. Sharma et al. [29] exploit OC for scheduling and
deploying services across multiple nodes in distributed mobile
augmented/virtual reality applications. A CEI microservice
architecture based on the OC paradigm is also described in [4].

It enables the collection of data streams from sensors deployed
in the environment, data preprocessing, AI model training,
and inference for ML classification and regression tasks.
Furthermore, that architecture has been tailored to CEI appli-
cations involving IoT-based sensor networks [10]. In [10], each
atomic functionality (storage, data stream management system
(DSMS), and AI) of the CEI framework is containerized in a
separate microservice. This work adopts the same core set of
services, but distributes them in a novel way, as explained
in Section III-A: application-independent services (such as
storage and DSMS) are directly deployed to the host device,
while application-specific features are implemented and dis-
tributed as serverless functions. This makes the approach
much more lightweight due to the absence of containers
and their associated overhead and renders the deployment
of components simpler and more flexible, as allowed by the
underlying serverless function runtime.

In spite of the above mentioned attempts, significant chal-
lenges must be still overcome in order to develop effective CEI
solutions in terms of scalability, low communication latency,
energy efficiency, and cost savings. Serverless computing
[7] aims to enable dynamic environments where application
microservices are encapsulated in stateless functions and users
do not need to manage the platforms and the infrastructure
used to host them directly. Notably, the adoption of serverless
architectures in cloud-edge applications promises significant
opportunities for sensor networks [5], [30]. Preliminary data
analytics functions can be executed on the edge devices
with low latency, by leveraging their proximity to sensors
generating the data, while computationally expensive tasks like
model training on large datasets produced by field sensors can
work in the cloud. Rural AI [31] leverages the funcX federated
serverless platform [32] to introduce a framework supported
by a Function-as-a-Service (FaaS) structure demonstrating
perspectives of a serverless approach in federated learning for
precision farming contexts usually hampered by inconsistent
and poor network infrastructure. Comparable strategies can
be found in FedLess [33], a serverless platform tailored for
training and application of deep neural network (DNN) models
on different FaaS platforms, and in the serverless hierarchical
framework in [34]. The latter employs a two-level architec-
ture, where cluster heads supervise sets of nodes which can
exchange local ML model parameters.

As illustrated in Table I, this work sets itself apart from the
aforementioned serverless CEI frameworks for one or more of
the following reasons.

1) It provides a comprehensive description of its software
stack, with particular attention to adopted commercial
off-the-shelf (COTS) components.

2) It details targeted devices and platforms, with an explicit
focus on the lower end of the cloud-edge continuum, and
provides the results of an experimental evaluation on a
physical testbed.

3) It supports a wide array of ML models, providing
flexibility with respect to platform constraints and appli-
cation requirements.
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TABLE I
COMPARISON OF SERVERLESS CEI FRAMEWORKS

Fig. 1. Framework architecture.

4) It explicitly allows model training and inference on edge
microprocessor unit (MPU) devices, accounting for their
hardware resource limitations.

III. CLOUD-EDGE SERVERLESS MICROSERVICE
FRAMEWORK

This section describes the proposed CEI framework, pre-
senting the architecture in detail and analyzing features of
both reference device targets and cloud platform facilitating
implementation.

A. Architecture
Fig. 1 depicts the proposed framework infrastructure. Sim-

ilar to [10], each logical component is encapsulated in a
building block. A broad spectrum of composition patterns
is supported facilitating the dynamic provisioning of each
microservice to a specified device, taking into consideration
its capabilities and constraints. The architecture integrates both
long-lived microservices, hosted in containers, and serverless
functions, invoked through an asynchronous event-driven pat-
tern. In Fig. 1, containers are marked by gray gear icons,
within OS virtualization environments displayed as yellow
blocks; conversely, serverless functions are marked with a
blue λ icon, inside serverless function runtimes illustrated by
orange blocks.

The proposed architecture includes three kinds of nodes.
1) Field Devices: They are local IoT sensors with severely

constrained processing capabilities, provided by micro-
controller units (MCUs). They are used for data
collection and lightweight preprocessing.

2) Edge Nodes: They are located at the border of the local
network of Field Devices, these intermediary nodes are
equipped with MPUs, having resources akin to those of
single-board computers or fog computing small servers
[35]. They can carry out more advanced work like edge
AI training and inference tasks on local data.

3) Cloud Node: It is remote datacenter hosting the cloud
infrastructure. It boasts vast computational and network-
ing resources, offering a wide range of capabilities to the
underlying network of devices; specifically, large-scale
ML model training and inference are supported.

The logical components of the architecture are encapsulated
in microservices, described in what follows.

1) Data Stream Management System: It is serving as a con-
nection interface for each node, this component enables
other network participants to connect and exchange
messages with the publish/subscribe pattern, which is
well-suited for scalable, loosely coupled microservice
architectures [25]. Notably, in the proposed frame-
work each node exposes its DSMS service (denoted
in Fig. 1 as either Edge DSMS or Cloud DSMS),
and they can be federated. This marks a departure
from [10], where only one DSMS was employed in a
central orchestrator node. This modification facilitates
resource replication across nodes and enhances fault
tolerance: if a host is unreachable due to connectivity
issues or a device fault happens, Field Devices and
third-party applications connect to another available
DSMS temporarily as a fallback option. Furthermore,
having multiple DSMS instances allows for further
decoupling of nodes from each other, fostering a more
robust and flexible overall architecture. The DSMS is
compatible with message queuing telemetry transport
(MQTT) [36], a widely used communication protocol
for IoT-based sensor networks. In the proposed archi-
tecture, nodes establish a connection with the nearest
message broker. For each message received, the DSMS
invokes the associated service—possibly encapsulated
in a serverless function—to process a given request,
following an event-driven approach. Should the local
node lack an appropriate service, the DSMS relays the
message to the Cloud Node for processing, ensuring
continuity in the application flow. Communication is
organized via MQTT topics, a structured channeling that
helps in message categorization and dispatch. Defined
topics include: Inference Request, for publish-
ing requests for inference (prediction); Inference
Results, where the outcomes of inference tasks are
dispatched; Data Request, employed by the cloud to
prompt Edge Nodes to transfer data from local to cloud
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storage; Training Data, a channel for nodes to share
their data intended for model training; and Model, the
channel through which the cloud disseminates updated
models to the Edge Nodes. The separation of data into
distinct topics simplifies configuration, since it allows
a direct association of specific topics with serverless
function invocation.

2) Fleet Manager: It oversees the provisioning of edge
devices and the deployment of architectural software
components. Differently from the Orchestrator compo-
nent in [10], it adopts a hybrid deployment strategy:
some software components are deployed as contain-
ers, while a serverless approach is used for deploying
functions. This arrangement optimizes the deployment
process based on the nature of the software component
and the capabilities of edge devices, for a more balanced
and effective management of resources within the archi-
tecture.

3) Edge Storage: It serves as a local, temporary repository
for data collected from field sensors and IoT devices.
Being close to data processing microservices is benefi-
cial for both latency and bandwidth optimization.

4) Cloud Storage: It is acting as the cloud counterpart to
edge storage, this is a persistent, fault-tolerant storage
solution for all data collected within the network. Data
are accessible to other network nodes using its interface
and can be used for third-party analysis components,
e.g., a visualization dashboard. It also stores and pro-
vides access to the latest ML models, enabling Edge
Nodes to retrieve them and refresh their local models
with a more proficient version [10].

5) Consumer: This service—available both on Edge Nodes
and Cloud Nodes—is responsible for dispatching incom-
ing messages via the associated DSMS. This includes
reading the training data from sensing Field Device(s)
and storing them into the closest local storage, being the
Edge Storage for Edge Nodes and Cloud Storage in the
cloud datacenter, as well as invoking Cloud AI or Edge
AI—whichever is closer—to process incoming inference
requests.

6) Producer: This service—on Field Devices as well as on
Edge Nodes—refers to the publication of preprocessed
training data or inference requests. In the case of field
IoT sensor devices, this is implemented as a lightweight
RTOS task sending data toward the closest Edge Node,
while the Edge Producer is a serverless function invoked
by Data Request messages to upload data from the
edge to the cloud storage.

7) Cloud AI and Edge AI: They handle model training and
prediction tasks on sensor network data streams, col-
lected at the cloud layer from various producer instances.
This facilitates ongoing model refinement through a
feedback loop: a less accurate model may be trained
and deployed on edge devices using the subset data
available to each Edge Node, while an improved model
is trained in the cloud by aggregating larger volumes of
information. This enhanced model can then be retrieved
by Edge Nodes to replace their local models. The

training and prediction tasks are executed on individual
nodes, independently from the rest of the network.

Fig. 1 shows the two Edge Nodes connecting to the cloud.
The one on the left-hand side is a lightweight Edge Node,
which lacks support for AI services, and only executes the
basic Edge DSMS service. Upon receiving a message, this
node forward to the cloud for request fulfillment. Conversely,
the node on the right-hand side is equipped to handle AI,
storage, data production, and data consumption services; it is
also able to address requests originating from Field Devices’
sensor data collection events, without requiring cloud interven-
tion. This highlights the flexibility of the proposed framework.
It is noteworthy that the architecture is not limited to these two
cases, as it permits the deployment of a subset of services to a
particular Edge Node and a corresponding configuration of the
DSMS to relay messages only when the receiving end lacks
the required service to process the request. Data can undergo
preliminary processing—e.g., for noise reduction, smoothing,
and extraction of basic statistical features— on Field Devices
via a lightweight Data Preprocessing RTOS task, before being
transmitted to the nearest Edge Node for more sophisticated
processing and mining.

B. Hardware Targets and Software Platforms
The proposed framework takes advantage of the het-

erogeneous deployment and composition schemes of the
aforementioned logical components in order to include support
for different kinds of devices, categorized as MPUs and
MCUs, for task distribution across the local network. MCUs,
with their embedded on-chip flash memory, are geared toward
faster start-up times and brief computation spurts, making
them ideal for real-time tasks, such as data acquisition. Con-
versely, MPUs must access an external nonvolatile memory for
program and data storage, which provides a larger capacity
but requires a longer start-up time due to the transfer of
code to an external dynamic random-access memory (DRAM)
before execution starts. The memory capacity in MPUs typ-
ically spans from hundreds of megabytes to few gigabytes,
contrasting with the more capable MCUs on the market that
have a maximum of 2 MB of program memory and hun-
dreds of kilobytes of embedded static random-access memory
(SRAM). Both categories of devices are usually provided as
development boards as well as standalone chips for integration
into final products. Table II enumerates a list of reference
COTS development boards for embedded microcontrollers as
supported by the proposed framework, whereas Table III lists
the reference MPU-based single-board computers. As depicted
in the architecture in Section III, MCUs are designated for data
collection and basic data processing tasks in sensing devices,
whereas edge nodes are equipped with more capable MPUs
allowing the execution of containerized microservices as well
as hosting serverless functions.

A fully functional prototype of the previously detailed log-
ical architecture has been implemented on top of the Amazon
Web Services (AWS)2 platform. The mapping of the logical
components in Section III-A to AWS services and software

2Amazon Web Services: https://aws.amazon.com
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TABLE II
REFERENCE DEVELOPMENT BOARDS FOR MICROCONTROLLER UNITS

TABLE III
REFERENCE DEVELOPMENT BOARDS FOR MICROPROCESSOR UNITS

TABLE IV
REFERENCE SOFTWARE TECHNOLOGIES

technologies is detailed in Table IV and described hereafter.
In the cloud node, the DSMS is based on AWS IoT Core,3

a platform designed to enable secure and scalable connection
of devices to the AWS cloud. The platform provides essen-
tial capabilities such as message broker services that allows
devices and applications to send and receive messages, using
protocols, such as MQTT, HTTP, and WebSocket. It also
offers more advanced features, such as a rule engine to route,
transform, and filter messages along the way, and a device
shadow service which maintains a persistent representation of
device state for when devices are offline. More importantly,
IoT core can be easily integrated with other AWS services, like
AWS Lambda and Amazon S3, which are used in the proposed
architecture to implement the Serverless Function Runtime and
Cloud Storage, respectively.

Amazon Simple Storage Service4 (S3) is a scalable object
storage service designed to store and retrieve large amounts of
data from anywhere within the AWS infrastructure. Data in S3
are organized in buckets (analogous to directories) and objects
(akin to files). Each object is associated with a unique identifier

3AWS IoT Core: https://aws.amazon.com/iot-core
4AWS S3: https://aws.amazon.com/s3

key provided by the user, allowing for easy data retrieval.
S3 provides an event notification feature triggering responses
to given events, enabling automated workflows which can be
beneficial in sensor network applications for real-time or near
real-time data processing and analysis.

Lambda5 is the AWS serverless computing platform, which
allows developers to respond to events without provisioning
or managing servers or containers. It automatically scales
applications by running code in response to each trigger from
a few requests per day to thousands per second, depending
on the size of the workload. Applications are deployed in a
runtime, an environment that executes program’s code in AWS
infrastructure. Lambda supports Node.js, Python, Ruby, Java,
and .NET 8 at the time of writing; as technology evolves,
further runtimes may be added. The Cloud Consumer and
both AI components are built on top of Lambda, leveraging
the builtin Python 3.9 runtime. The Boto36 library is used to
interface with AWS services such as S3, and scikit-learn7 [37]
is exploited for ML model training and inference.

Edge nodes are provisioned by the Fleet Manager, imple-
mented via the AWS IoT Greengrass8 cloud service, and each
logical block in an edge node is an AWS IoT Greengrass
component, i.e., a software module that can be deployed
to any device in the fleet. AWS IoT Greengrass extends
the AWS infrastructure to edge devices, enabling them to
act locally on the data they generate while still leveraging
the cloud for management, analytics, and durable storage.
Greengrass supports local Lambda functions, allowing code
to be run locally on Greengrass devices while using the same
programming model of AWS Lambda. The Greengrass Python
Lambda runtime is used for the Producer, Consumer, and
Edge AI components, mirroring the serverless functions on

5AWS Lambda: https://aws.amazon.com/lambda
6AWS Boto3: https://aws.amazon.com/sdk-for-python
7scikit-learn: https://scikit-learn.org
8AWS IoT Greengrass: https://aws.amazon.com/greengrass/
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the cloud, which allows for low-latency local data processing
and inference.

The Edge DSMS component is based on the Moquette
MQTT broker for local communication with field devices and
an MQTT bridge for data exchange with cloud nodes: both
are provided by AWS Greengrass. The Edge Storage is based
on Redis,9 an open-source, in-memory data store. It supports
a wide range of data structures including strings, hashes, lists,
sets, and geospatial indexes. Unlike traditional databases that
store data on mass storage, Redis stores data in memory,
allowing it to handle high-throughput operations with sub-
millisecond latency, which makes it an apt choice for real-time
processing applications.

Field devices leverage the FreeRTOS10 open-source RTOS
for embedded systems. The OS provides fundamental multi-
tasking features, such as scheduling, interprocess communica-
tion, and timing operations, and it is portable across various
microcontroller platforms. Additional libraries are available as
part of the FreeRTOS-Plus package, which provides support
for TCP/IP networking, security protocols, and file I/O. Further
utility libraries are used for specific functionality, such as
corePKCS11 for accessing encryption and secure element
capabilities, and coreMQTT for communication with edge
MQTT brokers.

Integrating COTS services and components enables to take
advantage of their capabilities, reliability, security and robust-
ness, thus improving the technical quality of the overall
framework. While this is an important consideration from an
engineering standpoint, this work is not merely an engineering
effort, as integration has required the design of a completely
new federated learning architecture, with custom orchestration
logic of serverless functions across heterogeneous cloud and
edge target platforms. This has entailed defining the training
and inference workflows by optimizing serverless function
implementation to support resource-constrained nodes and
by designing the management of models and of training
data.

IV. EXPERIMENTS

A. Testbed Configuration
The experimental setting complies with the architecture

described in Section III-A. Hardwarewise, the testbed partially
repurposes the devices from the OC-based testbed in [10] to
allow for a direct comparison between those two architectures.
In fact, the setup consists of the following.

1) Two Field IoT Devices using two B-L4S5I-IOT01A
boards equipped with STM32L4S5VIT6 MCU, which
simulate sensor data acquisition;

2) Two Edge Nodes, respectively, based on a Raspberry Pi
3B (Edge 1) and a 3B+ (Edge 2), each equipped with
the AWS IoT Greengrass client software;

3) The Cloud Infrastructure provided by AWS, supplying
the cloud services as dictated by the architecture.

The connectivity configuration reflects the one in [10]:
edge nodes and field devices are interconnected through a
promiscuous—i.e., not dedicated exclusively to the testbed

9Redis: https://redis.com
10FreeRTOS: https://freertos.org

Fig. 2. Field device firmware architecture.

devices—IEEE 802.11 wireless link, while communication
between the local network and the cloud is provided by an
Internet connection.11

In this testbed scikit-learn has replaced Keras12 with Ten-
sorFlow,13 as used in [10], since the latter exceeds the 50-MB
function code size currently allowed by AWS Lambda. This
change, however, does not undermine the flexibility of the
framework: it is still possible to deploy complex training tasks
as persistent containerized services, while exploiting serverless
functions for more lightweight training or inference tasks.
In addition, the same type of ML model and the same training
procedure of [10] have been selected: a multilayer perceptron
regressor [1] with five hidden layers and 200 neurons per layer,
trained with the Adam [38] optimizer over 10 epochs. The
same public dataset for ore quality prediction in mining [9]
has been adopted for tests. With respect to the original dataset,
the “date” column used for timestamping has been removed,
resulting in a total of 22 features. The dataset comprises
N = 737 453 samples, and the prediction label is “% Silica
Concentrate.”

The Field Devices are equipped with a custom firmware
supporting both data preprocessing and MQTT communica-
tion. The layered firmware architecture is sketched in Fig. 2.
The hardware level is given by the B-L4S5I-IOT01A board,
described in Table II, which provides on-board sensors and an
embedded ST-LINK programmer interface. The development
environment, STM32CubeIDE, along with the X-Cube-AWS
expansion pack, provides the essential software components
for the Drivers and Middleware layers. The Drivers layer
encapsulates: the hardware abstraction layer (HAL) APIs for
processor-specific access; the board support package (BSP)
APIs for board-specific component access; drivers for the on-
board Wi-Fi module; the common microcontroller software
interface standard (CMSIS), which exposes common inter-
faces to board drivers for upper layers across various ARM
microcontrollers, a component required to port FreeRTOS
kernel to the device. Above the drivers, FreeRTOS+ serves
as the core of upper software layers, enabling task concur-
rency and synchronization. This layer contains various utility

11Fiber To The Cabinet, 100/30 Mb/s downstream/upstream bandwidth
12Keras: https://keras.io/
13TensorFlow: https://www.tensorflow.org/
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libraries like corePKCS11 for accessing encryption and secure
element capabilities and the coreMQTT MQTT client. Mutual
authentication and encrypted communication—mandatory for
AWS IoT Core and GreenGrass CoreDevice support—are
implemented through the ARM mbedTLS library.

The Edge Nodes have been configured by installing Rasp-
berry Pi OS Lite14 version 12 (bookworm), along with
OpenJDK version 11.0.20, Redis 6.0, and the Greengrass IoT
Client Software. AWS provides the needed services to deploy
and configure the remainder of the architecture. The setup
requires the registration of Field Devices’ and Edge Nodes’
certificates within the AWS Console. Certificates for Field
Devices are obtained from the boards’ secure element, whereas
Edge Node certificates can be directly generated from the AWS
Console.

The developed serverless functions are integrated into AWS
Lambda and AWS IoT Greengrass Cloud. Subsequently, trig-
gers can be configured to initiate serverless functions when a
message arrives on the relevant topic. Serving as a Fleet Man-
ager, AWS IoT Greengrass Cloud is used for the deployment
of functions as well as Greengrass Components to Edge Nodes
suitable according to their computational capabilities.

B. Results and Discussion
The main results of the experimental campaign are

presented hereafter, comparing the proposed serverless archi-
tecture with the container-based OC one from [10]. Two main
case studies have been faced, named Training and Inference,
and described later on.

1) Training: This scenario evaluates both the capability and
performance of the proposed framework to train and deploy
the ML model outlined in Section IV-A. The Edge Consumer
within each Edge Node component accumulates historical
labeled data over time, storing it in the respective Edge Storage
via the Training Data topic. After this gathering phase, each
of the two Edge Nodes owns half of the full dataset. The
subsequent interactions proceed as follows.

1) Each Edge Node, following a periodic schedule,
autonomously trains its model instance using the locally
stored data.

2) On a different, extended schedule, the Cloud Node sends
a Data Request to each Edge Node. As a response,
Edge Nodes compress and upload their data to the Cloud
Storage.

3) Once all data are collected in the Cloud Storage, training
starts using the full dataset. Upon completion, the model
becomes available for Edge Nodes to download and
replace their existing models with this—presumably
more accurate—version.

Fig. 3 presents the training and validation times, along with
accuracy parameters, such as the coefficient of determination
(R2) and the mean squared error (MSE). The orange bars illus-
trate test findings, while the blue bars report on the outcomes
from the container-based architecture in [10]. Outcomes are
taken across varying dataset sizes on the Raspberry Pi 3B+

Edge 2 device. Observations suggest that with smaller data

14Raspberry Pi OS: https://www.raspberrypi.com/software/operating-
systems/

Fig. 3. Comparing container-based and serverless architectures: model
metrics by dataset size at the edge.

TABLE V
MODEL TRAINING PERFORMANCE: EDGE AND CLOUD

subsets, such as N/8 or N/16, prediction accuracy is not as
effective as in the model trained on the full set of N samples,
but it remains acceptable depending on the requirements and
constraints of the application scenario and the provided subset
adequately represents the comprehensive data [39]. In each
real usage context, application developers and users will have
to identify (un)acceptable accuracy levels, taking also into
account cloud computational and bandwidth costs as well
as regulatory or industrial privacy requirements limiting data
transmission to the cloud, e.g., when sensor data are measured
from patients through wearable healthcare devices or they may
reveal the details of processes under trade, state or military
secret. Generally speaking, however, experimental findings
highlight the edge devices’ suitability for making inferences
with locally trained models. While the MSE and R2 values are
closely matched in the two approaches, there is a noticeable
processing time reduction with the new one. Since the edge
devices are the same in the two compared testbeds, this can
be likely credited to scikit-learn being more efficient in CPU
usage compared with TensorFlow and Keras.

Table V reports on the training times of the Cloud AI and
Edge AI functions. Notably, the Cloud Node is able to train
a more precise model using the full dataset in a shorter time
compared to the Edge Nodes, even considering the additional
time required to upload the dataset to the cloud. However, the
latter is dependent on bandwidth availability. Table VI sketches
the time needed for each Edge Node to completely upload
their data to the Cloud Storage, along with the amount of sent
(upstream) and received (downstream) information.
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TABLE VI
DATASET UPLOAD TO CLOUD—TIME AND NETWORK ACTIVITY

TABLE VII
BANDWIDTH CONSUMPTION FOR INFERENCE

2) Inference: This scenario evaluates the time and latency
in executing a ML prediction. Two Field Devices establish
connections with the Edge Nodes and send ten samples each
to an Edge Node’s Data Consumer function, which internally
retrieves the ML model from the nearest storage and com-
putes the regression value. The process is performed in three
configurations that are as follows.

1) Edge 1: Field Device connecting to the Raspberry PI 3B
Edge Device.

2) Edge 2: Field Device connecting to the Raspberry PI
3B+ Edge Device;

3) Cloud: Field Device connecting to the most capable
Edge Node (Raspberry PI 3B+) without local inference
capabilities; in this case, the edge device acts only as a
gateway to the cloud.

To enhance execution speed, a caching mechanism has been
implemented, so as to avoid querying the storage to retrieve
the ML model for every function execution. Inference times
and communication latency are evaluated per sample. The
average results are depicted in Fig. 4, while Table VII refers
to network bandwidth consumption. The blue bars report the
findings on the new experimental setup, while the orange bars
recall results from [10] for a direct comparison. As expected,
locally deployed serverless function optimizes communication
bandwidth and latency, but requires longer inference time
than the cloud function. Again, the new testbed exhibits a
noticeable decrease in inference time across the board with
respect to the container-based framework. On the other hand,
for what concerns bandwidth, communication latency, and
overall turnaround time, the performance enhancement from
leveraging EC with respect to only using the cloud infrastruc-
ture becomes more evident for the proposed approach than the
previous one. It can be deemed, even on the adopted small-
scale testbed, that serverless computing makes the edge layer
more efficient for prediction tasks, and thus, serverless CEI
can be considered more advantageous than cloud-only AI and
containerized CEI approaches.

V. CONCLUSION AND FUTURE WORK

This article has proposed a CEI framework based on
serverless computing for ML applications leveraging IoT. Data
gathering and preprocessing functions run on field sensors,
while edge devices and cloud infrastructure nodes execute
functions for information storage, model training, and pre-
diction in a flexible and opportunistic fashion. The approach

Fig. 4. Comparing container-based and serverless architectures:
inference time and communication latency.

combines simpler models trained on edge nodes with local data
and faster prediction response time, with models trained on
cloud nodes on larger amounts of data for greater accuracy; the
latter are periodically fed back to edge nodes to improve the
overall prediction proficiency. This method enables exploiting
the benefits of edge training, such as reduced computational
and bandwidth resources and data privacy preservation within
the local network, while mitigating its model accuracy limita-
tions due to smaller training datasets.

Modularity ensuing from the above paradigm has facili-
tated the selection of reference hardware devices for sensing
nodes and EC, as well as off-the-shelf open-source software
tools for implementing individual functions and a commercial
cloud platform providing serverless computing as well as
cloud-to-thing device management capabilities. Experiments
on a small-scale yet feature-complete prototypical testbed
have allowed to provide a validation of the feasibility and
computational sustainability of the proposal, as well as to
assess its benefits with respect to an existing container-oriented
OC CEI microservice architecture.

Future work includes investigating and integrating perfor-
mance optimization algorithms for serverless function-based
application workflows [40]. Furthermore, the integration of
semantic-enhanced IoT-oriented ML approaches [41] can be
investigated to improve the explainability of models and infer-
ence outcomes. Finally, expanding the testbed implementation
and testing will be needed to evaluate further important prop-
erties of cloud-edge serverless computing platforms, including
cloud cost profiles, edge device energy efficiency, and overall
scalability. This will provide ultimate technology readiness
validation of the approach.
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