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Abstract

The integration of Semantic Web technologies into Mobile Edge Computing (MEC) platforms is enhancing the capabilities of
real-time, context-aware applications across diverse domains. MEC brings processing closer to the network edge, reducing latency
and allowing to improve data privacy, while Semantic Web technologies provide machine-interpretable knowledge representa-
tion and reasoning capabilities. Despite their potential, deploying semantic reasoners on edge devices is challenging due to their
resource-intensive nature, which requires significant memory availability, computational power, and energy. Furthermore, cor-
rectness, performance and energy consumption are simultaneously important, as MEC semantics-based applications often call for
real-time queries for autonomous agent decision or user-oriented decision support. This paper presents an extensive experimental
evaluation of Web Ontology Language (OWL) reasoners deployed in MEC environments, assessing correctness, processing time,
memory usage, and energy consumption across both a reference tablet and a single-board computer. For energy measurement,
both software profiling and hardware monitoring have been exploited and compared. The study is supported by a modular, cross-
platform benchmarking framework that automates data collection and ensures reproducibility. The findings highlight the trade-offs
between reasoning capabilities and resource consumption, offering valuable insights for refining testing methodologies as well as
optimizing semantic reasoners in MEC settings.
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“The minuscule, a narrow gate if ever there was one, opens up
a world.” — Gaston Bachelard [1]

1. Introduction

Mobile Edge Computing (MEC) has emerged as a transfor-
mative paradigm in distributed architectures, bringing computa-
tional resources and delay-sensitive tasks closer to data sources
such as mobile devices and sensors [2]. This proximity reduces
latency, enhances real-time processing capabilities, and allevi-
ates the burden on centralized cloud infrastructures. MEC is
pivotal in supporting applications that require near-real-time
processing and decision-making, including autonomous sys-
tems, augmented reality, and ambient intelligence. However,
resource constraints of edge devices pose significant challenges
to offloading complex computational tasks, which require both
high performance and energy efficiency.

The Semantic Web [3] initiative offers a framework for en-
coding knowledge in a machine-interpretable form, using stan-
dards like the Resource Description Framework (RDF) [4] and
the Web Ontology Language (OWL) [5] for knowledge repre-
sentation. Semantic technologies enable systems to understand
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and infer new knowledge from existing datasets, facilitating the
interpretation and integration of heterogeneous data. This is
enabled by reasoners, software tools that derive logical con-
sequences from a set of axioms in an ontology or statements
in a knowledge graph. Reasoners support several inference
tasks which can be exploited for automated decision-making
and query answering, thereby playing a crucial role in domains
that require intelligent and context-aware behavior.

The interplay between MEC and Semantic Web technologies
has led to the emergence of the Semantic Web of Things (SWoT)
[6], which extends the principles of the Semantic Web to the
realm of the Internet of Things (IoT), enabling interconnected
devices not only to communicate, but also to understand and
process the data they exchange. By incorporating knowledge
representation and reasoning, the SWoT allows for more intel-
ligent and autonomous interactions between devices, enhancing
their ability to interpret and respond to complex environments.
Building on this foundation, the Semantic Web of Everything
(SWoE) [7] is a cutting-edge broader vision, where semantic
technologies are integrated into a wide range of processes, do-
mains, and devices, from sensors and mobile phones to wear-
ables and embedded systems. In the SWoE, the pervasive nature
of semantic reasoning allows diverse systems to operate cohe-
sively, leveraging shared knowledge graphs and ontologies for
seamless interoperability, enabling more sophisticated applica-
tions and services through on-the-fly autonomous inferences.

In this context, the deployment of semantic reasoners at the
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network edge is fostered by recent advancements in the minia-
turization of Semantic Web technologies, including OWL ma-
nipulation libraries [8], reasoning engines [7, 9], distributed
computing infrastructures [10] and resource-aware reasoning
task adaptation [11]. This makes it possible to deliver sophisti-
cated data processing and inference capabilities directly on mo-
bile and embedded devices, enabling real-time reasoning that
can support autonomous responses to dynamic environmental
changes. Moreover, performing inference at the edge is desir-
able from a privacy standpoint, as it reduces the need to transmit
sensitive data to centralized servers, mitigating the risk of data
breaches by keeping personal or confidential information on the
local device. This is especially critical in applications such as
healthcare and personalized services, where data privacy and
regulatory compliance are paramount.

However, integrating semantic reasoners into mobile edge
environments introduces several challenges. Reasoning is in-
herently resource-intensive [12], requiring substantial computa-
tional power and memory to process complex ontologies. When
deployed on edge devices such as smartphones and single-
board computers, these requirements can strain the available
resources, affecting both performance and energy consump-
tion. Energy efficiency is particularly crucial in mobile set-
tings, where battery life is a key constraint, and any additional
computational load can significantly reduce device operational
time. Achieving a balance between inference capabilities and
resource usage is essential for the viability of these systems.

The main goal of this paper is to investigate the performance
and efficiency of MEC reasoning systems under controlled and
reproducible conditions. To minimize confounding factors,
all experiments are conducted on identical execution environ-
ments, where each platform is defined as a specific combina-
tion of hardware, operating system, and runtime libraries. The
objective is to isolate the impact of the reasoning engines them-
selves from that of the underlying system components, thereby
enabling a fair and comparable assessment of their capabilities.
In this perspective, the paper aims to address the following re-
search questions:

¢ RQ1: How do popular mobile reasoners compare with re-
spect to success rate, reasoning time, and memory usage
on the same platform?

e RQ2: How do success rate, reasoning time, and memory
usage evolve with increasing ontology size across different
reasoners on the same mobile platform?

e RQ3: What timeout threshold is required to achieve a de-
sired success rate across different reasoners on the same
mobile platform? Is this timeout compatible with the la-
tency requirements of interactive and/or autonomous MEC
applications?

e RQ4: How do reasoning time, memory usage, and en-
ergy consumption vary when using native, Java Virtual
Machine (JVM)-based, and hybrid (JVM + Java Native
Interface (JNI)) reasoners on the same platform?

e RQS5: How do software-estimated energy and power val-
ues correlate with those measured using an external hard-
ware power meter?

To address these challenges, this paper undertakes a compre-
hensive evaluation of popular OWL reasoners on mobile and
edge devices, focusing on their inference correctness, perfor-
mance and energy footprint. The experimental endeavor ex-
ploits a new version of the evOWLuator framework [12] with
an improved feature set, including custom inference services, a
broader set of evaluation settings, and improved visualizations.

Experiments involve a detailed analysis of ontology reason-
ing to assess the feasibility of deploying semantic reasoners in
MEC environments. In particular, the experimental methods
employ a dual approach for measuring energy consumption,
leveraging both a software profiler and a hardware power mon-
itor. This dual measurement strategy provides a robust assess-
ment of reasoners’ energy usage, enabling cross-verification
and offering insights into the effectiveness of different energy
metering techniques.

The remainder of the paper is organized as follows: Sec-
tion 2 provides background on MEC, Semantic Web reasoning,
and existing work on benchmarking reasoners in constrained
environments. Section 3 presents the updated evOWLuator
framework, detailing its architecture, capabilities, and recent
enhancements. Section 4 describes the experimental setup and
evaluation campaigns conducted on both mobile and edge de-
vices, highlighting configuration details and the selection cri-
teria for devices, reasoners, and ontologies. Section 5 dis-
cusses the experimental results in relation to the posed research
questions, analyzing performance, correctness, and energy ef-
ficiency across diverse scenarios. Finally, Section 6 concludes
the paper by summarizing key findings and outlining directions
for future work.

2. Background

This section aims to motivate the paper and make it more un-
derstandable, with a background on reasoning in MEC contexts
and a discussion of related work on benchmarking reasoners in
mobile and edge computing platforms.

2.1. Reasoning in Mobile Edge Computing

Mobile Edge Computing (MEC) is an architectural paradigm
aimed at distributing the computational workload of cloud data
centers to mobile edge devices closer to the end user. By pro-
cessing data near its source, MEC reduces the need for exten-
sive data transmission to central cloud servers, thereby enhanc-
ing response times and overall system efficiency. It is crucial
for applications demanding low latency and high reliability, in-
cluding the IoT, augmented reality, autonomous vehicles, and
Unmanned Aerial Vehicles (UAVs) [13].

Similar architectures include Fog Computing (FC),
Cloudlets, and Transparent Computing (TC) [14]. FC
employs an N-tier architecture that extends from end devices
to the cloud, enabling real-time processing and analytics
across multiple network levels, particularly beneficial for IoT



applications. Cloudlets are micro-datacenters positioned near
mobile users, providing extremely low response times and
supporting resource-intensive, delay-sensitive applications
such as augmented reality and cognitive assistance. TC is a
paradigm where services are dynamically loaded and executed
on demand across different network tiers based on contextual
information. In contrast, MEC focuses on shifting computation
within cellular networks to peripheral devices, delivering
low-latency, high-bandwidth services with an emphasis on
mobility and location awareness.

In the Semantic Web field, an onfology is a vocabulary with a
formal meaning that provides terminological characterizations
for a specific domain. One of the main standards for express-
ing ontologies is the Web Ontology Language (OWL), version
2 [5]. The semantics of OWL 2 are based on the SROZQ(D)
Description Logic (DL), which is a subset of First-Order Logic
(FOL) corresponding to the attributive language with complex
concept negation, transitive roles, nominals, qualified cardinal-
ity restrictions, and datatypes [15]. Three sublanguages are
identified in the OWL 2 specification: (i) OWL 2 EL, which
restricts description logics to enable polynomial-time inference
algorithms; (ii) OWL 2 QL, designed for large instance data
volumes and supporting conjunctive query answering; and (iii)
OWL 2 RL, which offers a good balance between expressiv-
ity and efficiency in rule-based systems. OWL DL is an-
other OWL restriction with theoretical relevance, correspond-
ing to the SHOIN (D) DL (attributive language with com-
plex concept negation, transitive roles, role hierarchies, nomi-
nals, inverse properties, unqualified cardinality restrictions, and
datatypes) [15]. OWL 2 allows the definition of classes, rep-
resenting sets of objects; object properties, linking pairs of ob-
jects; data properties, linking objects with data values; and in-
dividuals, representing specific object instances.

A semantic reasoner is a software tool designed to infer log-
ical consequences from a set of explicitly defined axioms or
facts within an ontology, as allowed by the formal semantics
of OWL 2. Semantic reasoners are typically able to perform
one or more inference services, including satisfiability (check-
ing whether a class can have individuals, i.e., its definition is de-
void of contradictions), subsumption (checking whether a class
is a subclass of another), ontology consistency (ensuring that
the ontology does not contain contradicting facts), and ontol-
ogy classification (computing the class taxonomy induced by
the subsumption relation) [15].

As an example, consider the Person, Adult, Driver, and Car
classes, and the drives property that relates a person to the car
they drive. Some of the statements (axioms) concerning these
entities can be formalized as follows:

1. Adults, minors, and drivers are people:

Adult T Person  Minor T Person  Driver C Person
2. Drivers are people who drive cars:

Driver = Person M Adrives.Car
3. To be able to drive, one must be an adult:

Person 1 Adrives.Car C Adult

The axioms above constitute the onfology modeling the do-
main of interest. Given such an ontology, a semantic reasoner

Asserted taxonomy Inferred taxonomy

Person
Person [ x
Minor Adult
Minor Adult Driver

YOPN

Figure 1: Effect of the classification inference service on the class taxonomy.

is able to infer that the subsumption relation Driver T Adult
holds, i.e., that all drivers must be adults, even though this fact
is not explicitly stated in the asserted axioms.

A more typical ontology includes many more such entities
and axioms defining the relationships among them. A key goal
of reasoning is to expose implicit knowledge by deriving ax-
ioms that are not directly asserted but can be logically inferred
by the existing definitions. As an example, one may want to
derive all the subsumption axioms concerning the classes in the
ontology. This task is called ontology classification, and it re-
sults in an inferred taxonomy (Figure 1) where classes are or-
ganized according to the entailment of subsumption relations.
Formally, classification involves verifying, for every pair of
classes C and D in an ontology O, whether O = C C D, i.e.,
whether the ontology entails that D subsumes C. The outcome
is a complete class hierarchy in which each concept is posi-
tioned under its most specific superclasses.

The Semantic Web of Things (SWoT) [6, 16] envisions in-
tegrating semantic technologies across IoT device layers, en-
abling unambiguous data representation and semantic reason-
ing to enhance interoperability and derive implicit knowledge
from data. MEC-enabled architectures applied to semantic rea-
soning improve performance by reducing bandwidth use, com-
munication latency, and overall cloud load [17]. This is par-
ticularly relevant for mission critical systems [18], where com-
munication delays and network unreliability are not only un-
acceptable, but also the correctness of inference tasks must be
guaranteed. The SWoT is grounded in standard Linked Data
[19] ontologies that provide shared vocabularies for IoT sen-
sors and actuators [20, 21, 22]. Early mobile and IoT inference
engines simplified Semantic Web reasoners to handle limited
memory, such as Pocket KRHyper [23] and MiRE4OWL [24].
More recent efforts have focused on porting desktop Java OWL
reasoners to Android [25] and developing novel native reason-
ers for mobile and embedded platforms [7, 8] or porting and
miniaturizing existing algorithms [9].

2.2. Related work

Due to the interest in OWL reasoning in mobile and edge
computing scenarios, several works have assessed the correct-



Table 1: Comparison of related works in benchmarking OWL reasoning on edge and mobile devices.
Legend: A = aggregated memory usage, P = per-ontology memory usage, HW = hardware-based energy metering, SW = software-based energy estimation,
FA = fully automated via testing framework, SA = script-assisted automation.

Reference Platform Device Reasoners Ontologies OWL Correctness Time Memory Energy Automation
Phone Galaxy Nexus
(251 Tublet  Galaxy Tab2 6 375  DLEL v oo - SA
[26] Edge ODROID XU3 6 259 DL, EL v v - HW SA
[27] Phone LG Nexus 5 4 189 RL v v A - FA
This Work Tablet Galaxy Tab S6 Lite 6 16555 DL, EL v v A,P - FA
Edge Raspberry Pi4 B+ 3 1720 DL, EL v v A,P  HW,SW FA

ness, performance and energy consumption of this class of soft-
ware systems, with the latter being particularly critical in MEC
due to the limited energy resources available on devices [2].
One of the first works concerning the time performance of vari-
ous reasoners on the Android platform [25] leveraged the 2™
International Workshop on OWL Reasoner Evaluation (ORE
2013) competition [28] dataset, which includes 375 distinct on-
tologies of different sizes, ranging from small (less than 500
axioms) to large (over 5000 axioms). A subsequent work [26]
exploited the on-board measurement circuitry of an ODROID
XU3 device to evaluate the energy consumption of reasoning
in two OWL profiles using five Java-based reasoners, finding
a relationship between lower CPU frequency and lower power
consumption. A benchmark of the performance of semantic
reasoners on mobile platforms using OWL 2 RL rule subsets
[27] demonstrated acceptable reasoning time and memory con-
sumption on constrained devices. The scope of the experimen-
tation was however limited by the small dataset size (189 on-
tologies, about 9 MB in cumulative size), and the memory us-
age data was restricted to a single aggregated value for each
tested reasoner, with no per-ontology data available. Recent
studies have focused on reasoning in Cloud Computing envi-
ronments using state-of-the-art reasoners [29], while the present
work aims at evaluating the current state-of-the-art of OWL rea-
soning in MEC contexts on a larger test dataset. To the best of
our knowledge, this paper is the most extensive evaluation of
OWL reasoners on mobile and edge devices across multiple di-
mensions:

e Dataset scale: evaluating 16,555 ontologies, ranging from
a few KBs to over 500 MB in size, including exceptionally
large ontologies with more than 3 million axioms.

o Number and variety of collected metrics: capturing de-
tailed data, including aggregated and per-ontology correct-
ness, reasoning time, peak memory usage, and energy con-
sumption results.

o Diversity of energy profiling methodologies: employing
and comparing both software- and hardware-based energy
metering solutions.

Table 1 provides a comparative overview of related works,
detailing for each the platform type (smartphone, tablet, or

edge), the device model used, the number of evaluated reason-
ers, the size of the dataset in number of ontologies, the reference
OWL profiles (e.g., DL, EL, RL), and the reported metrics: cor-
rectness, execution time, memory usage, and energy consump-
tion. Memory usage is reported either as aggregate, i.e., a single
value summarizing performance across all ontologies, or per-
ontology, where individual measurements are recorded for each
input. Energy consumption is measured using either hardware-
based probes (external meters directly measuring power draw or
built-in hardware capabilities) or software-based profilers (tools
estimating energy use from system-level statistics). The table
also includes a comparison of test automation strategies, distin-
guishing between script-assisted automation and full automa-
tion. Works that either did not explicitly reference an automa-
tion test framework [26] or developed an ad-hoc, monolithic
script or app for data measurement and collection are classified
as script-assisted automation (SA) [25]. Full automation (FA) is
assigned to works that used a full-fledged test framework [30].

3. Benchmarking reasoners in MEC devices

evOWLuator [12] is an open-source! benchmarking frame-
work developed to support the evaluation of OWL reason-
ers across heterogeneous platforms, including desktop systems,
mobile devices, and embedded computing environments. The
framework was designed to address the practical challenges of
conducting performance assessments in resource-constrained
contexts, such as those found in MEC scenarios. It supports
the measurement of reasoning task outcomes in terms of cor-
rectness, execution time, memory usage, and energy consump-
tion, offering a unified infrastructure for empirical analysis of
computational trade-offs.

evOWLuator adopts a modular architecture aimed at exten-
sibility and platform independence. Its design enables evalua-
tions on a variety of platforms, including Linux, macOS, and
Windows2, as well as on Android, iOS, and embedded devices
ranging from Micro-Controller Units (MCUs) to single-board
computers. The tool allows testing standard reasoning tasks,
such as ontology classification and consistency checking [15],

'https://github.com/sisinflab-swot/evowluator
2Through the Windows Subsystem for Linux (WSL).
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Figure 2: Logical architecture and data flow of the evOWLuator framework.

but also domain-specific or custom inferences through user-
defined interfaces. Additionally, evOWLuator includes support
for profiling energy consumption via both software-based and
external hardware-based metering solutions, enabling power-
aware benchmarking on platforms where energy efficiency is a
concern.

Figure 2 shows an overview of the framework’s architecture,
consisting of several key components designed to facilitate con-
figuration, execution, and analysis of benchmarking campaigns:

o Dataset API: provides access to ontologies stored in a
wide range of formats, including RDF/XML, Turtle, and
OWL/XML, and performs format conversion if necessary.
The module is also capable of extracting structural meta-
data from the ontologies, such as size, axiom count, num-
ber of entities, and so on, which can be used in post-
evaluation analysis and visualization.

o Evaluation engine: serving as the central orchestrator,
it manages the execution of reasoning tasks and interacts
with reasoners, datasets, and energy probes. It is responsi-
ble for controlling test execution, collecting inference cor-
rectness and performance metrics such as execution time,
memory usage, and energy consumption, and ensuring the
robustness of the benchmarking process by handling errors
and enforcing customizable timeouts. The engine can run
multiple iterations per task to increase statistical accuracy
and perform evaluations on both local and remote devices,
including mobile and embedded platforms.

e Visualizazion module: this component is able to generate
reports and graphical representations of collected evalua-
tion data. It supports a variety of visualizations, such as

bar charts and scatter plots, to present the correctness, per-
formance, and energy consumption results in an easily in-
terpretable format. The module can incorporate metadata
extracted from the datasets, such as ontology size and ax-
iom count, to provide deeper insights into the evaluation
results. Visualizations can be customized by adjusting as-
pects like axis scales, marker types, and color schemes,
tailoring them to user requirements.

The extensibility of evOWLuator is based on a plugin system
that allows users to customize the framework by implementing
specific Python interfaces:

e Reasoner wrappers: intermediaries between evOWLua-

tor and OWL reasoners, enabling the framework to exe-
cute reasoners using their command-line interfaces. This
interface provides a standardized way to run tasks such
as ontology classification, consistency checking, and non-
standard or custom inferences. evOWLuator includes
built-in templates for popular reasoner types, but users can
implement their own wrappers for custom or emerging rea-
soners, ensuring extensibility without modifying the core
codebase.

Energy probes: evOWLuator supports energy consump-
tion monitoring during the execution of reasoning tasks
through this interface. Energy probes measure power us-
age while reasoners perform inference tasks by polling
power usage data during execution. Implementing this
interface allows integration with various energy metering
solutions, including both software tools and hardware de-
vices. The collected samples are used to compute an en-
ergy footprint score, providing an estimate of the energy
used by the reasoner. This approach accommodates dif-
ferent types of energy profilers to fit a range of use cases
and to ensure compatibility across platforms. Software-
based monitors estimate power consumption either at sys-
tem level or on a per-process basis, exploiting a range of
techniques, including direct access to power management
drivers —if the operating system allows it— or through indi-
rect process activity metrics (CPU load, disk usage, etc.).
Depending on the adopted method, they calculate power
consumption estimation in watts or a power consumption
footprint as a pure number in an arbitrary scale. Hardware
meters, on the other hand, are installed between the target
device and the power line to measure the instant absorbed
power. The difference in the measurement methods and
types of returned outputs implies that a meaningful com-
parison of different reasoners could be obtained only when
using the same energy probe.

Reasoning tasks: this interface allows users to define new
types of reasoning tasks by specifying their input and out-
put formats. While simpler tasks like ontology classi-
fication and consistency require a single input ontology,
more complex tasks like semantic matchmaking [7] or
query answering may need additional inputs. This inter-
face also specifies how reasoners should return their re-



sults, whether as standard output, text files, or OWL on-
tologies. For performance evaluations, it defines the ex-
pected time measurements and, if needed, memory usage
data. The latter is only necessary for remote reasoner invo-
cations on e.g., mobile and edge devices, as the framework
is able to extract this metric autonomously for reasoners
running locally.

The evaluation workflow proceeds through distinct configu-
ration, execution, and analysis phases. Before running an eval-
uation, the user must configure the framework by setting up
the necessary components: reasoners, datasets, and, if appli-
cable, energy probes. Ontology datasets are placed in desig-
nated directories, with subfolders that separate files by syn-
tax format, such as RDF/XML or OWL/XML. As mentioned
above, reasoners, reasoning tasks, and energy probes are inte-
grated into the system through the use of Python modules act-
ing as adapters. Once this setup is complete, evaluations can be
launched using the evowluate run command. The user spec-
ifies the reasoning task, the dataset, and any additional options,
such as timeouts or the number of iterations. In case of inter-
ruptions, the evaluation can be resumed without starting over,
using an appropriate subcommand.

The flow of data during the evaluation process begins with
the interaction between the reasoners and the datasets. Rea-
soners are fed ontology files, which they process according
to the specified inference tasks. The evaluation engine tracks
the progress of these tasks, recording both performance and
correctness results. For energy footprint evaluations, the en-
ergy probes continuously monitor power consumption, sending
data to the evaluation engine. All results are stored as human-
readable log files and machine-processable Comma Separated
Values (CSV) files.

After the evaluation is complete, evOWLuator offers a
range of options to visualize the collected data through the
evowluate visualize command. Users can generate plots
and reports that aggregate the results for easier interpretation.
For correctness tests, the framework produces bar charts de-
picting the number of correct, incorrect, and timed-out re-
sults across the different tested reasoners. Performance re-
sults, such as execution time and memory usage, are presented
as bar charts or scatter plots, displaying dataset-wide aggre-
gated metrics or detailed per-ontology results. When energy
probes are used, energy consumption data is visualized along-
side performance metrics, offering insights into the trade-offs
between computational speed and energy efficiency. The frame-
work’s visualization module allows users to customize these
plots with various options for axis scaling, marker types, and
color schemes, making it easier to analyze the results as well as
use them in technical and scientific publications.

Compared to the previous iteration of evOWLuator [12], sig-
nificant upgrades have been introduced for this work, including:

e Support for custom reasoning tasks, as described above,
allowing for more flexible evaluations beyond standard on-
tology reasoning tasks, and including domain-specific and
non-standard inferences.

e Support for multiple correctness evaluation strategies, in-
cluding random majority (i.e., the answer returned by the
majority of tested reasoners is considered the correct one;
in case of tie between two answers, one is picked ran-
domly), of using a specific reasoner as a correctness or-
acle. evOWLuator records the hashes of reasoner outputs,
enabling selection of the correctness evaluation strategy
at visualization time rather than when running the experi-
ments.

e Enhanced performance evaluation support with multiple
units for time, memory, and file sizes, both as input from
reasoning tools and output in visualizations, providing ad-
ditional flexibility for input formats, and more customiz-
able analysis.

e Ability to pause and later resume evaluations, enhancing
both efficiency and flexibility. This feature also supports
recovery from unexpected interruptions, such as power
outages or system failures, ensuring that no test data is lost.
All intermediate results are persistently stored on disk, al-
lowing evaluations to reliably resume from the point of
interruption.

o Capability to run reasoners in parallel, significantly reduc-
ing evaluation times. This is especially beneficial for cor-
rectness evaluations, as it allows for significant reductions
in experimental runtimes. However, caution is required
during performance evaluations when reasoners are run
on the same machine, as parallel execution can lead to re-
source contention, potentially biasing results.

o Capability to extract metadata from ontologies, including
the number of axioms, entities, and classes. This informa-
tion can then be used to plot performance metrics, such as
reasoning time or memory usage, as a function of quanti-
ties other than just ontology size.

e Improved control over visualizations through additional
configuration options, such as: adjusting font sizes, chang-
ing the legend layout, rotating labels, setting the trans-
parency of markers, adjusting font sizes, and specifying
the degree of the fitted polyline for scatterplots.

4. Experiments

This section presents the results of two distinct evaluation
campaigns on Mobile and Edge, orchestrated via the evOWLu-
ator framework. For both, ontology classification has been cho-
sen as the reference inference service, as it is both widely sup-
ported by reasoners and frequently used in benchmarks due to
its inherent computational complexity, making it a suitable task
for evaluating the performance and efficiency of reasoning en-
gines across diverse platforms. Section 4.1 describes the con-
figuration of the Mobile and Edge testbeds, including details
about the selection of a suitable dataset and reasoner corpus.
Section 4.2 provides the results of the evaluation performed on
Android platform, reporting correctness, memory consumption,



Table 2: Mobile: dataset-wide correctness and performance evaluation results.

HermiT (DL)  Pellet (DL) JFact(DL) TrOWL (DL) ELK(EL)  jeel (EL)
Correct 14453 (87.3%) 12766 (77.1%) 12208 (73.7%) 15637 (94.5%) 8633 (98%) 7879 (89.5%)
Inference Incorrect 669 (4.0%) 37 (0.2%) 517 (3.1%) 201 (1.2%) 1 (0.0%) 0 (0.0%)
Result  Timeout 440 2.7%) 1291 (7.8%) 1666 (10.0%) 17 (0.1%) 5(0.1%) 428 (4.9%)
Error 993 (6.0%) 2461 (14.9%) 2164 (13.1%) 700 (4.2%) 166 (1.9%) 498 (5.7%)
Min 0.02 0.04 0.03 0.02 0.04 0.03
Time  Avg 3.67 10.11 18.65 0.50 0.68 1.83
(s) Max 1205.39 1774.59 1720.63 515.96 29.62 559.92
Cumulative 41410 113937 210241 5659 5323 14382
Memory Min 129.25 132.20 128.71 128.13 130.75 129.98
Peak  Avg 172.28 173.95 164.73 174.27 173.16 175.47
(MB)  Max 521.40 501.47 515.96 424.63 439.61 391.61

Table 3: Mobile: tested reasoners.

Reasoner Version Profile
[31] HermiT 1.3.8 DL
[32] Pellet 2.3.1 DL
[33] JFact 1.2.1 DL
[34] TrOWL 1.5 DL
[35] ELK 043 EL
[36] jcel 0.24.1 EL

and execution time metrics for the entire ORE 2014 dataset.
Afterwards, Section 4.3 shows the results of experiments car-
ried out on Raspberry Pi, including correctness, memory us-
age peak, execution time, and energy consumption for the same
reasoning tasks performed on a subset of the test data, as ex-
plained in Section 4.1. Raw results for both evaluations are
available at a permanent URL3. A reproducibility package is
also available*, containing all necessary artifacts and step-by-
step instructions to replicate the experiments.

4.1. Configuration

evOWLuator has been configured as follows: a timeout
of 1800 seconds has been set for each reasoning task, after
which the reasoner process is terminated and a timeout error
is recorded. For correctness tests, results are evaluated using
a random majority voting strategy, where the outcome is de-
termined by the most commonly produced output, and using a
randomly selected reasoner output in case of ties.

The following devices have been chosen as representative
platforms for the mobile and edge tiers of MEC architectures:

e Mobile: Samsung Galaxy Tab S6 Lite, Exynos 9611
System-on-Chip (SoC) with 4x 2.3 GHz ARM Cortex-
A73 + 4x 1.7 GHz Cortex-A53 cores, 4GB RAM, 64 GB
flash storage, Android 11 OS.

*https://doi.org/10.5281/zenodo. 13825836
“https://doi.org/10.5281/zenodo. 156968136

e Edge: Raspberry Pi 4 Model B+, Broadcom BCM2711
SoC with 4x 1.5GHz Cortex-A72 cores, 8 GB RAM, 16
GB SD Card Storage, Raspberry Pi OS version 11 (Bulls-
eye).

evOWLuator includes built-in support for evaluating An-
droid reasoners using its remote evaluation interface: the frame-
work runs on a personal computer (PC), which connects to the
test device via Android Debug Bridge (ADB)?, either through
a wired connection or over the network. In the experimental
setup, ADB is configured to connect wirelessly and the device
is connected to a 5 V charger with a maximum current out-
put of 2 A, in an effort to avoid battery depletion during long
test sessions and allow for maximum-and maximally stable—
performance. Additionally, setting up the device has required
the following steps:

1. Installing Reasoner Wrapper Applications (RWAs) on the
target device.

2. Specifying RWA names and fully qualified package names
in the evOWLuator user-supplied configuration classes.

3. Loading the reference dataset on the target device’s inter-
nal memory.

RWAs are Android applications that respond to specific eval-
uation intents by starting a foreground reasoning task. They
are responsible for collecting and publishing benchmark results
to the LogCat logging system®, which are then parsed and col-
lected by evOWLuator.

In the experimental setup, RWAs are implemented to collect
reasoning task result, memory usage peak, and reasoning time.
Table 3 lists the reasoners installed on the Mobile device. They
have been selected considering OWL DL and EL reasoners that
have been found to be compatible with the Android platform
in previous works [37, 25], already available as built artifacts
that can be directly imported and executed in an Android ap-
plication. The reference dataset is the 2014 OWL Reasoner

Shttps://developer.android.com/tools/adb
®https://developer.android.com/tools/logcat


https://doi.org/10.5281/zenodo.13825836
https://doi.org/10.5281/zenodo.15968136
https://developer.android.com/tools/adb
https://developer.android.com/tools/logcat

Main Power
Line

Monsoon®©
High Voltage
Power Monitor

Edge Device Power Line

Edge
Device

Data Line g

Figure 3: Edge: circuit diagram of the experimental testbed.

Evaluation Workshop competition corpus’, composed of 16555
ontologies, of which 8805 adhere to the OWL EL profile, while
the remaining 7750 belong to the wider OWL DL profile.

The configuration of the Edge device is depicted in Figure 3.
The testbed is structured to profile inference time, memory us-
age peak, and energy consumption in addition to the correctness
of inference services. Specifically, evOWLuator is installed
directly on the Edge Device, alongside the reasoner wrappers
and the dataset. A hardware meter, the Monsoon High-Voltage
Power Monitor (HVPM) 8, is configured to output a constant
voltage power supply of 5 Volts. This instrument draws power
directly from the wall outlet through its Main Channel. A Uni-
versal Serial Bus (USB) Type C to Type A cable is cut to expose
its internal wires: (i) USB Vcc (red), (i1) USB Data+ (white),
(iii)) USB Data— (green), and (iv) GND (black). The Type C
half is connected to the Raspberry Pi power input port, while
its Vcc and GND (red and black) wires are connected directly
to the HVPM Main Channel, which allows the device to power
on correctly. The connection between the Main Channel and
the Edge Device power input part of the system constitutes the
Edge Device Power Line in Figure 3.

The HVPM is capable of outputting and measuring the cur-
rent flowing from its output terminal (up to 6 A at a frequency
of 1000 Hz, with a resolution of 6 mA). Power consumption
can be derived by multiplying the (constant) voltage and the in-
stant current. Power measurements are collected through a USB
Type A to Type B cable connected to the HVPM data port —the
Data Line in Figure 3—, and leveraging the PyMonsoon library®.

The experimental setup also includes a software energy
probe, PowerTOP'®, which is available in the Advanced Pack-

"http://dl.kr.org/ore2014
$https://www.msoon.com/high-voltage-power-monitor
“https://github.com/msoon/PyMonsoon

Ot tps://github.com/fenrus75/powertop

Table 4: Edge: tested reasoners.

Reasoner Version Profile Language
[38] Konclude  0.7.0 DL C++
[34] TrOWL 1.5 DL Java
[39] FaCT++ 1.6.3.1 DL C++/Java

age Tool (APT) repository of Raspberry Pi OS. For each running
process, the tool is able to periodically compute and log power
scores designed to correlate with actual consumption. This en-
ables integration with evOWLuator as follows: at the start of
the experiments, the framework launches PowerTOP, and upon
completion of each reasoning task, it parses the generated logs
to compile the final energy consumption tables. To minimize
noise in the power measurements, the number of active soft-
ware processes on the edge device is minimized and networking
is disabled. Throughout the experiments, only essential operat-
ing system processes, evOWLuator, PowerTOP, and the current
reasoning task are allowed to run.

With this setup, evOWLuator is capable of capturing both
global device power usage using the HVPM, and process-level
power usage through Powertop. To obtain process-level mea-
surements with the HVPM, a baseline power usage is estab-
lished before each reasoning task: power usage is measured for
5 seconds while the device is idle, i.e., running only evOWLua-
tor, PowerTOP, and essential operating system processes. This
baseline value is then subtracted from the HVPM readings
taken during the execution of the reasoning task, in order to iso-
late the power usage attributable to the reasoning process itself.
Additionally, PowerTOP is calibrated prior to the execution of
the experimental campaign as indicated in its manual'!.

Reasoners tested on the Edge Device, listed in Table 4, have
been selected to represent a sample of different implementation
approaches, including a native reasoner compiled from C++, a
Java-based reasoner, and a hybrid reasoner that leverages the
JNI to retain a Java API while delegating resource-intensive
tasks to native code.

For the Edge benchmark, a subset of the ORE 2014 corpus
has been selected focusing on ontologies from 2 MB to 20 MB
in size. Ontologies smaller than 2 MB have been excluded
as they resulted in short reasoning times, yielding insufficient
power samples for reliable energy consumption measurements.
Conversely, ontologies larger than 20 MB have been omitted
because they consistently lead to impractically long reasoning
times — often exceeding 15 minutes per ontology — which are
unsuitable for typical edge computing scenarios. Moreover, in
preliminary tests on ontologies above that threshold, reasoners
such as TrOWL and FaCT++ frequently hit timeouts or encoun-
tered out-of-memory errors. This upper bound has thus been
chosen empirically to balance experimental feasibility with re-
alistic edge deployment constraints. The resulting dataset com-
prises 1,720 ontologies, with 1,001 conforming to the OWL EL
profile and 719 to the OWL DL profile.

https://linux.die.net/man/8/powertop
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4.2. Mobile results

The experimental setup for the Mobile evaluation follows the
procedure outlined in Section 4.1. The test suite comprises a
total of 16,555 ontologies, though EL reasoners are configured
to process the EL subset (8,805 ontologies) exclusively.

Table 2 reports aggregated statistics for the evaluation, com-
puted considering only the ontologies that have been processed
successfully by all reasoners, in order to ensure fair compar-
isons and avoid skewed results caused by failures or timeouts.
Concerning inference result correctness: “Correct” marks tests
where the task has been completed and the output is correct
according to random majority voting; “Incorrect” signals com-
pleted tests whose output is wrong according to random major-
ity voting; “Timeout” indicates tests which have failed to com-
plete within the imposed timeout; “Error” means that the task
has not been completed due to a software error or exception.
Concerning time and memory peak sections, evOWLuator has
aggregated only tests in which all reasoners have produced the
same — therefore, correct — output.

In the Appendix, Figures A.7 and A.8 respectively show rea-
soning time and memory usage peak as a function of ontology
size, while Figure 4 illustrates the failure rate (including both
errors and timeouts) relative to ontology size for each reasoner,
providing insights on their reliability with respect to varying in-
put sizes. Moreover, Table 5 shows the maximum ontology size
and the percentage of ontologies from the dataset successfully
classified in 1, 3, 5, 10, 30, 60, and 300 seconds.

4.3. Edge results

The Edge device evaluation focuses on ontologies ranging
from 2 to 20 MB in size from the ORE 2014 dataset. Exper-
iments involve three different reasoners: Konclude, FaCT++,
and TrOWL. Beyond correctness and performance metrics, re-
sults include both hardware and software power monitoring,
providing insights into the energy consumption and power ef-
ficiency of each reasoner during the inference process. Experi-
ments have focused on the success rate, execution time, mem-
ory consumption, energy and power usage for each engine.

Table 6 reports dataset-wide aggregate statistics, while de-
tailed results on each ontology classification task are plot-
ted in the Appendix: Figures A.9, A.10, A.11, A.12, A.13
and A.14 display the inference time, memory consumption,
hardware-measured energy consumption, software-measured
energy consumption, hardware-measured power usage, and
software-measured power usage, respectively, in relation to on-
tology size. Like with the results in Section 4.2, the data in
Table 6 have been computed only for ontologies successfully
processed by all reasoners.

5. Discussion

This section discusses the results of the experimental cam-
paign in relation to the research questions outlined in Section 1.
Each subsection addresses one question, in an attempt to pro-
vide a focused analysis supported by the empirical evidence
collected in the study. Potential limitations and the strategies

adopted to mitigate them are addressed subsequently, in Sec-
tion 5.1.

RQ1: How do popular mobile reasoners compare with respect
to success rate, reasoning time, and memory usage on the same
platform?

Dataset-wide Mobile results, summarized in Table 5, indi-
cate that ELK and TrOWL are the most effective and efficient
reasoners in the group, with ELK achieving the highest suc-
cess and correctness rates, and the second best average execu-
tion time. TrOWL has been the best-performing reasoner, while
still maintaining a high success rate. However, it is important
to note that TrOWL deliberately trades inference completeness
for computational tractability [34], making it more likely to
provide a response within the allotted time and resource con-
straints, as also evidenced by its very low timeout and error
rate. Thus, its output is more frequently available for evalua-
tion and, under majority voting, is more likely to be selected as
the reference “correct” answer. JFact has been the worst per-
former time-wise, while HermiT and jcel exhibit in-between
performance.

Memory usage is relatively similar across all reasoners, with
JFact showing a slightly better average result. EL-only reason-
ers, such as ELK and jcel, tend to perform significantly better
in terms of reasoning time. However, it is important to note that
they only reason over OWL EL ontologies, which might be a
limitation in contexts that require reasoning over more expres-
sive ontologies.

These results are consistent with findings in the related liter-
ature [25, 26, 29]. In mobile tests [25, 26], ELK and TrOWL
were identified as the most efficient reasoners. Cloud bench-
marks [29] did not include TrOWL but reported similar results
for ELK, HermiT, Pellet, and JFact. Notably, the only devia-
tion found is in the mobile benchmark [25], where HermiT was
slightly slower than JFact. This difference may be due to the
smaller ontology set used in that study, which excluded larger
ontologies.

RQ2: How do success rate, reasoning time, and memory usage
evolve with increasing ontology size across different reasoners
on the same mobile platform?

By analyzing the scatterplots reported in Appendix in Fig-
ures A.7 and A.8, it can be concluded that ELK and TrOWL
have more consistent and efficient performance, with relatively
limited increases in execution time and memory usage as on-
tology size grows. JFact tends to perform better with smaller
ontologies and has lower memory usage compared to HermiT
and Pellet, though its reasoning time tends to increase more
steeply with ontology size. This finding is consistent with pre-
vious research [29] showing that JFact has satisfactory perfor-
mance with smaller ontologies but struggles at higher scales.

With respect to success rate, Figure 4 reveals that all evalu-
ated reasoners begin to exhibit significant performance degra-
dation as ontology size approaches 10 MB, suggesting that this
threshold may represent a practical upper bound for reasoning
on mobile platforms under current hardware and software con-
straints.



Table 5: Mobile: dataset-wide completion rate and maximum ontology size per timeout threshold.

HermiT (DL) Pellet (DL) JFact(DL) TrOWL (DL) ELK (EL) jcel (EL)
1 Sec Completion Rate (%) 71 62 61 76 77 67
Max Size (MB) 2.66 1.72 0.94 2.66 2.44 0.84
3 Sec Completion Rate (%) 75 67 65 85 91 74
Max Size (MB) 10.23 4.77 2.44 9.62 10.22 4.77
5 Sec Completion Rate (%) 77 68 66 90 92 83
Max Size (MB) 10.86 10.22 2.44 12.33 13.03 5.81
10 Sec Completion Rate (%) 80 70 68 93 95 88
Max Size (MB) 16.78 13.25 3.31 19.02 32.48 6.60
30 Sec Completion Rate (%) 85 72 70 95 97 89
Max Size (MB) 32.99 18.07 10.22 45.13 48.53 6.60
60 Sec Completion Rate (%) 86 73 71 95 98 89
Max Size (MB) 32.99 45.13 10.22 79.31 79.31 10.22
300 Sec Completion Rate (%) 91 76 75 96 98 89
Max Size (MB) 45.13 45.13 13.03 79.31 79.31 32.48

Among the tested reasoners, ELK and TrOWL maintain the
most robust performance profiles as ontology size increases.
Notably, ELK continues to succeed on ontologies up to 20 MB
in size, demonstrating scalability within the OWL EL fragment.
TrOWL also exhibits low error and timeout rates beyond 10
MB, despite supporting a more expressive DL fragment. This
is a direct consequence of its approximated reasoning proce-
dure, which lowers resource consumption and enhances the
reasoner’s ability to respond within limited time and memory
constraints. In contrast, jcel tends to underperform relative
to TrOWL at larger ontology sizes, despite its lower EL ex-
pressiveness. This counterintuitive result may be attributed to
implementation-level differences.

Reasoners supporting more expressive DL fragments —
namely HermiT, Pellet, and JFact — tend to struggle earlier.
Their success rates decline more rapidly as ontology size in-
creases, with errors and timeouts appearing at comparatively
smaller scales. Among them, HermiT offers slightly better re-
silience, whereas Pellet and JFact exhibit the lowest scalability,
often failing even with mid-sized ontologies. These findings
are consistent with expectations, given that reasoning in more
expressive DLs is computationally more intensive and typically
incurs in higher memory and time requirements. Nonetheless,
the variability in performance observed on smaller ontologies
suggests that technical design and implementation choices can
significantly impact efficiency, regardless of the underlying log-
ical expressiveness.

RQ3: What timeout threshold is required to achieve a desired
success rate across different reasoners on the same mobile plat-
form? Is this timeout compatible with the latency requirements
of interactive andjor autonomous MEC applications?

Reasoning time is crucial for user-facing applications, be-
cause it directly affects responsiveness and overall user expe-
rience. This is especially true in mobile contexts, where users
expect quick interactions. Longer reasoning times can cause
noticeable delays, reducing the user experience and potentially
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causing frustration [40].

An analysis of success rates across increasing timeout thresh-
olds, shown in Table 5, reveals distinct behavioral patterns
among the evaluated reasoners. ELK and TrOWL demon-
strate the highest success rates at the 1-second mark, reaffirm-
ing their suitability for time-sensitive applications. Their per-
formance rapidly improves within the first few seconds and
begins to plateau around the 10-second threshold, indicating
that the majority of successfully completed reasoning tasks are
resolved within this time frame. jcel follows a comparable
trend, though it consistently underperforms relative to ELK and
TrOWL across all timeout values, suggesting less efficient pro-
cessing despite its restriction to the OWL EL profile.

Among the more expressive, non-approximated DL reason-
ers, HermiT stands out with a notably higher success rate at
1 second and remains the best-performing option as the time-
out increases. Pellet and JFact, by contrast, show substantially
lower performance across the entire timeout spectrum, with
minimal improvement beyond the 60-second mark. This re-
inforces the earlier observation that expressiveness alone does
not determine performance; implementation efficiency plays a
key role in practical viability.

When factoring in the previously established 10 MB upper
bound for ontology size on mobile platforms, the data show
that ELK and TrOWL achieve high success rates within a 3-5
second window. This is a promising result for interactive appli-
cations, where low latency is critical. HermiT can also process
ontologies in this size class within the same window, though
with a slightly reduced success rate. Notably, for all evaluated
reasoners, success rates exhibit diminishing returns beyond the
60-second mark, and by the 5-minute threshold, performance
has essentially plateaued. There is no substantial difference be-
tween results at 5 minutes and the global upper limit of 30 min-
utes. In contrast, approximated and OWL EL reasoners reach
their performance ceiling much earlier, typically around the 10-
second mark.

These findings suggest that a timeout in the 3-5 second range
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Figure 4: Mobile:

is sufficient to achieve high success rates with carefully se-
lected reasoners, especially those operating within less expres-
sive OWL fragments. This makes reasoning a viable option
for interactive, user-facing MEC applications, provided that the
reasoner is matched to the expressiveness needs and resource
constraints of the task. For autonomous use cases, where rea-
soning may occur in the background, slightly longer timeouts
may be acceptable, depending on the task and context. In this
context, all reasoners are functionally viable, though selecting
approximated or EL-focused reasoners remains advantageous
from an energy efficiency perspective. For full DL reasoning
under more relaxed timing constraints, HermiT emerges as a
strong candidate due to its superior scalability and consistent
success rate across timeout thresholds.

RQ4: How do reasoning time, memory usage, and energy con-
sumption vary when using native, JVM-based, and hybrid (JVM
+ JNI) reasoners on the same platform?

As highlighted by Table 6 as well as Figures A.10-A.11 re-
ported in the Appendix, on the Edge testbed Konclude (na-
tive) demonstrated the highest efficiency, achieving the fastest
average and cumulative execution time by a wide margin, as
well as the fewest timeouts and the lowest energy consump-
tion. Yet, it returned the highest amount of incorrect outputs
and errors. This is likely due to implementation issues intro-
duced in recent releases, as older versions achieved the highest
correctness scores in the latest editions of the OWL Reasoner
Evaluation (ORE) Workshop competition [41, 42]. TrOWL
(JVM) exhibited higher average memory and energy usage,
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Ratio of errors or timed-out tasks (y axis) by ontology size (x axis, MB)

while FaCT++ (JVM + JNI) scored as the least efficient rea-
soner, having the longest execution time and the highest en-
ergy consumption. The observed differences in efficiency may
be attributed to a mixture of technological and algorithmic dif-
ferences: Java-based software incurs additional overhead from
the JVM, often resulting in lower performance compared to na-
tive compiled code [43]. This can justify the performance gap
between TrOWL and Konclude. However, TrOWL’s approxi-
mated approach to reasoning clearly surpasses FaCT++’s op-
timized C++ reasoning core, highlighting the effect of lever-
aging polynomial-time versus exponential-time algorithms, re-
gardless of implementation details.

With respect to memory usage, although FaCT++ exhibits
the lowest peak overall, this outcome is likely biased by the
high number of timeouts it experiences on larger ontologies,
which prevents it from reaching higher memory requirements.
A closer examination of its memory usage profile, as depicted
in the Appendix in Figure A.10, reveals it is roughly aligned
with that of TrOWL. Both reasoners consistently consume more
memory than the native Konclude, underscoring the significant
overhead introduced by the JVM. This illustrates how runtime
technologies — not just algorithmic complexity — can exert a
substantial influence on resource consumption in constrained
edge environments.

RQS5: How do software-estimated energy and power values cor-
relate with those measured using an external power meter?

Experimental results suggest that the energy profiled by the
software probe correlates well with the data measured by the



Table 6: Edge: dataset-wide correctness and performance evaluation results.

TrOWL FaCT++ Konclude
Correct 1606 (93.4%) 1297 (75.4%) 1492 (86.7%))
Inference  Incorrect 88 (5.1%) 15 (0.9%) 119 (6.9%)
Result Timeout 14 (0.8%) 373 (21.7%) 7 (0.4%)
Error 12 (0.7%) 35 (2.0%) 102 (5.9%)
Min 3.36 5.52 0.52
Time Avg 24.96 97.67 423
(s) Max 998.36 1550.56 376.74
Cumulative 31975 125115 5420
Memory  Min 95.12 127.19 58.38
Peak Avg 393.37 251.36 225.90
(MB) Max 2524.12 1680.56 2888.52
Min 3.62 4.88 0.32
E“ergg)' HW  Ave 22.87 59.91 2.66
Max 571.68 1026.34 211.55
Min 40.07 52.58 9.45
Energy - SW  Avg 247.21 915.08 55.37
Max 9897.10 15241.78 3709.04
Min 0.34 0.38 0.38
P"Wfév')HW Ave 1.21 0.84 0.66
Max 1.48 1.22 0.89
Min 7.21 6.16 7.21
Power - SW  Avg 10.14 9.66 15.41
Max 15.88 14.06 45.47

hardware probe. This relationship becomes evident when com-
paring Figures A.11 and A.12 in the Appendix, where all rea-
soners exhibit similar behavior across the entire dataset. Con-
versely, in Figures A.13 and A.14 power measurements do not
show significant correlation between the software and hardware
probes. For example, in hardware measurements, Konclude dis-
plays consistent power usage (Figure A.13c) and is the most
efficient reasoner. In contrast, software measurements show a
nearly inversely proportional behavior, with Konclude having,
on average, a higher power consumption than the other reason-
ers (Figure A.14c). In order to further investigate this matter, in
Figure 5 energy (respectively, power) results collected with the
Monsoon HVPM have been compared with those of PowerTOP.
The poor power correlation (Figure 5b) suggests the good cor-
relation of the two energy scores (Figure Sa) may be due to both
being proportional to execution time, which notably exhibits a
stronger correlation with energy consumption measured by the
hardware probe (Figure 5c) than with the software-generated
energy scores. Consequently, in the absence of a more precise
measurement device, execution time may serve as a reasonable
proxy for estimating energy consumption across the lifetime of
a task.

The correlation matrix depicted in Figure 6 further elabo-
rates on this point, illustrating the relationships between on-
tology size, execution time, energy consumption, and power,
as measured by both hardware and software probes. Each cell
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contains the Spearman correlation coefficient computed using
all measurements gathered during the campaign across all rea-
soners, as it does not assume normality and is more suitable for
capturing monotonic relationships in non-normally distributed
data. Several considerations can be made:

o the matrix shows a very strong correlation of time with en-
ergy consumption as measured by both probes: this sug-
gests both measurements are precise and repeatable;

e conversely, a negative correlation has been found between
the power measurements from the two probes, casting
doubts on the accuracy of PowerTOP as a power profiler;

e execution time shows a moderate correlation with ontol-
ogy size, which may suggest some influence of size on
reasoning time, although other factors, such as logical ex-
pressiveness and axiom structure, could be equally or more
significant;

e power has nearly no correlation with processing time and
a mildly inverse correlation with ontology size, suggesting
that longer-running tasks do not have higher power con-
sumption. This result — which might appear as counter-
intuitive — may be explained through further investigation
on power efficiency dynamics during extended reasoning
tasks, such as device power throttling in response to over-
heating or CPU scheduling mechanisms that temporarily
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Figure 6: Edge: Correlation matrix for different metrics.

boost performance to enhance responsiveness in shorter,
interactive tasks.

Taken together, these observations highlight the importance
of careful selection and interpretation of energy and power pro-
filing tools in experimental studies. The poor agreement be-
tween software- and hardware-based power measurements calls
into question the accuracy of tools such as PowerTOP for fine-
grained power profiling, particularly in tasks with high vari-
ability in duration or workload intensity. On the other hand,
the high correlation between execution time and energy con-
sumption measured by the hardware probe favors the hypoth-
esis that reasoning tasks are mostly CPU-bound and confirms
the reliability of time as a performance indicator in resource-
constrained platforms. Hardware-based metering should there-
fore be preferred, due to its greater accuracy and reliability.
In situations where hardware probes are unavailable, execu-
tion time emerges as a practical and reasonably accurate proxy
for estimating energy consumption of reasoning (and, possibly,
similar CPU-bound) tasks. Software-based estimators may still
serve exploratory or comparative purposes, but their limitations

6e—01

(b) Power: Monsoon (x axis), PowerTOP (y axis)
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Comparison between the Monsoon and PowerTOP energy probes.

— especially with respect to power profiling — should be clearly
acknowledged to avoid misleading conclusions.

5.1. Threats to validity

This section analyzes potential factors that may affect the
validity of the experimental results and outlines the measures
taken to mitigate them. The discussion is structured according
to four standard categories of empirical validity: construct, in-
ternal, conclusion, and external validity [44].

Construct Validity: do the experiments accurately measure
what they intend to measure?

e Process-level energy profiling accuracy: HVPM mea-
surements rely on a baseline subtraction procedure to iso-
late the power consumption associated with the reasoning
task. Although networking has been disabled and active
processes have been restricted to reduce background ac-
tivity, this baseline remains variable due to hardware, soft-
ware, and environmental factors such as room tempera-
ture. Thus, while raw energy data from the hardware probe
are expected to be reliable, process-level disaggregation
may include both systematic and random errors. Rigorous
control of experimental conditions, as done in this study,
minimizes this risk.

e Correctness evaluation reliability: if a formal ground
truth on reasoning task results is absent, the correctness
evaluation has to employ probabilistic or heuristic strate-
gies to determine the expected “correct” output. This study
has adopted a random-majority voting strategy, which is is
prone to error when minority outputs are, in fact, accurate.

Internal Validity: are the observed results genuinely caused by
the tested factors, or are they due to uncontrolled influences?

e Thermal and Power Management Effects: the poten-
tial for thermal or battery throttling in testbed devices re-
mains, even though measures have been implemented to
ensure a stable testing environment, such as making sure
that the mobile device was always plugged to a power out-
let during the experiments, and hosting both the mobile
and edge devices in an air-conditioned environment. Con-
sequently, performance and energy metrics may have been



influenced by transient fluctuations in CPU frequency and
power draw.

Conclusion Validity: are inferences drawn from reliable and
statistically sound data?

e Timeout Constraints: the enforced timeouts may dispro-
portionately penalize reasoners which prioritize complete-
ness over efficiency, although they are necessary to make
the experimental endeavor feasible. The outcomes on suc-
cess and timeout rates must be interpreted in the context of
this constraint.

e Measurement Variability: individual reasoning tasks are
inherently subject to variability, and single measurements
are often unreliable due to system-level noise and nonde-
terministic execution factors. This issue is commonly mit-
igated by executing multiple repetitions of each task and
averaging the results, [44] or by conducting evaluations
over large datasets to extract statistically robust trends.
This experimental campaign has only adopted the latter
approach. This means that individual measurements likely
exhibit noise, but the aggregate analysis of the results is
reliable and repeatable.

External Validity: how well do findings generalize beyond the
experimental setup?

o Device Representativeness: the experimental campaign
has been executed on a Samsung Galaxy Tab S6 Lite and
a Raspberry Pi 4 Model B+, selected to represent typi-
cal mobile and edge computing devices, respectively. As
such, the presented results may not generalize to devices
with different hardware characteristics, thermal envelopes,
or power management policies. Repeating tests on a wider
range of devices would support more robust conclusions.

o Dataset Selection Bias: dataset selection may also intro-
duce potential bias. For the Edge evaluation, this study has
excluded ontologies smaller than 2 MB due to insufficient
sampling resolution in energy probes, whereas ontologies
larger than 20 MB have been omitted due to infeasible ex-
ecution times or recurrent timeouts. Nonetheless, the ORE
2014 corpus contains over 16,000 ontologies and includes
a wide range of sizes and logical profiles. This dataset has
been selected specifically to mitigate this threat by provid-
ing a comprehensive and heterogeneous benchmark suite.

6. Conclusion

This paper has presented an extensive experimental evalua-
tion of Web Ontology Language 2 reasoners deployed in Mo-
bile Edge Computing environments, with a focus on correct-
ness, execution time, memory usage, and energy consumption.
Experiments have been conducted on a reference tablet and a
single-board computer, using both software-based profiling and
hardware-level power monitoring to assess energy usage. The
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evaluation was supported by evOWLuator, a modular, cross-
platform benchmarking framework for automated and repro-
ducible data collection.

The Mobile experimental campaign, which included six
state-of-the-art OWL reasoners tested on an Android device,
has yielded detailed metrics on inference correctness, process-
ing time, and memory usage. Lessons learned include: (i)
the greater complexity of DL with respect to EL reasoning,
as expected; (ii) the usefulness of approximated reasoning to
improve the computational sustainability of inference engines;
(iii) 10 MB as a practical upper bound of ontology size for reli-
able reasoner performance in mobile settings; (iv) 3-5 seconds
as a reasonable timeout for inference tasks in mobile interactive
applications, to achieve both high reasoner success rate and user
satisfaction.

In parallel, a second set of experiments has been conducted
on a Raspberry Pi Edge device, where three reasoners have
been evaluated in terms of both computational efficiency and
energy consumption. The use of both software-based and
hardware-based energy profiling techniques has allowed cross-
verification of the results, ensuring a more robust assessment of
energy usage while also yielding insights into the accuracy of
both techniques. Specifically, while both methods appear as ad-
equately precise and repeatable, software energy profilers have
poor accuracy with respect to hardware power meters, i.e., they
may be affected by systematic errors. In those cases, execution
time can be taken as a simple and fairly reasonable proxy for
the energy footprint of inference tasks.

Overall, the findings of this study offer practical insights
into the trade-offs between reasoning capabilities and resource
demands, and inform the selection of effective energy mea-
surement strategies and reasoning tools in resource-constrained
MEC scenarios. A secondary outcome of this work has been
the updated evOWLuator framework, which has been enhanced
with new features, including support for custom inference ser-
vices, a wider range of evaluation options, and improved visual-
ization tools. These updates make the framework more versatile
for future research and benchmarking efforts.

Looking ahead, several areas of future work emerge. Ex-
panding the evaluation to include additional inference tasks,
such as query answering and consistency checking, would of-
fer a more comprehensive perspective on the overall capabilities
and dependability of semantic reasoners. Although less compu-
tationally expensive than classification, profiling such services
would provide deeper insights into how reasoners handle com-
plex queries and logical consistency, especially under resource-
constrained conditions, further enriching the assessment of their
viability in Edge environments.

Extending the scalability of semantic reasoning to a wider
range of devices, including wearables and IoT sensors, repre-
sents another critical avenue. These devices are often charac-
terized by even stricter resource limitations, such as lower com-
putational power and battery capacity. Investigating the perfor-
mance of semantic reasoners in such contexts would not only
address the challenges of ultra-low-power computing but also
unlock the potential for more intelligent pervasive computing
applications in real-world scenarios, from healthcare to smart



city infrastructures. Such an experimentation would also serve
to further validate the evOWLuator framework, in an effort to
demonstrate its adaptability and effectiveness across an even
broader range of heterogeneous computing environments.

Finally, future enhancements to evOWLuator are planned,
focusing on further expanding its visualization capabilities, in-
troducing a broader range of visualization types and customiza-
tion options. These improvements will make the framework
even more valuable in both academic research and data sci-
ence contexts, offering more sophisticated tools for data rep-
resentation and enabling deeper insights into the performance
of Semantic Web tools. Furthermore, the development of a
web-based front-end will streamline the evaluation process by
providing a user-friendly interface, making it more accessi-
ble across different platforms. This enhancement will signifi-
cantly broaden evOWLuator’s usability and appeal, facilitating
its adoption by a wider audience.
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Appendix A. Additional result plots

The following scatterplots generated with evOWLuator re-
port on the individual outcomes of ontology classification rea-
soning tasks. Concerning Mobile tests, Figure A.7 shows rea-
soning time, while Figure A.8 shows memory usage peak; both
measures are plotted by ontology size.

Similarly, Figure A.9 and Figure A.10 show Edge results of
reasoning time and memory usage peak by ontology size. Addi-
tionally, for the Edge reference platform, Figure A.11 and Fig-
ure A.12 show energy consumption by ontology size, respec-
tively measured by means of the hardware power meter and es-
timated through the software probe, as described in Section 4.1.
Analogously, Figure A.13 and Figure A.14 depict results for
power consumption.
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Figure A.7: Mobile: Reasoning time (y axis, seconds) by ontology size (x axis, MB)
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Figure A.8: Mobile: Memory usage peak (y axis, MB) by ontology size (x axis, MB)
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