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ABSTRACT Clustering methods are instrumental in the preliminary analysis of unstructured data, yet
interpreting the resulting groups—-especially in the context of RDF (Resource Description Framework)
data—-poses significant challenges. This paper introduces LISE (Logic-based Interactive Similarity
Explainer), an integrated and model-agnostic framework designed to generate explainable, human-readable
insights into clusters of RDF resources. LISE combines four core components: (i) a machine learning module
leveraging vector embeddings and k-means clustering; (ii) a logic-based reasoning component that computes
the common semantic features of clustered items via an optimized Least Common Subsumer (LCS); (iii)
a Natural Language Generation (NLG) module that verbalizes these features into structured and human-
readable explanations; and (iv) an interactive user feedback loop that captures user perception of explanation
relevance to iteratively enhance embedding quality and cluster interpretability. An extensive use case on the
DrugBank dataset demonstrates LISE’s ability to generate meaningful, context-aware cluster explanations
and adapt to user preferences, advancing the state of explainable Al for semantic web technologies and
knowledge graph analytics. The paper investigates also the integration in LISE of an LLM-based NLG
approach, both in the DrugBank use case and through an extended experiment in a general-purpose dataset:
YAGO3-10.

INDEX TERMS Knowledge graph embeddings, resource description framework, interactive clustering, user
interaction, natural language generation, explainable artificial intelligence.

I. INTRODUCTION

Among techniques for unsupervised learning, clustering has
emerged as a prominent methodology for the preliminary
analysis of unstructured data. Cluster analysis aggregates
items of a data set into groups such that, intuitively, two
items in one group are ‘““‘more similar” to each other than two
items in different groups. Then, by inspecting and analyzing
clusters computed in such a preliminary analysis, a user can
discover non-evident patterns in data (e.g., by performing
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a Principal Component Analysis), identify the prominent
features, and hypothesize a (rough) classification of items.

However, as noted by Baeeral [1], clusterization is
intrinsically a subjective task, in which, depending on the
users and their goals, both (i) the features that are considered
relevant, and (ii) the notion of proximity between the values
that such features can assume (which sets a similarity
measure), can vary widely. For example, in a dataset on
medical drugs, physicians may be interested [2], alternatively,
in protein-protein interaction, or protein-function similarity,
or protein-sequence similarity, etc.

Hence, once any given cluster has been obtained by
a general method—e.g., k-Means, hierarchical clustering,
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Bayesian cluster analysis [3], [4]—an end user faces the
problem of extracting an intelligible description of the main
features characterizing data inside the cluster—that implicitly
reveal what features the general clustering method has been
given weight to. This task is very important in interactive
clustering [1], in which a user adapts the clusterization
method to its needs using an iterative approach that adjusts
the importance of features. Moreover, intelligible feature
extraction may not be just a matter of inspection, not only
when data are purely numerical, but also in the case of
Resource Description Framework (RDF), where items are
identified by Internationalized Resource Identifier (IRI) and
(at least some of) their features can be reconstructed from the
knowledge graph such IRIs are linked to. In principle, when
the characteristics of items are described by a knowledge
graph, their features should be immediately reconstructed;
however, the preliminary embedding process—on which
every numerical clustering method is based—hampers the
reconstruction of the common, similar features of the items
in each cluster. This happens because the proper placement
of the IRI in a multidimensional space (the space of
embeddings) relies on repeated, random probes of data,
which should let the underlying probability distribution of
data features emerge from repeated trials.

To help users in closing the gap between an effective,
significant clustering and its knowledge-based interpretation,
and let the user reformulate the clustering problem to the
subjective needs, we propose in this paper an integrated
system, called LISE (for Logic-based Interactive Similarity
Explainer) that (1) makes use of an off-the-shelf clustering
method—here we use k-Means—(2) applies a special form
of logical reasoning on the clustered IRIs to extract their
relevant, common logical features (3) verbalizes such features
in plain English (4) lets the user vote on the relevance of
each sentence in the English verbalization, and adjusts the
clustering method in (1), closing the loop, so that in the next
clusterization phase, relevant features are considered more
important.

We note that the description of the cluster that LISE finds
in (3) can also be considered as a verbal explanation of
the cluster. In this view, LISE could incorporate any other
clustering method and—by stopping at Step (3) above—
provide an explanation facility of the entire clusterization
process. Hence, in terms of the classification of eXplainable
Artificial Intelligence (XAI) methods [5], LISE could provide
also an explanation too that is fext-based, agnostic—i.e.,
independent of the clusterization method—and post-hoc—
i.e., the explanation is computed entirely after the clustering
tool finished its work. However, we stress that Step (4) in
LISE—i.e., user voting mechanism and adjustment of feature
importance in the clusterization method—makes LISE a full-
fledged interactive clustering tool for IRI resources, whose
explanation facility is only a part of the entire system.

The rest of this paper is organized as follows: in the next
section, we describe LISE from a bird’s eye view, in terms of
its components implementing Steps (1)—(4) above; then in the
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subsequent four sections (Sect. III through VI) we describe in
detail each component. In Section VII we present a use case of
our system on the dataset DrugBank,! and in Section VIII we
give some evidence about the usefulness of LISE through an
experiment, using a known published clusterization as ground
truth. The paper closes with a comparison of Related Works,
and a Conclusion.

Il. SYSTEM

LISE (Logic-based Similarity Explainer) embeds a full-stack
pipeline for a human-readable explanation of the similarity
of resources in RDF knowledge graphs. In Figure 1, the
architecture of LISE is depicted according to its 4 building
blocks:

1) the Machine Learning Component (Section III) com-
putes a representation of RDF resources as feature
vectors, by training a model based on RDF2Vec
embeddings [6], and clusters these vectors according to
some similarity criterion;

2) the Logic-based Component (Section 1V) takes each
returned cluster and computes an RDF knowledge graph
representing the commonalities of its resources, pruned
of information irrelevant either to the context or to the
user;

3) the Natural Language Generation Component
(Section V) produces a human-readable explanation of
the relevant commonalities using a template-based tool
for Natural Language Generation (NLG) from RDF;

4) the User Interaction and Feedback Loop (Section VI)
gets user’s feedback about the relevance of each
sentence in the explanation and uses it to train new
embeddings that take into account the user’s perception
of relevance.

All components are crucial for the quality of returned
explanations and uniquely contribute to a cyclic process of
continuous improvement of such quality. In the next sections,
each component is detailed in its peculiarities, with the help
of a highlighted running example.

IIl. MACHINE LEARNING COMPONENT

LISE aims to explain the similarity of RDF resources,
grouped together by a clustering process. More specifically,
LISE is able to explain resulting clusters, by exhibiting
the commonalities of cluster members, hidden in their
RDF description. The clusterization process asks for cluster
members to be represented as feature vectors, despite their
original nature of RDF knowledge graphs.

LISE addresses the representation of entities of interest
by a vector embedding process, implementing RDF2Vec [6]
in its Python version: pyRDF2Vec.? RDF2Vec asks for
choosing a so-called walking strategy, to extract walks in the
knowledge graphs to be involved in the embedding process.
These walks are essential as they capture the structural and

1 https://download.bio2rdf.org/files/current/drugbank/drugbank.html
2https :/Ipyrdf2vec.readthedocs.io/en/latest/index.html
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FIGURE 1. LISE architecture. Each module is enclosed by a dashed red border. Blue rectangles describe activities, and captions near arrows describe

methods at the basis of the switch from one activity to the next one.

semantic context of each entity by traversing sequences
of entities and relations within the graph. Specifically,
pyRDF2Vec currently supports all walking strategies pro-
posed by Steenwinckel et al. [7] and allows for the definition
of custom ones. As the number of walks might increase
exponentially with depth, fully extracting all walks may
become impractical for large knowledge graphs. To address
this challenge, sampling strategies can be employed. These
methods will extract a maximum fixed number of walks per
entity, sampling the walks based on a specific metric.

Although such methods allow for tractable embeddings
in terms of size, their ability to keep the original content
of RDF entities is questionable [8]. In particular, it has
been shown how the assumption that similar entities have
similar embeddings in RDF2Vec is not supported in practical
machine learning tasks [9].

In fact, by explaining entity groups returned by the
clustering task implemented in LISE, we get generally
poor information about their commonalities. This suggests
that resources grouped together by clustering are close in
the embeddings representation space, but are not always
semantically similar. The explanation service implemented
in LISE may help in tuning the sampling metric, in order to
train embeddings according to an information-conservative
strategy.

In particular, we propose a novel sampling strategy, called
Predicate Relevance Weight, that weights the selected walks
on the basis of their potential relevance in explaining the
similarity of clusters. The weights are learned from data
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collected by the module User interaction and Feedback loop
(Section VI), thanks to the interaction with human users
that vote the relevance of cluster explanation sentences. The
learning process implements a regression model for weights
prediction.

For the sake of clarity, we introduce an informal example,
running throughout Sections III-VI, to give an intuition of
system usage. A complete use case is formally presented in
Section VII, including all design and development details for
its solution.

Example 1: Consider the task of explaining a clusteriza-
tion of an RDF dataset of drugs, that share only their nature
of small molecule. The dataset undergoes an embedding
process, in which each drug plays the role of entity: it is
used as an access point for starting the knowledge graph
walking, aimed at triples extraction. To this aim, both a
walking and a sampling strategy are set. In particular, the
sampling strategy is based on the evaluation of weights
measuring triples relevance: triples more relevant in the
context of drug comparison, according to end users, have
a priority in the embeddings. According to this numerical
representation, drugs in the dataset are clustered by k-means
algorithm in 302 clusters. One of these clusters is made up
by 20 drugs (shown in Appendix A-A). We prompted Google
Gemini 2.0 Flash® to “Explain the similarity of these drugs”,
by providing the drugs listed in Appendix A-A and using its
default parameters. The retuned answer is shown in Figure 2.

3https://ai.google.dev/
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Analyzing the similarity of this diverse list of chemical
compounds requires looking beyond just a few specific
functional groups and considering broader structural and
chemical properties. Here’s a breakdown of the similarities,
focusing on key aspects:

1. Aromatic Rings and Lipophilicity: Prevalence of Aromatic
Structures: A significant portion of these compounds contains
aromatic rings (phenyl, anthracene, etc.). This is a key
feature that contributes to their lipophilicity (fat solubility).
Lipophilicity is crucial for drug absorption, distribution,
metabolism, and excretion (ADME). Examples: 3-(10-
METHYL-ANTHRACEN-9-YL)-PROPIONIC ACID,
TRANS-2-(DIMETHYLPHENYLSILYL)-PIPERIDINE-
N-OXIDE, FLUORESCIN, N-(P-CYANOPHENYL)-N’-
DIPHENYLMETHYL-GUANIDINE-ACETIC ACID, all the
Nitro containing compounds, and many others. Lipophilic
Character: The presence of these aromatic rings, as well as
aliphatic chains (like in Methyl Nonanoate), contributes to the
overall lipophilic character of many of these molecules. This
means they are likely to interact with biological membranes
and hydrophobic pockets in proteins.

2. Carboxylic Acid Functionality: Common Functional Group:
As mentioned before, many compounds contain carboxylic acid
groups (-COOH). This is a highly versatile functional group
that can participate in: Hydrogen bonding. Ionic interactions.
Covalent bond formation (in some cases). Biological Relevance:
Carboxylic acids are common in biological molecules and are
often involved in enzyme active sites and receptor binding.

3. Structural Diversity: Wide Range of Structures: The list
intentionally presents a wide range of chemical structures, from
simple esters to complex polycyclic molecules. This diversity
highlights the challenge of finding a single unifying similarity.
Potential for Biological Activity: Despite their diversity, many
of these structures are known to have biological activity or are
used as building blocks for pharmaceutical compounds.

4. Substituted Phenyl Groups: Many of the molecules contain
phenyl groups that have other molecules attached to the
ring. This is a very common feature in pharmaceuticals. The
substitutions change the properties of the molecule. Nitro
substituted phenyl groups are a common feature of many in the
list.

5. Carbon based structures: All of the molecules are carbon
based, organic molecules. This is a basic similarity that all
organic chemical compounds share.

Points of Dissimilarity: It’s equally important to note the
significant differences: Size and Complexity: The molecules
vary greatly in size and complexity. Functional Group Diversity:
While carboxylic acids are common, other functional groups
(esters, amines, phosphonates, etc.) are present in varying
combinations. Polarity: The molecules span a wide range of
polarities, from highly lipophilic to relatively polar.
Conclusion: The primary similarity among these compounds
lies in their organic nature, the prevalence of aromatic
structures contributing to lipophilicity, and the common
presence of carboxylic acid groups. While structural diversity
exists, these shared features suggest potential commonalities
in their interactions with biological systems. The large amount
of phenyl rings, and substituted phenyl rings, is also a large
similarity.

FIGURE 2. Response from Google Gemini to the query about drugs
similarity asked in the running example.

IV. LOGIC-BASED COMPONENT
In the rest of the paper, we assume the reader is familiar with
RDF basic syntax [10] and semantics [11].

LISE grounds the cluster explanation on the logic-based
computation of an RDF knowledge graph abstracting the
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commonalities shared by all cluster members. In particular,
LISE computes the Least Common Subsumer (LCS) of
a cluster to explain, according to a definition originally
introduced for pairs of RDF resources [12], and then extended
to collections [13], to describe the cluster commonalities.

The notion of LCS in RDF [12] borrows its name from an
analogous notion in Description Logics [14] and tailors it to
RDF peculiarities.

First of all, resources to be compared have to be modeled
as rooted RDF-graphs (in brief r-graph): pairs (r,T,)
which isolate a root resource r inside the RDF-graph T,.
Specifically, T, is a portion of the RDF-graph rooted in
r, whose triples are selected according to some problem-
specific settings. In our examples, such settings include:

« stop-patterns: list of triple patterns to be excluded in the

r-graphs, because irrelevant to similarity explanation;

o depth: maximum RDF-distance from r of triples to be

included in the r-graph.*

RDF Simple Entailment 7, = T [11] may now be re-
defined in terms of r-graphs [12, Def.6], where T[x +> y]
denotes T in which x has been uniformly substituted with y:

Definition 1 (Rooted Entailment): Let (r,T,), (s, Ts) be
two r-graphs. We say that (r, T,) entails (s, Ty)—denoted by
(r, T;) = (s, Ts)—in exactly these cases:

1) if s is a blank node, then

a) if r is not a blank node, T, = Ti[s +— r] must hold;

b) if also r is a blank node, then T,[r — u] &= Ts[s —
u] must hold for a new URI u occurring neither in T,
norin Ty,

2) otherwise (i.e., s is not a blank node), if s = r, then
T, &= Ts must hold.

In all other cases (i.e., s is not a blank node and s # r),
(r, T,) never entails (s, Ts). Equivalence (r,T,) =r (s, Ty)
is defined accordingly, namely, both (r,T,) = (s, Ts) and
(s, Ty) = (r, T,) must hold.

Now, a Least Common Subsumer (LCS) of two RDF
resources can be defined as follows:

Definition 2 (Least Common Subsumer [12, Def.8]): Let
(a, Ty), (b, Tp) be two r-graphs. An r-graph (x,Ty) is a
Least Common Subsumer (LCS) of (a, T,), (b, Tp) iff both
conditions below hold:

1) both (a, T,) = (x, Ty) and (b, Tp) = (x, Ty); when this
condition holds, we define (x, T,) a Common Subsumer
(CS) of (a, Ta), (b, Tp).

2) for every other CS (y,Ty) of (a,Ts), (b,Tp): if
(v, Ty)ERr(x, Tx) then (x, Tx) Er (y, Ty), (i.e., (x, Tx)
and (y, Ty) are equivalent under Simple Entailment).

In a nutshell, the LCS of a collection of r-graphs
(ri,Tr)s ..., (rq, Tr,) is a newly created r-graph (x, TY),
which has a new blank node x (not present in any of the
prior graphs) as root, along with a group of connected triples
Ty. Such an r-graph is the most specific collection of RDF
triples that is simply entailed by every r-graph representing

4The RDF-distance between a resource r and a triple ¢ is the length of
shortest path connecting r and the subject of . Note that triples whose subject
is r have 0 RDF-distance from r.
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a resource in the collection. Since blank nodes in RDF
represent existential variables, it is intuitive to use a new one
as an abstraction for several resources ry, ..., .

However, in practical applications [15], the LCS has
proven to be overly detailed and specific, limiting its
effectiveness in explaining commonalities. Furthermore, the-
oretical findings [16], [17] indicate that certain resource sets
possess an inherently exponential LCS size. Therefore, since
its original definition [12], our approach tries to keep low
the size of LCS by recursively pruning it of all information
irrelevant to similarity explanation. Such information is
problem-specific and may be set for each use case in the
form of a set of triple patterns named uninformative triples.
According to this approach, the explanation process uses
a CS (not “least” anymore) that includes only relevant
information.

Example 2: A CS for the example cluster of 20 items
has been computed and is shown in Appendix A-B in RDF
syntax. This CS suggests that the 20 drugs share the following
characteristics: they are all small molecules, they target a
molecule that acts on the human organism, has a specific x-
hgcn property, possesses a locus, a name, a theoretical pl,
no transmembrane region, a gene name and is related to
molecular weight. Furthermore, all of these drugs target the
Ig gamma-1 chain C region.

Although the resulting explanation is already pruned of
some irrelevant information, real use cases show that further
forms of irrelevance should be identified and formalized,
to optimize the utility of explanation.

In what follows, we provide a logical formalization of
irrelevance, by reformulating two RDF-specific definitions
for relevance [18].

The first definition focuses on irrelevance in a context,
described by resources in a dataset 7': characteristics that are
common to a given subset of resources S C T may not be
relevant to communicate because they are common also to
the entire set of resources 7. For instance, when clustering
the Iris flowers dataset,” the fact that the resources in a single
cluster are all Iris flowers is irrelevant.

Definition 3 (Irrelevance w.r.t. a Larger Set): Let T, S be
sets of RDF resources, with S C T, and for each resource
r € T, a rooted graph (r, T,) can be computed. Let L =
(x, Ty) be the rooted graph representing the Least Common
Subsumer of all resources in S, and let P C L a path in L
starting from x.

We say that P is irrelevant in T if LCS(T) = P.

Example 3: Considering that the information that all the
drugs are small molecules is common to the whole set of
drugs taken into account, such a fact may be considered
irrelevant in an explanation with respect to the context. As a
consequence, the running CS may be pruned of this piece of
information.

The second definition of irrelevance involves user’s
knowledge, if expressed in RDF. Intuitively, a characteristic P

5 https://archive.ics.uci.edu/dataset/53iris
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is irrelevant to a user u# when it is part of «’s prior knowledge.
More formally, Irrelevance w.r.t. a user’s knowledge may be
defined as follows:

Definition 4 (Irrelevance w.r.t. a User’s Knowledge): Let
S be a set of RDF resources, and for each resource r € S,
a rooted graph (r, T,) can be computed. Let L = (x, Ty) be
the rooted graph representing the Least Common Subsumer
of all resources in S, and let P C L a path in L starting
from x. Moreover, let K,, be the RDF-graph representing the
knowledge (expressible in RDF) of a given user u.

We say that P is irrelevant for u if K, = P.

LISE is able to prune both sources of irrelevance, with the
aim to increase the informativeness of explanation.

Example 4: Consider now that the user already knows
that all of the 20 drugs act on the human organism. Thus,
also this information may be pruned form the running
CS, because it is irrelevant to the user. The new running
CS suggests that drugs share only the following relevant
properties: they target a molecule that has a specific x-
hgcn property, possesses a locus, a name, a theoretical pl,
no transmembrane region, a gene name, and is related to
molecular weight. Furthermore, all of these drugs target the
Ig gamma-1 chain C region.

V. NATURAL LANGUAGE GENERATION COMPONENT
This component is in charge of generating a human-readable
explanation for the relevant commonalities modeled in the
CS computed and pruned by the Logic-based Component of
LISE. To this aim, LISE integrates a template-based NLG tool
from past research ([19], [20]).

Example 5: When the CS processed in the running exam-
ple so far is passed to the LISE NLG Component, the human
readable explanation below is generated:

The resources in analysis present the following properties in common:
1) They all have a target referencing some resource
which has a gene name referencing some resource
and has a theoretical pi referencing some resource
and has a name referencing some resource
and has a gene molecular weight referencing some resource
and semantic type is "http://bio2rdf.org/drugbank_vocabulary:Target"
and transmembrane regions of effect is "None"
and has a locus referencing some resource
and has a x-hgnc referencing some resource
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:Resource"
2) Their target is "http://bio2rdf.org/drugbank:BE0002815"
which x-genatlas is "http://bio2rdf.org/genatlas:IGHGL"
which semantic type is "http://bio2rdf.org/genatlas_vocabulary:Resource"
and name is "Ig gamma-1 chain C region"
and transmembrane regions of effect is "None"
and semantic type is "http://bio2rdf.org/drugbank_vocabulary:Target"
and theoretical pi is "8.31"
and gene name is "IGHGL"
and locus is "14932.33"
and gene molecular weight is "36106.0"
and x-hgnc is "http://bio2rdf.org/hgnc:H5525"
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:Resource"

This explanation provides a clear and concise description
of the characteristics that are truly common to all the
analyzed molecules. The explanation provided by Google
Gemini (previously shown in Figure 2) attempts to identify
the information shared among the molecules but fails to
determine characteristics that are strictly common to all
resources. The use of expressions such as “a significant
portion of these compounds”, “many of these molecules”,
and “main compounds contain” suggests that the described
properties are not actually shared by all the analyzed
molecules but only by a subset of them. The only aspect
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clearly identified as common to all molecules is their carbon-
based structure. In contrast, the common explanation by LISE
focuses exclusively on the properties shared by all the ana-
lyzed molecules. This approach eliminates any interpretative
ambiguity, ensuring a more precise description.

The tool is able to return quite clear explanations,
if customized to each addressed scenario. In fact, the use of a
template for translation asks for the definition of a dictionary
specific to the problem context. Despite the readability of
returned explanations, the definition of a dictionary is an
almost completely manual activity, hard to automate.

Thus, we evaluated the substitution of the template-based
tool with a software module based on Large Language
Models. In particular, we achieved sufficiently performing
results by training Google Gemini to cope with the specific
RDF KG to explain: an r-graph representing the relevant
commonalities to verbalize in natural language. We show
in Section VIII the results of an extended experiment we
performed on a general-purpose dataset, YAGO3-10 [8],
to evaluate the potential of combining our logic-based
computation with Google Gemini services.

In Section VII we also compare the explanations by the
template-based tool (Figure 11) and by Google Gemini
(Figure 12), w.r.t. the same use case in DrugBank. Both expla-
nations are easily readable by humans and seem substitutable
with each other in terms of informativeness. Although both
methods require some customization effort, Gemini APIs
may be embedded in LISE with a semi-automated training
process, which is almost domain-independent. Despite this
unquestionable benefit, LISE—in its present version—
implements the above-mentioned template-based tool for
NLG. This design choice is due to the modularity of LISE.
In particular, the output of the NLG Component has to be
processed by the system pipeline, which proceeds in the
User Interaction and Feedback Loop module. At this stage
of the pipeline (see Section VI for a detailed description),
LISE automatically collects the opinion of end users about
the relevance of cluster explanation. At the present time, the
last module needs for the explanation to be compliant to the
template of our NLG tool. We are currently investigating
solutions for making the User Interaction and Feedback Loop
module independent of the NLG template.

V1. USER INTERACTION AND FEEDBACK LOOP

The last component defines the system interactive behavior,
by shifting to a human-in-the-loop perspective. In fact, the
human-readable explanation produced by the NLG Compo-
nent is submitted to end users for ranking the relevance of
returned information.

Specifically, the present module performs four tasks
crucial for the interactivity of the whole approach to similarity
explanation:

1) Data Collection: the automatic collection of data about
users’ perception of relevance, w.r.t. returned pieces of
explanation. To this aim, a Graphical User Interface
(GUI) has been designed and developed, where the
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explanation is split into sentences, that the user votes
through a star-rating mechanism (see Figure 3 for an
example). We recall that the explanation is generated
from a logically computed rooted RDF graph abstracting
cluster commonalities, i.e., the CS of a cluster. The GUI
exhibits one (possibly) relative sentence for each RDF
pattern starting in the CS root, allowing users to vote
each sentence’s relevance on a rating scale from 1 to
5 stars. In other words, our design choice is to ask
users to vote complete RDF patterns instead of single
triples. The rationale behind such a choice is twofold:
i) we believe that a voting mechanism should maximize
synthesis and abstraction level, to avoid the loss of votes
due to users’ disappointment; ii) we believe that the
relevance of an information atom (here, an RDF triple)
strongly depends on the position the atom takes in the
sentence it belongs to.

2) Data Modeling: the design of a data model able to
store the votes by users in the form of weights for
the RDF patterns verbalized by explanation sentences.
Users provide feedback via a star-rating system ranging
from 1 to 5 stars These ratings are stored in the data
model in normalized format: each vote corresponds
to a numerical value on a scale from 0 (0 stars)
to 1 (5 stars) in increments of 0.2. At the present
stage, LISE assigns this value to the last atom of
the voted sentence, i.e., to the phrase translating the
RDF triple more distant from the CS root node. As a
consequence, each voting act (relative to an explanation
sentence) is collected in the data model as a quadruple
including: the IRI of a triple subject, the IRI of a
triple predicate, the IRI of a triple object, a normalized
weight.

3) Regression: the design of a regression model able
to predict weights for RDF predicates: the regression
model is trained on a dataset populated while LISE
performs tasks 1 and 2 above. As a consequence, each
predicate is weighted proportionally to its relevance in
explaining similarity, according to users.

4) Generation of Embeddings: the training of a new
RDF2Vec embedding model by adopting the Predi-
cate Relevance Weight sampling strategy, thanks to a
feedback mechanism returning the weights predicted
at step 3 to the Machine Learning Component. This
loop ensures a prty to the most relevant walks in the
embedding process.

Example 6: The explanation generated for the example
cluster is shown to the user as in the GUI in Figure 3. Let
us imagine that user votes the relevance of each explanation
sentence through the star rating mechanism: sentences 1, 2,
3,4, 5 6,7 8 are voted with 1, 2, 3, 2, 4, 0, 2, 4 stars,
respectively. All voting acts are stored in the data model and
used as training examples for a regression model that predicts
predicate weights. Such weights are then returned to the
Machine Learning Component, that can train new RDF2Vec
embeddings by implementing the Predicate Relevance Weight
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sampling strategy on the learned weights. The LISE workflow
may then restart in a continuous closed loop.

We notice that the four tasks above are conceived to be
cyclically repeated in a closed interactive loop, responsible
for the interactivity of LISE itself. At the present stage of
our work, LISE was not yet subjected to a massive test
campaign on a significant number of users. Thus, we cannot
formally evaluate the efficacy of the feedback mechanism in
improving the representativeness of embeddings in terms of
explanation relevance. In the next section, we qualitatively
show the potential of the whole interactive loop w.r.t. to an
extended use case.

VII. USE CASE

In this section, we demonstrate LISE functionalities by
applying it to DrugBank,® a dataset containing information
about drugs and pharmaceutical data, modeled in RDF N-
quads syntax [21]. In converting dataset quadruples into
a knowledge graph, LISE allows for the exclusion of so-
called stop-patterns, i.e., RDF-patterns that are considered
irrelevant to similarity explanation (a full list of stop-patterns
heuristically determined in our examples, and used in this
case, is shown in Appendix B-A). Stop-patterns are very often
determined only by the predicate involved in the pattern,
which causes the irrelevance of the full path. Such irrelevant
predicates can be predefined or selected by the user via a
Graphical User Interface (shown in Figure 4), in which she/he
can choose predicates to be excluded in the KG construction
at each level up to the predefined maximum depth.

For this use case, the collection of resources to be pro-
cessed by LISE is extracted from the knowledge graph based
on the following properties (from now on, all namespace
prefixes used in RDF terms are defined in Figure 5):

o they are instances of drugbank_vocabulary:

Drug, as specified by the property rdf : type;

« they are classified as small molecules according to the

property drugbank_vocabulary:type.

This selection process ensures that the analysis focuses on
small-molecule drugs and results in an initial set of 7,391
entities. We define an initial maximum depth for generating
subgraphs corresponding to each drug in the knowledge
graph, limiting the exploration to a maximum depth of 7.
These subgraphs will be used in subsequent steps for the
computation of the Least Common Subsumer.

A. MACHINE LEARNING COMPONENT
The initial knowledge graph is processed by a pyRDF2Vec
embedding generation model, which produces feature vectors
for all resources of interest for the clustering process. Such
resources take the role of entities in the embedding process.
Embeddings are generated by implementing the random
walking strategy and Word2vec’ with the skip-gram model,
both available in the pyRDF2Vec library.

6https://download.bio2rdf.org/files/current/drugbank/drugbank.html
7 https://radimrehurek.com/gensim/models/word2vec.html
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The walking strategy asks for the specification of two
parameters: the maximum depth is set to 7, i.e., the
maximum depth previously defined for subgraph extraction;
the maximum number of walks is set to 3310. i.e., to the
highest number of triples retrieved in the extracted subgraphs.
Such design choices aim to provide full coverage of the
original knowledge graph in the embeddings.

Moreover, the random state parameter is set to 42 to keep
random determinism with the walking process. The Predicate
Relevance Weight strategy introduced in Section III is used
for sampling.

We propose this strategy by answering the call by
pyRDF2Vec to contribute with new embedding techniques,
walking strategies, and sampling strategies, when required
by modeling needs uncovered by the available libraries.
Predicate Relevance Weight arises from the need to assign
each predicate in the knowledge graph a weight depending
on the relevance attributed by users to that predicate. Our
proposal is inspired by the Predicate Frequency Weight [22]
strategy, which assigns each predicate a weight equal to its
number of occurrences in the graph.

In order to intuitively visualize the distribution of embed-
dings in the space, we apply the Principal Component
Analysis (PCA) from the Python scikit-learn library [23].
In this way, the embeddings dimensionality is reduced from
100 (the default value) to three dimensions, and it is possible
to graphically visualize their 3D distribution in Figure 6.

The embeddings are subsequently processed using
k-means clustering algorithm, implemented via scikit-learn.
Specifically, the number of clusters is set to K=302, the
initialization parameter (n_init) is set to 5, using the k-
means+-+ method for centroid initialization and a fixed
random state equal to 42. The resulting distribution of
embeddings in clusters in shown in Figure 7, that does not
allow readers to clearly distinguish the clusters. Thus, for
the sake of readability, the 10 most cohesive clusters,? each
containing at least two elements, along with their centroids,
are displayed in Figure 8.

This representation provides a first qualitative feedback on
the effectiveness of the learned representation, allowing to
observe any groupings or separations between instances.

1) ALTERNATIVE SOLUTIONS

To investigate the impact of different configurations on
embeddings generation and clustering quality, we conducted
experiments with alternative hyperparameter settings in
pyRDF2Vec. Specifically, we varied the Word2Vec window
size, by setting it to either to 5 or 7, and tested the Continuous
Bag of Words (CBOW) model as an alternative to the
Skip-Gram (SG) model. These variations aim at evaluating
the influence of context size and training approach on the
resulting embedding structure and, consequently, on the
clustering performance. We assessed the effectiveness of
these variations by using two metrics:

8Cohesion is measured according to Silhouette score metrics.
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They all have a target referencing some resource
which has a name referencing some resource

5 They all have a target referencing some resource
which semantic type is "http://bio2rdf.org/drugbank_vocabulary:Target"

3 They all have a target referencing some resource
which has a gene molecular weight referencing some resource

They all have a target referencing some resource
4 which has a x-hgnc referencing some resource
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:Resource”

They all have a target referencing some resource
which has a locus referencing some resource

They all have a target referencing some resource
which has a gene name referencing some resource

They all have a target referencing some resource
which transmembrane regions of effect is "None"

8 They all have a target referencing some resource
which has a theoretical pi referencing some resource

FIGURE 3. Graphical User Interface for the star rating system in the running example.

@prefix drugbank_vocabulary:

f Irrelevant predicates list e o X
<http://bio2rdf.org/drugbank_vocabulary:>
http://rdfs.org/ns/void®inDataset @prefix rdf: <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#>
http://www.w3.0rg/2000/01/rdf-schemaZlabel @prefix rdfs: <http://www.w3.0rg/2000/01/rdf-schema#>
GIE [ obsnkc vosatil e oip] @prefix owl: <http://www.w3.0rg/2002/07/owl#>
pedia [ :_vocabulary:x-wikij P N p: N -0rg ow
ption [drugbank_vocabulary:absorption] @prefix bio2rdf_vocabulary:
http://purl.org/dc/terms/description <http://bio2rdf.org/bio2rdf_vocabulary:>
calculated properties [drugbank_vocabulary:calculated-properties] @pref:l.x dCY.: : <http://purl. Org/dc/terms/>
bindingdb [drugbank_vocabularyx-bindingdb] @prefix void: <http://rdfs.org/ns/void#>
protein binding [drugbank_vocabulary:protein-binding] @prefix bio2rdf: <http://bio2rdf.org/>
group [drugbank_vocabulary:group]
type [drugbank_vocabulary:type] . . . . .
it [dugbaik: vocabiukinge et FIGURE 5. Mapping between prefixes used in this work and their
food interaction [drugbank_vocabulary:food-interaction] namespaces.

imanufacturer [drugbank_vocabulary:manufacturer]
ddi interactor in [drugbank_vocabulary:ddi-interactor-in]
packager [drugbank_vocabulary:packager]

I

. vocabular ]

p
ftarget [drugbank_vocabulary:target] PCA Visualization of Embeddings

experimental properties [drugbank_vocabulary:experimental-properties]

indication [drugbank_vocabularyindication]

bi ion [drugbank_vocabulary:biotransformation]
brand [drugbank_vocabulary:brand]
http://www.w3.0rg/1999/02/22-rdf-syntax-ns#type

salt [drugbank_vocabulary:salt]

category [drugbank_vocabulary:category]

iuphar [drugbank_vocabularyx-iuphar]

identifiers.org URI - 3
http:/ fwww.w3.0rg/2002/07/owl# sameAs P
BioZRDFnaepace T 2
kegg [drugbank_vocabulary:x-kegg] - 1 3
kingdom [drugbank_vocabulary:kingdom] 2
ahfs [drugbank_vocabulary:x-ahfs] ~ 0§
atc [drugbank_vocabulary:x-atc] o
http://purl.org/dc/terms/identifier L 4 &
clearance [drugbank_vocabulary:clearance] g
BioZRDF identifier - 20
harmgkb [drugbank_vocabulary:x-pharmgkb]
B + 3
Finish L 4
FIGURE 4. Graphical User Interface for selecting irrelevant predicates. < 3
o o4 2 (\\‘L
4 g v, Y, 1 QOQQ
-3 - ooé‘
2 < < 0p
. . . P”}’C!bé: & (\“é}o
« Silhouette Score: measures intra-cluster cohesion and C%pé’,,em 1 —2ZF< 79
. . .. . . ! 2 o
inter-cluster separation, indicating how well-defined 3 :
and compact the clusters are; a higher silhouette score . . o . .
fl b 1 li FIGURE 6. Three-dimensional distribution of the embeddings obtained
retlects better cluster quality. through dimensionality reduction with PCA.

e Mean Number of Triples in the LCS obtained from
the 10 most cohesive clusters: this metric assesses the
informativeness of a cluster by determining the number cluster; a higher value indicates more meaningful and

of common properties shared by resources within the structured clusters.
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PCA Visualization of Embeddings with 302 Clusters Differentiated by Calors
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FIGURE 7. Embeddings clustered using K-means into 302 distinct clusters.

Embeddings of the 10 Most Cohesive Clusters (PCA)
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FIGURE 8. Embeddings of the 10 most cohesive clusters.

The results of these experiments are summarized in Table 1,
where W5 and W7 indicate that the window size was set
to 5 and 7, respectively. Table 1 supports our choices about
parameter settings: we decided to exclude the use of CBOW,
as it performs worse than the other two approaches. For Skip-
Gram, we selected a window size of 5, since, compared to a
window size of 7, it provides a significant gain in the number
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of triples with only a very slight decrease of 0.0036 in the
Silhouette Score.

TABLE 1. Comparative analysis of alternative solutions for parameters
setting.

- Silhouette Score Mean Number Of Triples
CBOW - W5 | 0.06569547951221466 9
SG - W5 0.14148838818073273 22.5
SG - W7 0.14508704841136932 14.5

B. LOGIC-BASED COMPONENT

This component allows for further analyzing clusters returned
by k-means, by computing the (Least) Common Subsumer of
the graphs corresponding to the resources within the cluster.
This facilitates a detailed understanding of the commonalities
among clustered resources.

According to the process detailed in Section IV, our use
case adopts the set of stop-patterns in Appendix ?? and the
set of uninformative triples in Appendix B-B. We recall that
both such sets include information considered irrelevant for
the analysis.

As an example, in Appendix B-C shows in Turtle syntax
the CS of Cluster 155 in our use case, made up of 35 items
(readers unacquainted in RDF may skip to Figure 9 to get the
same content in natural language).

According to the proposed logic-based approach, we also
compute a CS of the entire dataset, and show it in
Appendix B-D (Figure 10 expresses the same CS in natural
language). This CS identifies the information shared among
all the initially selected resources, to be considered irrelevant
w.r.t. to the context and then removed from the explanation
returned to users (as described in Section V).

Our approach considers irrelevant also information previ-
ously known by the user. In this use case, we assume that
the user is already aware that some specific substances (e.g.,
Pyridoxal [drugbank:DB00147]) affect the human organism:
his/her complete personal knowledge graph if formally
modeled in Appendix B-E. Currently, this graph is manually
modeled in RDF, but we are working on an interactive
approach that will enable users to define information they are
already aware of.

By removing information irrelevant both to the context
and to the user, we compute the pruned CS shown in
Appendix B-F for Cluster 155 (a natural language explana-
tion of this CS is shown in Figure 11).

Given that the next component provides human-readable
explanations for all computed concepts, we postpone discus-
sion about the information such concepts convey, to benefit
from the readability of explanations.

C. NATURAL LANGUAGE GENERATION COMPONENT

In this section, we analyze and compare by example the
two methodologies discussed in Section V. In particular,
we compare the explanation generated from the pruned CS
of Cluster 155 by the template-based NLG implemented in
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The resources in analysis present the following properties in common:
1) Their type is "small molecule"
2) Their target is "http://bio2rdf.org/drugbank:BE0001072"
which x-genatlas is "http://bio2rdf.org/genatlas:CDK2deltaT"
which semantic type is "http://bio2rdf.org/genatlas_vocabulary
:Resource"
and specific function is "ATP + a protein = ADP + a phosphoprotein
and x-genecards is "http://bio2rdf.org/genecards:CDK2deltaT"
which semantic type is "http://bio2rdf.org/
genecards_vocabulary:Resource"
and x-hgnc is "http://bio2rdf.org/hgnc:HIT71"
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:
Resource"
and transmembrane regions of effect is "None"
and semantic type is "http://bie2rdf.org/drugbank_vocabulary:Target"
and gene name is "CDK2deltaT"
and name is "Cyclin-dependent kinase 2"
and x-gi is "http://bio2rdf.org/gi:3551191"
which semantic type is "http://bio2rdf.org/gi_vocabulary:
Resource"
and gene molecular weight is "30061.0"
and general function is "Involved in protein kinase activity”
and theoretical pi is "8.78"
and organism type is " Human"
3) They all have a target referencing some resource
which has a x-genecards referencing some resource
which semantic type is "http://bio2rdf.org/
genecards_vocabulary:Resource"
and has a gene name referencing some resource
and has a general function referencing some resource
and has a x-gi referencing some resource
which semantic type is "http://bio2rdf.org/gi_vocabulary:
Resource"
and has a theoretical pi referencing some resource
and has a name referencing some resource
and has a x-hgnc referencing some resource
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:
Resource"
and has a gene molecular weight referencing some resource
and transmembrane regions of effect is "None"
and has a specific function referencing some resource
and semantic type is "http://bio2rdf.org/drugbank_vocabulary:Target"
and has a locus referencing some resource
and organism type is " Human"

FIGURE 9. Template-based verbalization of a CS of Cluster 155.

The resources in analysis present the following properties in common:
1) Their type is "small molecule"

FIGURE 10. Template-based verbalization of a CS of the entire dataset.

LISE, with the text produced by Google’s Large Language
Model Gemini-1.5-Flash.” Figure 11 shows the result by
LISE and Figure 12 reports Gemini English text corre-
sponding to the same input RDF graph: the pruned CS of
Cluster 155.

Specifically, the second verbalization is generated by
executing a Python API call with the request: ““Verbalize
with discursive phrases these RDF NT triples” and passing,
through a variable, the triples in NT format that compose
the CS. The system instruction is defined as illustrated in
Figure 13, by providing the root node via a variable. The
parameters are set as follows:

o ‘“temperature”’:1

e “top_p”:0.95

o “top_k”:40

o “‘max_output_tokens’’: 8192

o ‘“‘response_mine_typ’’: “text/plain”.

Figure 11 and Figure 12 show two different explanations
generated from the same CS. Thanks to the template
modeling (Figure 11) and the training (Figure 12) activities,
both explanations are able to convey the same information,

9https://ai. google.dev/gemini-api/docs/models/gemini ?hl=it#gemini-1.5-
flash
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The resources in analysis present the following properties in common:
1) They all have a target referencing some resource
which has a theoretical pi referencing some rescurce
and has a x-genecards referencing some resource
which semantic type is "http://bio2rdf.org/
genecards_vocabulary:Resource"
and has a x-gi referencing some resource
which semantic type is "http://bio2rdf.org/gi_vocabulary:
Resource"
and has a specific function referencing some resocurce
and has a name referencing some resource
and has a x-hgnc referencing some resource
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:
Resource"
and has a gene molecular weight referencing some resource
and has a general function referencing some rescurce
and transmembrane regions of effect is "None"
and has a gene name referencing socme resource
and semantic type is "http://bio2rdf.org/drugbank_vocabulary:Target"
and has a locus referencing some resource
2) Their target is "http://bio2rdf.org/drugbank:BE0001072"
which x-gi is "http://bio2rdf.org/gi:3551191"
which semantic type is "http://bio2rdf.org/gi_vocabulary:
Resource"
and x-genecards is "http://bio2rdf.org/genecards:CDK2deltaT"
which semantic type is "http://bio2rdf.org/
genecards_vocabulary:Resource"
and gene molecular weight is "30061.0"
and name is "Cyclin-dependent kinase 2"
and theoretical pi is "9.76"
and gene name is "CDK2deltaT"
and x-hgnc is "http://bio2rdf.org/hgnc:H1771"
which semantic type is "http://bio2rdf.org/hgnc_vocabulary:
Resource"
and transmembrane regions of effect is "None"
and specific function is "ATP + a protein = ADP + a phosphoprotein"
and general function is "Involved in protein kinase activity"
and x-genatlas is "http://bio2rdf.org/genatlas:CDK2deltaT"
which semantic type is "http://bio2rdf.org/genatlas_vocabulary
:Resource"
and semantic type is "http://bio2rdf.org/drugbank vocabulary:Target"

3%

3%

FIGURE 11. Template-based verbalization of the CS of Cluster 155, pruned
of irrelevant information.

A resource is a target of a resource. This resource has a gene name,
transmembrane regions which are Nome, a theoretical PI, a specific function,
and a general function. The resource also has an associated gene 1D, a locus,

and a molecular weight. Additionally, this resource is a type of Target and
is asscciated with a gene card entry. The resource is also associated with a
HGNC entry, and its name is Cyclin-dependent kinase 2. The Cyclin-dependent
kinase 2 is involved in protein kinase activity and its specific function is
ATP + a protein = ADP + a phosphoprotein. It has a theorstical PT of 9.76 and
a molecular weight of 30061.0. It’s also associated with a general function
The resource has a gene card entry, a HGNC entry, and a GenAtlas entry.
Ancther resource is also a type of Resource. Another resource is also a type
of Target. Yet another resource is also a type of Resource. Another resource
is alsc a type of Resource. And another resource is also a type of Resource.

FIGURE 12. Gemini verbalization of the CS of Cluster 155, pruned of
irrelevant information.

For each blank node (identified with ’genid’) in the text you are
given, you must associate a generic variable. Create a dictionary
composed of blank nodes with associated variable. Then verbal-
ize in natural language the triples present in the text considering
the defined vocabulary and when the variables are repeated
you must refer to that one by continuing the same sentence.
Starting the sentence with the verbalized form of root_node,
create discursive sentences.

Verbalize in natural language the URIs content.

Verbalize in natural language the LITERALS content.

Handle blank nodes with general terms.

Return only verbalization.

FIGURE 13. System Instruction to Gemini for the explanation of a CS of
Cluster 155, pruned of irrelevant information.

by fully covering the original RDF content and avoiding
hallucination. As already discussed in Section V, training
Google Gemini to take into account the structure of a
CS is easier than modeling a template, that grounds on
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a dictionary and is domain-dependent. Nonetheless, LISE
currently implements the template-based NLG tool, mainly
for modularity reasons: the explanation generated by the tool
may be more easily converted in sentences to be voted by
users.

Their target is "http://bio2rd.org/drugbank:BE0001072"
1 which x-hgnc is “http://bio2rdf.org/hgne:H1771"
‘which semantic type is "http://bio2rdf.org/hgnc_vocabulary:Resource"

, Their target is "hitp://bio2rdf.org/drugbank:BE0001072"
which theoretical pi is *9.76"

Their target is "http://bio2rdf.org/drugbank:BE0001072"

8 which name is "Cyclin-dependent kinase 2"

Their target is "http://bio2rdf org/drugbank:BE0001072"
4 which rds is " DK2deltaT"
which semantic type is “http://bio2rdf.org/genecards_vocabulary:Resource"

Their target is "http://bio2rdf org/drugbank:BE0001072"
5 which x-gi is "http://bio2rd.org/gi:3551191"
which semantic type is “http://bio2rdf.org/gi_vocabulary:Resource”

& Their target is "http://bio2rdf org/drugbank: BE0001072"
which transmembrane regions of effect is "None"

Their target is "http://bio2rdf.org/drugbank:BE0001072"
which semantic type is “http://bio2rdf.org/drugbank_vocabulary: Target"

g Their target is "hitp://bio2rdf.org/drugbank:BE0001072"
which specific function is "ATP + a protein = ADP + a phosphoprotein”

7

Their target is "http://bio2rdf.org/drugbank:BE0001072"
9 which x-genatlas is "http://bio2rdf.org/genatlas:CDK2deltaT"
which semantic type is “http://bio2rdf org/genatlas_vocabulary:Resource”

FIGURE 14. Graphical User Interface for voting the relevance of
returnedexplanation through a star rating mechanism.

We observe that there is also a more cognitive reason that
makes us preferring the template-based explanation over the
Gemini one: observe that in the template-based explanation,
all the pronouns that verbalize blank nodes can be easily
linked to the subject they refer to (the so-called anaphora
resolution [24]) thanks to their indentation. For instance,
in Sentence 2), the pronoun “which” that appears at the
first tab position refers to the protein BE0O001072, while
the next pronoun ‘“which” that appears in the second tab
position refers to “gi:3551191”. Instead, in the Gemini
version, the cognitive burden of resolving the anaphora is
left to the user. For instance, the two pronouns ‘“it”, and
the two possessive pronouns ““its”, must all be resolved with
the right subject, and the three ‘““another resource” at the
end of the explanation are not linked to any other subject,
while in the template-based explanation it is clear what such
other resources are—e.g., ““CDK2deltaT” in the middle of
RDF paths. Since anaphora resolution has been claimed as
a substitute of Artificial Intelligence Turing’s Test [25], the
cognitive effort required to the user to solve it should not be
underestimated while scoring the relevance of some parts of
such sentences.

D. USER INTERACTION AND FEEDBACK LOOP

A Graphical User Interface (GUI) allows users to interact
with LISE by voting the quality and informativeness of each
sentence included in the template-based verbalization of a
CS.

Patterns displayed in the GUI are preprocessed using one-
hot encoding to numerically represent the most representative
triples included in the pattern. These encoded representations,
along with the scores provided by the users, are collected
in the data model and fed into the regression model for
weights prediction. These weights are given back to the
Machine Learning Component in a closed loop and feed
the Predicate Relevance Weight sampling strategy, for the
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training of new embeddings, that should take user feedback
about explanation relevance into account.

In this use case a Linear Regression model implemented
with the scikit-learn library is used for weights prediction.
Figure 14 illustrates the LISE star rating interface. All GUIs
facilitating interaction between users and LISE are developed
using Python’s Tkinter'° library.

VIIi. COMMONALITIES EXPLANATION: AN EXPERIMENT
In this section, we show the potential of our similarity
explanation approach w.r.t. a dataset, YAGO3-10, employed
by Jainetal [8] for a clustering evaluation experiment.
To the best of our knowledge, the experiment is one of the few
that refers to a clustering ground truth and assigns expected
labels to clusters.

In particular, Table 1 in the work by Jain et al. shows a
multi-level experiment, reporting target classes for resources
in YAGO3-10 at each experiment level. As an example,
at Level 1, four classes are identified, i.e., person,
organization, body-of-water, and product.
At Level 2, target sub-classes for each of these classes are
identified, proceeding up to Level 3. By continuing the
example, 5 different target classes are identified for the class
person at experiment level 2: artist, politician,
scientist, officeholder, writer. At Level 3,
7 more sub-classes are identified for class artist, as an
example.

All target classes are suggested as a ground truth for a
clustering process over YAGO3-10: clustering performance
may be measured on the ability to correctly assign resources
to such classes.

In our experiment, we use the target classes to demonstrate
the informative potential of our logic-based calculus, when
used for generating natural language explanations.

In particular, for a subset of target classes identified by
Jain et al. [8], we: i) collect the set of YAGO3-10 resources
belonging to the class; ii) compute a relevant CS of all
resources in the set; iii) generate an explanation from the
LCS, by training Google Gemini APIs.

The results of this experiment are shown in Table 2: for
an experiment level (in column 1), YAGO3-10 target classes
(labeled in column 2) are explained by first computing one—
relevant—CS for them and then verbalizing its content by
training Google Gemini APIs (in column 3).

We notice that explanations in the third column include not
only the trivial information at the basis of the classification
(e.g., the fact that all resources of type person are persons,
in the first row), but also other relevant commonalities in the
target classes, when present (we highlighted in yellow such
information).

This experiment demonstrates that the combination of our
logic-based calculus with a NLG service (in this case Gemini-
1.5-Flash) may be considered a general-purpose tool for

10https:// docs.python.org/3/library/tkinter.html
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similarity explanation, agnostic to the mechanism forming
groups of resources.

IX. RELATED WORK

LISE is a modular system combining heterogeneous capabil-
ities. Thus, it is rather difficult to compare LISE to systems
and approaches addressing the whole process for logic-
based interactive explanation of similarity. For this reason,
in what follows we address in four separate sections the
comparative analysis of LISE with related literature and
systems. In Section IX-A we analyze alternative approaches
to RDF embedding, which is at the basis of LISE Machine
Learning Component. In Section IX-B we compare our logic-
based approach to clusters explanation to existing literature.
Then, in Section IX-C we discuss related work on Natural
Language Generation from RDF. Finally, main alternative
interactive clustering approaches in the state of the art are
shown in Section IX-D.

A. KNOWLEDGE GRAPH EMBEDDINGS

The integration of knowledge graphs with machine learning
techniques presents certain challenges due to their symbolic
nature [7], which entails three main issues: computational
efficiency, data sparsity, and feature engineering [26].
Traditional machine learning algorithms require numerical
feature vectors as input, which do not naturally capture
the structured background knowledge [7], [26]. To address
this issue, knowledge graph embeddings have emerged as
a powerful approach, enabling the representation of entities
and relations in a lower-dimensional vector space while
preserving the structural and semantic properties of the
graph. In the literature, various embedding models have been
proposed. Among these, distance-based models [27] include
approaches such as TransE [28] and RotatE [29], which rely
on geometric transformations like translation and rotation to
represent entities and relationships as vectors. These models
are effective in capturing the structural properties of the graph
[27].

When the objective is to capture semantic similarities,
an alternative class of models often builds upon language
modeling approaches [7]. Among these, DeepWalk [30],
node2vec [31], and RDF2Vec [6] are widely used for
embedding knowledge graphs. They all treat entity sequences
analogously to sentences in natural language, by extending
language modeling approaches such as Word2Vec.

DeepWalk learns latent representations by performing
truncated random walks on the graph, encoding social
relationships within a continuous vector space. The algorithm
comprises two main components: a random walk generator
and an update mechanism that employs the SkipGram
model in conjunction with the Hierarchical Softmax method.
DeepWalk also presents two variations: i) a “Streaming”
approach, which incrementally updates the model in real-time
without requiring the entire graph; ii) a “Non-random walks”’
approach, which substitutes random walks with structured
sequences (e.g., web navigation). This method aligns with
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language modeling principles and can be combined with
the “Streaming” approach for scalable learning on evolving
graphs [30].

node2vec generates fixed-length random walks starting
from a source node. Unlike traditional search methods
such as Breadth-First Search (BFS) and Depth-First Search
(DFS), which represent extreme sampling approaches,
node2vec’s biased random walks allow for a flexible trade-
off between them. Furthermore, compared to pure BFS
and DFS approaches, node2vec demonstrates computational
efficiency, optimizing both memory resources and execution
time [31].

RDF2Vec, like DeepWalk and node2vec, converts the data
graph into sequences of entities, which are then treated as
sentences for training a neural language model. This enables
the representation of each entity in the RDF graph as a vector
in a continuous latent feature space. RDF2Vec proposes two
main approaches for converting graphs into sets of entity
sequences: graph walks and Weisfeiler-Lehman Subtree RDF
Graph Kernels. Unlike node2vec and DeepWalk, which
primarily rely on the Skip-gram model, RDF2Vec allows the
use of the Continuous Bag of Words (CBOW) model from
Word2Vec. Additionally, while DeepWalk and node2vec,
primarily rely on random walk strategies (with variations
such as real-time walks for DeepWalk and optimized
random walk for node2vec), RDF2Vec provides flexibility
in defining various custom walking strategies [7]. Another
key distinction is that while the efficiency of DeepWalk
and node2vec is specifically demonstrated for tasks like
classification or prediction, as outlined in their respective
papers ([30], [31]), RDF2Vec has been shown to be effective
not only for these tasks but also for document modeling and
recommender systems, without requiring retraining of the
embedding models [6].

B. LOGIC-BASED EXPLANATION OF CLUSTERS

There have been several attempts to describe the result
of a clusterization in terms of the original properties of
items—i.e., not relying on their embeddings. One of the most
recent ones regards explaining the results of the particular
clusterization method of k-means [32] by referring to a
decision tree whose nodes contain value comparisons of an
original property, and whose leaves refer to the obtained
clusters. Since items in ‘“‘grey zones” far from cluster
centroids tend to make the tree far too complex to be
used as an explanation, the authors propose to eliminate
from each cluster enough such ambiguous items so that
the tree size becomes sufficiently small to present the tree
as an understandable explanation of all the decisions that
lead to the clusterization of most of the elements. Since
there is a computationally intractable tradeoff between the
number of eliminated elements and the significance of the
remaining (clustered) ones, approximation schemes have
been proposed [33] to reach a computationally feasible
tradeoff. Since the decision tree represents only the relevant
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TABLE 2. Automated explanation of the commonalities of clusters expected in YAGO3-10 [8]. Common characteristics found by LISE, in addition to the
ones of the ground truth, are highlighted in yellow.

Experiment Classes Gemini verbalization of LCS
person The entity is a person.
Level-1 organization The thing is a wordnet organization.

body_of_water

The resource is a body of water and it is located in a certain
place.

product

The thing is a type of product.

Level-2-organization

institution

The resource identified by ’https://rdflib.github.io/.well-
known/genid/rdflib/Nbf8521b7039744bf963998a0854744a3’
is a type of institution and also a type of organization
according to YAGO knowledge base.

musical_organization

The resource is a musical organization and an organization.
It also is a type of an entity, a further specification of the re-
source’s type.

party

The entity is a wordnet organization and a wordnet party.

enterprise

The entity is a type of organization and it is also a type of
enterprise.

nongovernmental_organization

The entity is a non-governmental organization, an organiza-
tion, and is a type of _another entity_.

stream The entity is a type of wordnet stream and a type of wordnet
body of water. This entity is located in another entity, which
Level-2-body_of_water in turn is located in a third entity.
lake The entity is located in a certain place, is a lake, is a body of
water, and is also an instance of a certain type.
ocean The entity is of type a thing, is also of type ocean, and is also
of type body of water. The entity is located in a certain place.
bay The thing is a type of something, is located in a place, is a
type of bay, and is a type of body of water.
sea The entity is a sea and a body of water. This entity is located
in a certain place.
artist The resource identified by the
URI "https://rdflib.github.io/.well-
Level-2-person known/genid/rdflib/N6¢c50558e059e4eca840966f4f23b0ae6"
is a wordnet artist and a wordnet person.
politician The resource identified by rd-
flib/Nde2d75853938467facf8a8b974800bfe’ is a person
and a politician.
scientist The individual identified by the ID
"Nb9t6163212b54893ab9827fd82fb2e02’ is a scientist
and a person.
officeholder The thing identified by the URI "https://rdflib.github.io/.well-
known/genid/rdflib/Ncc4fa3afdb20496fael1a55113021034a°
is a type of office holder and is also a type of person.
writer The subject, a specific instance, is a writer and a person.
journalist The resource is a journalist, a writer and a person.
poet The entity is a poet, a person, and a writer. Additionally, the
Level-3-person-writer entity is also another entity.
novelist The subject is a person, a type of entity, a writer, and a
novelist.
scriptwriter The individual is a person, a writer, and a script writer.
dramatist The entity is a type of something, a dramatist, a writer, and a
person
essayist The resource is a person, a type of entity, a writer, and an
essayist.
biographer The individual is a biographer, a writer, and a person.
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TABLE 2. (Continued.) Automated explanation of the commonalities of clusters expected in YAGO3-10 [8]. Common characteristics found by LISE,

in addition to the ones of the ground truth, are highlighted in yellow.

painter The entity is a type of artist, a type of painter, a type of person
and also a type of something else.
Level-3-person-artist sculptor The entity has a gender, is a person, a sculptor, an artist and
also another type.
photographer The resource is a photographer, an artist and a person.
illustrator The entity is a person, an artist, and an illustrator. This entity
also has a gender, and is an instance of a certain type.
printmaker The entity is a wordnet artist, and also a type of person, and

also a printmaker. The entity also has a gender, which is a
further unspecified entity.

hockey_player

Level-3-person-player

The resource identified by 'rd-
flib/N1dc1914e62af4ecaa9e10260acd961c4’ is a hockey
player and a person.

soccer_player

The entity is a person and a soccer player.

ballplayer

The individual is a person and a ballplayer. The individual is
also a thing and is male.

volleyball_player

The individual identified by the unique identifier is a volley-
ball player and a person.

golfer The resource is a type of thing, a person, and a golfer.
social_scientist The individual is a social scientist, a scientist, and a person.
biologist The individual is a scientist, a person, and a biologist.
Level-3-person-scientist physicist The individual is a person, a scientist, and a physicist.
mathematician The entity is a person, and is also a mathematician, a scientist.
chemist The individual is a scientist, a chemist, and a person.
linguist The entity is a type of a thing, has a gender, is a person, is a
scientist, and is a linguist.
psychologist The individual is a psychologist, a person, and a scientist. The
individual also is an instance of something else.
geologist The individual is a scientist, a geologist and a person. This

individual is located in a place and has a gender.

computer_scientist

The resource is a person, a type of entity, a scientist, and a
computer scientist; additionally, it has a gender, which is an
unspecified characteristic.

research_worker

The entity is a scientist, a research worker, and a person. It
also has a type, represented by a blank node, and a gender,
which is also represented by a blank node.

comparisons made to obtain the clusters, this methodology
directly rules out contextually irrelevant information—
common to all items in all clusters. We note, however, that
such a proposal refers only to the k-means method, while
LISE, being model-agnostic, may use any other clusterization
method, e.g., dendrograms, hence LISE needs ways to
describe clusters that are model-agnostic too, as the CS-based
approach. Moreover, properties that are irrelevant for the user,
if eliminated from the decision tree, may destroy its structure.

Regarding similar approaches for describing a set of
resources in a knowledge graph, we mention the approach
by Amendola er al. [17]. The authors collect common prop-
erties of a set of resources, not obtained through clustering,
based on algebraic techniques quite different from the
ones we employ here, and report a worst-case exponential
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size of the description of common characteristics. Such
a result applies also to the LCS proposed here; however,
in a subsequent study Coluccietal. [13] show that for
real knowledge graphs such as DrugBank, this worst case
does not show up, which means that the study of the
computational complexity of worst-case sizes of LCS for
available knowledge graphs will need further research.

C. NLG FROM RDF

The third LISE component integrates a previously proposed
tool([19], [20]) for Natural Language Generation from RDF.
It is a template-based tool, designed according to well-
established guidelines for NLG [34] and addressing Data-
to-Text generation problem [35], i.e., the task of generating
human-readable text from structured inputs.
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In their systematic review of Data-to-Text NLG,
Osuji et al. [36] clarify the heterogeneous nature of such
inputs and identify RDF as the second most frequent data
type in the analyzed literature. In particular, 27 papers
out of the 223 reviewed address NLG from the RDF-to-
Text perspective; most of them work on the dataset for the
WebNLG challenge [37]. This dataset offers a benchmark of
English (and also German and Russian in its last edition [38])
sentences verbalizing RDF triples. The challenge ranks
competitors based on their ability to generate text similar to
baseline sentences; no emphasis is placed on the ability to
improve the relevance of generated explanations.

Osuji et al. [36] also point out the lack of naturalness
and the growing obsolescence of template-based approaches,
suggesting generative models as alternative solutions. Such
models include both statistical systems, based on probabilis-
tic generative models, and neural systems, enabled by the
advent of deep learning.

Lin et al. [39] survey most relevant approaches to neural
Data-to-Text NLG, and identify a specific class of KG-to-
text datasets and approaches. The survey also collects most
popular evaluation metrics for Data-to-Text task, divided into
automatic and human categories. Among automatic evalu-
ation metrics, two categories other than lexical similarities
gain attention: semantic equivalence between generated ad
reference text and faithfulness to the input data. Human
evaluation metrics include fluency, faithfulness to the input
and coherence with human writing habits. No collected met-
rics measures the relevance of explanation sentences, which
is considered implicit in the baseline for text generation.
Notably, the occurrence of metrics for evaluating faithfulness
in both automatic and human categories highlights the
importance of avoiding hallucination as side effect of neural
Data-to-Text approaches. Poor faithfulness is in fact listed
in the final challenges inferred from the literature review.
Other open challenges include: the weak controllability
of text generation; the low coverage of input data in the
generated text; the limited diversity of descriptions, due to
an evaluation attitude often guided by lexical similarity; the
loss of structural information in the generated text.

As explained in Section V, LISE NLG Component
produces a text to be rated by users in the User Interaction and
Feedback Loop module, for the collection of user feedback
about explanation relevance. To this aim, all issues mentioned
above represent an obstacle to the immediate implementation
of a neural Data-to-Text approach in LISE. In particular,
LISE needs to collect user feedback only on text faithful
to the input data (not subject to hallucination) and with
the highest possible coverage of input data. Moreover, the
feedback collection process highly benefits from a controlled
and structured text and the user experience is affected by the
adequacy of description diversity. Lin ef al. [39] suggest to
address part of the issues above through the incorporation
of background knowledge in the text generation process
and the improvement of encoding techniques. In our future
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work, LISE would move towards this direction, stemming
from its logic-based nature, supporting both the formalization
of a background knowledge and the improvement in the
embedding process.

At the present stage, LISE implements a tool for
RDF similarity explanation, with several distinguishing
features w.r.t. alternative template-based approaches. To our
knowledge, it uniquely manages blank nodes, essential for
abstracting multiple triples with a shared predicate/object.
More critically, it leverages blank nodes to connect triples
reaching the same recognized object. Finally, our method
goes beyond basic triple sets to explain RDF graphs that
are logically calculated to encapsulate the shared features of
resource groups. This significantly enhances the informative
power of the produced explanation, intimately linked to the
computational logic-based nature.

D. INTERACTIVE CLUSTERING

Clustering is an unsupervised learning model often used to
uncover hidden patterns within datasets. However, automatic
clustering does not always reflect the user’s needs. The
subjectivity of clustering is a consequence of its dependence
on user interpretation and contextual understanding. User
intervention can, in fact, enhance clustering quality by split-
ting data into meaningful groups [1]. This method, known as
interactive clustering, incorporates human knowledge at the
stages where the ability to make decisions is required in the
clustering process. Integrating human expertise in clustering
not only improves the accuracy and interpretability of results
but also ensures they are tailored to specific user needs and
application contexts [40].

At the state of the art, LISE can be classified as context-
independent and clustering model-independent, indeed,
according to the definitions provided by Neubauer et al. [40],
LISE can be applied to different datasets, as long as they are
of the same data type, and is compatible with any clustering
algorithm, whether it is based on partitioning, hierarchical
methods, density-based approaches, or others.

Self et al. [41] define two possible ways of user-algorithm
interaction: parametric interaction and observation-level
interaction. In the first, users directly specify or modify
the parameters of the algorithm, thus influencing the results
obtained by that model. In the second, users interact with the
results by engaging with individual data elements through
an interactive graphical tool, providing feedback on errors
or offering suggestions to improve the outcomes in line
with their goals [41]. Building upon these definitions,
LISE combines both interaction modes. Specifically, users
can assign a subjective score to pieces of explanation
for each cluster, indicating how informative each sentence
is. This represents an observation-level interaction. Once
predicted by a regression model, these scores are fed into the
embedding generation algorithm, refining the embeddings
and, consequently, improving the clustering process to better
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align with user needs. In this way, LISE also constitutes a
parameter-level interaction.

Bae et al. [1] identify several interaction operations com-
monly used to enhance user-machine interaction. These
include visualizing clusters, modifying the number of clusters
(e.g., by removing, splitting, or adding them), and refin-
ing generated clusters by correcting errors, manipulating
features, selecting data for clustering, or incorporating
constraints. Additionally, the primary methods described
for integrating user feedback involve directly modifying
the cluster substructure, adjusting similarity functions and
parameters, or employing constrained-clustering algorithm.
In LISE, however, user feedback does not directly influence
the clustering process. Instead, it affects the embeddings,
which then affects the clusters. Consequently, in line with
the interaction operations defined in the literature [1], LISE
enables users to refine clusters indirectly. By leveraging
natural language explanation, the tool remains accessible
even to non-experts in clustering and data analysis, without
requiring the user to manipulate clustering parameters or
understand data distribution to directly modify clusters.

X. CONCLUSION

This paper introduces LISE, a modular, logic-based system
for generating interactive and explainable similarity expla-
nations over clusters of RDF data. Addressing the opacity
and subjectivity inherent in embedding-based clustering of
knowledge graph resources, LISE integrates four main com-
ponents: a Machine Learning Component utilizing RDF2Vec
embeddings, a Logic-based Component computing relevant
commonalities through Least Common Subsumers (LCS), a
Natural Language Generation (NLG) Component for human-
readable explanations, and a User Interaction and Feedback
Loop module that closes the loop through feedback-driven
embedding refinement.

LISE advances the state-of-the-art in Explainable Artificial
Intelligence (XAI) by providing a post-hoc, model-agnostic
explanation mechanism tailored to RDF resources. Its
user-centric design enables dynamic adaptation to domain-
specific notions of relevance, while its logical underpinnings
ensure that generated explanations remain grounded in the
semantics of the data. Experimental evaluations on real-world
datasets such as DrugBank and YAGO3-10 demonstrate
LISE’s capability to deliver precise, relevant, and cognitively
accessible explanations that address some of the issues typical
of LLM-based approaches, such as faithfulness and user
alignment.

Future work will be directed toward further integrating
large language models for flexible yet controllable NLG,
while preserving the system’s modular and interactive
architecture. Also, a comparative analysis of state-of-the-
art embedding models and clustering methods is ongoing,
according to their ability to keep semantics of RDF resources,
measured on CS-based metrics.

Moreover, a campaign for testing LISE on real end users
will be designed to evaluate the improvement introduced

90124

by the feedback mechanism in terms of information-
conservativeness of embeddings. Finally, an evaluation of
models for weight prediction will be performed, possibly
on real data coming from the campaign above; alternatively
synthetic datasets of user votes will be generated for this

purpose.

In addition, we plan to explore the application of LISE in
other knowledge domains, such as IoT, sensor networks, and
Autonomous Aerial Vehicles (AAVs), which we identified as
promising areas for experimentation and validation.

APPENDIX A
RUNNING EXAMPLE DETAILS
A. DRUGS LIST

List of the labels for drugs grouped in the cluster of 20 items
used as running example:

["Methyl Nonanoate (Ester) [drugbank:DB01631]"]

["3-(10-METHYL-ANTHRACEN-9-YL) -PROPIONIC ACID
[drugbank:DB07371]"]

[" 5-BETA-ANDROSTANE-3, 17-DIONE [drugbank:DB07375]"]

["3-{[(9-CYANO-9, 10-DIHYDRO-10-METHYLACRIDIN-9-YL) CARBONYL]
AMINO}PROPANOIC ACID [drugbank:DB07441]’]

[ TRANS-2- (DIMETHYLPHENYLSILYL) -PIPERIDINE-N-OXIDE
[drugbank:DB07672]" ]

[ FLUORESCIN [drugbank:DB07764]"]

["N—- (P-CYANOPHENYL) -N’ -DIPHENYLMETHYL-GUANIDINE-ACETIC ACID
[drugbank:DB07816]"]

["N-{[2-({[1- (4-CARBOXYBUTANOYL) AMINO] -2-PHENYLETHYL} -
HYDROXYPHOSPHINYL) OXY]ACETYL}-2-PHENYLETHYLAMINE
[drugbank:DB07881]" ]

[’ (2-AMINO-3-PHENYL-BICYCLO[2.2.1]HEPT-2-YL) -
PHENYL-METHANONE [drugbank:DB07883]"]

["(1S,25,5S)2- (4-GLUTARIDYLBENZYL) -5-PHENYL-1-CYCLOHEXANOL
[drugbank:DB07909]" ]

[72-(4-HYDROXY-3-NITROPHENYL)ACETIC ACID [drugbank:DB08294]"]

[’ 5- (PARA-NITROPHENYL PHOSPHONATE)-PENTANOIC ACID
[drugbank:DB08296]" ]

["[2"-CARBOXYLETHYL] -10-METHYL-ANTHRACENE ENDOPEROXIDE
[drugbank:DB08332]1"]

[ PARA-NITROPHENYL PHOSPHONOBUTANOYL D-ALANINE
[drugbank:DB08377]" ]

[ PARA-NITROPHENYLPHOSPHONOBUTANOYL-GLYCINE
[drugbank:DB08394]" ]

["4-NITRO-BENZYLPHOSPHONOBUTANOYL-GLYCINE
[drugbank:DB08409]" ]

[ PARA-NITROBENZYL GLUTARYL GLYCINIC ACID
[drugbank:DB08410]" ]

[ PARA-NITROPHENYL PHOSPHONOBUTANOYL L-ALANINE
[drugbank:DB08411]" ]

[ 6-{4-[HYDROXY- (4-NITRO-PHENOXY)-PHOSPHORYL] -BUTYRYLAMINO}
—HEXANOIC ACID [drugbank:DB08412]’]

["4-(4-STYRYL-PHENYLCARBAMOYL) -BUTYRIC ACID
[drugbank:DB08562]" ]

B. COMMON SUBSUMER
Triple set of the CS computed for the cluster of 20 items used
as running example'!:

_:NO51fcccled784116b8lef242a55fa7e9 drugbank_vocabulary:target
bio2rdf:drugbank:BE0002815,
_:Nd1f0fe43c49442358800904774a0d0b9 ;
drugbank_vocabulary:type
drugbank_vocabulary:Small-molecule .

bio2rdf:drugbank:BE0002815 a drugbank_vocabulary:Target ;
drugbank_vocabulary:gene-name "IGHGL" ;
drugbank_vocabulary:locus "14g32.33" ;
drugbank_vocabulary:molecular-weight "36106.0" ;

1We recall that all identifiers starting with _: . . . denote a blank node.
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drugbank_vocabulary:name "Ig gamma-1 chain C region" ;
drugbank_vocabulary:organism "Human" ;
drugbank_vocabulary:theoretical-pi "8.31" ;
drugbank_vocabulary:transmembrane-regions "None" ;
drugbank_vocabulary:x-genatlas bio2rdf:genatlas:IGHGL ;
drugbank_vocabulary:x-hgnc bio2rdf:hgnc:H5525 .

bio2rdf:genatlas:IGHGl a bio2rdf:genatlas_vocabulary:Resource .

bio2rdf:hgnc:H5525 a bio2rdf:hgnc_vocabulary:Resource .

_:N146b9%a045ddfd4ec9c9c6dbelle91dla a
bio2rdf:hgnc_vocabulary:Resource .

_:Nd1f0fe43c49442358800904774a0d0b9 a
drugbank_vocabulary:Target ;
drugbank_vocabulary:gene—name
_:N7189d4b2ea9f4ba2bd0bedfe80189c81 ;
drugbank_vocabulary:locus
_:Nb78bdel76a8e47ddb2f151d6eadlcdbs ;
drugbank_vocabulary:molecular-weight
_:Ne092240093b9404abcfa078df2087072 ;
drugbank_vocabulary:name
:Ndb0ad9566d054b72alebbla77bd259dd ;
drugbank_vocabulary:organism "Human" ;

drugbank_vocabulary:theoretical-pi
_:N7baaec9e4a29495f9¢c9605908b7%9a552 ;
drugbank_vocabulary:transmembrane-regions "None" ;
drugbank_vocabulary:x-hgnc
_:N146b9%9a045ddfddec9c9cbd6elle9dld9a .

APPENDIX B
USE CASE SETTINGS AND RESULTS
A. STOP-PATTERNS

The set of stop-patterns adopted in the use case is defined by
all triples <s p o> that satisfy at least one of these conditions:

e p € {dct : description,
dct : identifier,
dct : title,
rdfs : label,
rdfs : seeAlso,
owl : sameAs,
void : inDataset,
bio2rdf _vocabulary : identifier,
bio2rdf _vocabulary : namespace,
bio2rdf _vocabulary : uri,
bio2rdf _vocabulary : x — identifiers.org,
drugbank_vocabulary : id,
drugbank_vocabulary : brand,
drugbank_vocabulary : carrier,
drugbank_vocabulary : clearance,
drugbank_vocabulary : dosage,
drugbank_vocabulary : group,
drugbank _vocabulary : indication,
drugbank_vocabulary : manufacturer,
drugbank_vocabulary : patent,
drugbank_vocabulary : product,
drugbank _vocabulary : synonym,
drugbank_vocabulary : transporter,
drugbank_vocabulary : volume — of — distribution,
drugbank_vocabulary : x — wikipedia,
drugbank_vocabulary : x — ahfs,
drugbank_vocabulary : x — atc,
drugbank _vocabulary : x — bindingdb,
drugbank_vocabulary : x — chebi,
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drugbank_vocabulary : x — chemspider,
drugbank_vocabulary : x — genbank,
drugbank_vocabulary : x — gtp,
drugbank_vocabulary : x — iuphar,
drugbank_vocabulary : x — kegg,
drugbank_vocabulary : x — ndc,
drugbank_vocabulary : x — pdb,
drugbank_vocabulary : x — pharmgkb,
drugbank_vocabulary : x — pubchemcompound,,
drugbank_vocabulary : x — pubchemsubstance,
drugbank_vocabulary : x — uniprot,

drugbank_vocabulary : calculated — properties,

drugbank_vocabulary : experimental — properties}
e p=rdf :typeand o €

{owl : Class,

owl : ObjectProperty,

owl : DatatypeProperty,

drugbank _vocabulary : Resource,

drugbank_vocabulary : Substructures,

drugbank_vocabulary : Drug}

B. USE CASE UNINFORMATIVE TRIPLES

The set of uninformative triples adopted in the use
case is defined by all triples <s p o> that satisfy at
least one of the following conditions, where o has no
successors:

o p € {rdf : type,
rdfs : seeAlso,
rdfs : subClassOf ,
rdfs : label,
drugbank_vocabulary : type,
rdf : value,
drugbank_vocabulary : substructure,
drugbank_vocabulary : name,
drugbank_vocabulary : organism}
e pis a blank node

C. CS OF CLUSTER 155

We show below in Turtle syntax the CS computed for Cluster
155 in the use case:

_:N0dc1986d053847d8b5ee356633e52bee
drugbank_vocabulary:target bio2rdf:drugbank:BE0001072,

_:N77641c53264948£997835538e09bef42 ;
drugbank_vocabulary:type
drugbank_vocabulary:Small-molecule .

bio2rdf:drugbank:BE0001072 a drugbank_vocabulary:Target ;

drugbank_vocabulary:gene-name "CDK2deltaT" ;
drugbank_vocabulary:general-function "Involved in protein
kinase activity" ;
drugbank_vocabulary:molecular-weight "30061.0" ;
drugbank_vocabulary:name "Cyclin-dependent kinase 2" ;
drugbank_vocabulary:organism "Human" ;
drugbank_vocabulary:specific-function "ATP + a protein
= ADP + a phosphoprotein” ;
drugbank_vocabulary:theoretical-pi "9.76" ;
drugbank_vocabulary:transmembrane-regions "None" ;
drugbank_vocabulary:x—genatlas
bio2rdf:genatlas:CDK2deltaT ;
drugbank_vocabulary:x-genecards
bio2rdf:genecards:CDK2deltaT ;
drugbank_vocabulary:x-gi bio2rdf:gi:3551191 ;

90125



lE E E ACCGSS S. Colucci et al.: LISE: A Logic-Based Interactive Similarity Explainer for Clusters of RDF Data

drugbank_vocabulary:x-hgnc bio2rdf:hgnc:H1771 . ‘“‘Human’’ .
bio2rdf:genatlas:CDK2deltaT a
bio2rdf:genatlas_vocabulary:Resource . bio2rdf:drugbank:BE0002408 drugbank_vocabulary:organism
‘‘Human’’ .

bio2rdf:genecards:CDK2deltaT a
bio2rdf:genecards_vocabulary:Resource

bio2rdf:gi:3551191 a bio2rdf:gi_vocabulary:Resource

F. CS OF CLUSTER 155 PRUNED OF IRRELEVANT

INFORMATION

We show below in Turtle syntax the CS of Cluster 155 pruned
of irrelevant information (knowledge common to the entire

grﬂggziiii iziifiiiglii;’ o 8‘::0%6“2 a dataset or already present in user personal knowledge

drugbank_vocabulary:gene-name graph):
_:N7144a57£286046alaa575£99277663cc ;
drugbank_vocabulary:general-function

bio2rdf:hgnc:H1771 a bio2rdf:hgnc_vocabulary:Resource

_:N0840f5adacb643579e3de31dc04215a3 a
bio2rdf:hgnc_vocabulary:Resource

_:N0dc1986d053847d8b5ee356633e52bee

_:N45f1c374d5104b8d9%44712619800ee64 ; drugbank_vocabulary:target
drugbank_vocabulary:locus bio2rdf:drugbank:BE0001072,
_:N566747c11c704cb48e250c8fe0699303 ; _:N77641c53264948£997835538e09bef42
drugbank_vocabulary:molecular-weight

_:N3c091287974e48a193a5f6e71£94ff40 ; bio2rdf:drugbank:BE0001072 a drugbank_vocabulary:Target

drugbank_vocabulary:name drugbank_vocabulary:gene—-name "CDK2deltaT"

:Nfe26a02b810c490da652541d4452aa9f ; drugbank_vocabulary:general-function "Involved in

;
drugbank_vocabulary:organism "Human" protein kinase activity" ;

drugbank_vocabulary:specific-function
:N746dcl442eblddce9a7ed9e47dd43999 ; drugbank_vocabulary:name "Cyclin-dependent kinase 2"
drugbank_vocabulary:specific-function "ATP + a protein

drugbank_vocabulary:molecular-weight "30061.0" ;

drugbank_vocabulary:theoretical-pi
_:N2301def9de3a44679942343cf24d20da ; = ADP + a phosphoprotein" ;
drugbank_vocabulary:transmembrane-regions "None" drugbank_vocabulary:theoretical-pi "9.76" ;
drugbank_vocabulary:x—-genecards drugbank_vocabulary:transmembrane-regions "None" ;
_:Nd2ad488d8fe84552af6cde898989fd5a ; drugbank_vocabulary:x-genatlas
drugbank_vocabulary:x-gi bio2rdf:genatlas:CDK2deltaT ;
_:Nb5c139635dfb47cdb5e7efb5895ed5bd ; drugbank_vocabulary:x-genecards
drugbank_vocabulary:x-hgnc bio2rdf:genecards:CDK2deltaT ;
_:N0840f5adacb643579e3de31dc04215a3 . drugbank_vocabulary:x-gi bio2rdf:gi:3551191 ;
drugbank_vocabulary:x-hgnc bio2rdf:hgnc:H1771
_:Nb5c139635dfb47cdb5e7efb5895ed5bd a

bio2rdf:gi_vocabulary:Resource bio2rdf:genatlas:CDK2deltaT a

bio2rdf:genatlas_vocabulary:Resource .

_:Nd2ad488d8fe84552af6cde898989fd5a a

bio2rdf/genecards_vocabulary:Resource bio2rdf:genecards:CDK2deltaT a

bio2rdf:genecards_vocabulary:Resource .

bio2rdf:gi:3551191 a bio2rdf:gi_vocabulary:Resource

D. CS OF THE ENTIRE DATASET

We show below in Turtle syntax the CS of the entire dataset
of drugs (in our use case all with a small molecule structure) —:N0B40f5adach643579e3de31dc04215a3 a
which undergo the clustering process: prozrafihane vocabularyiesource

bio2rdf:hgnc:H1771 a bio2rdf:hgnc_vocabulary:Resource .

_:N77641c53264948£997835538e09%bef42 a
_:N469a9065937b4£73a25076£e400b2502 drugbank_vocabulary:Target ;

. drugbank_vocabulary:gene—-name
drugbank_vocabulary * type _:N7144a57£f286046alaa575£99277663cc ;
drugbank_vocabulary:Small—molecule. drugbank_vocabulary:general-function

_:N45f1¢c374d5104b8d944712619800ee64 ;
drugbank_vocabulary:locus

E. USER PERSONAL KNOWLEDGE GRAPH _iN566747c110704cb48e250c8£€0699303 ;
. . d bank. bul :mol lar-weigh
We show below in Turtle syntax a portion of the personal e e
knowledge graph of a hypothetical user involved in the drugbank_vocabulary:name
. :Nfe26a02b810c490da652541d4452aa9f ;
use case. The user is supposed to know that all targets of ey cleay S eea
rugbank_vocabulary:specific-function
drugs collected in Cluster 155 act on human organism. This _:N746dc1442ebl44ce9aTed9e47dd43999
. . . d. bank. bul :th i 1-pi
knowledge is expressed by modeling one triple for each target e o
involved in the cluster; due to the lack of space, we show only drugbank_vocabulary:transmembrane-regions "None" ;
. . drugbank_vocabulary:x—-genecards
the first four triples of the personal knowledge graph, for the 248808 fa8 45520 E60den08989Ed5a

sake of example. drugbank_vocabulary:x-gi
_:Nb5c139635dfb47cdb5e7efb5895edSbd ;
drugbank_vocabulary:x-hgnc
bio2rdf:drugbank:BE0000042 drugbank_vocabulary:organism _:N0840f5adacb643579e3de31dc04215a3
*‘Human’’ .
_:Nb5c139635dfb47cdb5e7efb5895ed5bd a
bio2rdf:drugbank:BE0001072 drugbank_vocabulary:organism bio2rdf:gi_vocabulary:Resource
“‘Human’’ .
_:Nd2ad488d8fe84552af6cde898989fd5a a
bio2rdf:drugbank:BE0002281 drugbank_vocabulary:organism bio2rdf:genecards_vocabulary:Resource .
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