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Abstract— The evolution of metering technologies has en-
abled the collection of a vast amount of energy consumption
data, offering new opportunities for more efficient energy man-
agement. While utility providers increasingly leverage machine
learning and data visualization to simplify and optimize data
analysis, current systems often present barriers in understand-
ing collected data. This paper introduces a novel multi-agent
architecture that integrates Large Language Models (LLMs)
to enhance the interpretability of smart meter data. Developed
within the Digital Enterprise initiative by Lutech S.p.A., the
proposed framework enables natural language interactions and
the generation of energy-related reports. An early evaluation
has been conducted through a series of basic interaction tests,
demonstrating the feasibility of the approach and its potential
to improve data-driven decision-making.

I. INTRODUCTION

Energy systems have rapidly evolved thanks to novel
metering technologies providing real-time granular energy
consumption measurements. These devices generate vast
amounts of data that can be analyzed to extract valuable
insights useful for utility providers, policymakers, and final
consumers. As metering data are essential for building more
resilient energy infrastructures, integrating Internet of Things
(IoT) devices for data collection and big data analytics
services [1] allows creating intelligent energy ecosystems.
Current platforms for smart meter data analytics exploit ad-
vanced data processing techniques, usually based on Machine
Learning (ML) models, and visualization tools to identify
usage patterns, optimize energy distribution and forecast
energy consumption [2]. By analyzing energy usage trends,
energy suppliers can implement dynamic pricing strategies,
detect anomalies such as electricity theft, and optimize the
integration of renewable energy sources. From the provider’s
perspective, smart meter data analytics presents a valu-
able opportunity to enhance operational efficiency. However,
leveraging data effectively also comes with significant chal-
lenges [3], particularly in integrating visualization and pro-
cessing techniques to generate context-based recommenda-
tions that make energy usage patterns, peak demand periods,
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and cost-saving steps quickly actionable. Further challenges
include extracting meaningful features from noisy and high-
dimensional datasets, applying effective data summarization
techniques, and designing human-oriented interfaces that
support intuitive understanding and user engagement. The
exploitation of generative Artificial Intelligence (AI) tools
and Large Language Models (LLMs) in data analytics rep-
resents a novel approach in how insights are generated from
large silos of raw data [4]. As demonstrated in [5], [6],
these technologies enable more intuitive and personalized
experiences for both energy suppliers and utility providers,
making data-driven decision-making more effective.

In this perspective, the paper presents a multi-agent archi-
tecture for smart meter data analysis that leverages LLMs
to process and interpret energy consumption data. The main
goal of the proposed approach is to introduce novel Al-driven
functionalities that enable users to: (i) interact with smart
meter data through simple queries in natural language; (ii)
generate consumption reports explaining trends and identi-
fying energy inefficiencies; (iii) receive personalized energy-
saving suggestions based on real-time data. The framework
has been designed as part of the Digital Enterprise project
coordinated by Lutech S.p.A.. This initiative focuses on
leveraging advanced Al-driven solutions to enhance data
analytics and human-machine interaction in several industrial
sectors, including smart energy management.

The remainder of the paper is organized as follows.
Section II reports on the state of the art about the usage
of Al techniques for energy management. In Section III
the proposed framework is outlined, whereas Section IV
describes a case study and provides early experimental
results. Conclusion and future work close the paper.

II. RELATED WORK

Traditionally, the analysis of energy consumption data has
been performed using statistical methods and ML algorithms
for tasks such as load forecasting [7], anomaly detection
[8] and customer segmentation [9]. Recent studies [10] have
shown that LLMs can also be highly effective in analyz-
ing time-series data, particularly when utilizing advanced
text conversion techniques. Other works [11], [12] have
investigated the use of LLMs for integrating heterogeneous
data sources (e.g., weather and sensor data) with energy
consumption readings to provide contextualized insights.
Despite their potential, the adoption of LLMs in energy
analytics remains at an early stage. In smart energy scenarios,



LLMs can be applied to process and interpret complex con-
sumption data providing results in a human-readable format,
converting raw data into meaningful insights and actionable
tasks [S]. The exploitation of LLMs combined with home
recommendation systems has been also investigated in [13]
in order to optimize energy consumption while ensuring user
comfort in a single residential unit. Benefits of LLMs for
building-level load forecasting have been highlighted in [14]
showing as pre-trained models were able to capture the load
trends also ensuring the explainability of provided results
by generating textual justifications for predictions. Another
relevant trend involves the use of LLMs to perform scenario
analysis and support strategic planning activities at grid level.
Following this vision, LLMs are used in [15] to optimize
power dispatching models and generate strategies consider-
ing the demands of Electric Vehicle (EV) drivers, whereas the
work presented in [16] introduces an LLM-enabled interface
designed to support natural language interactions with power
grid data, providing contextual responses to user queries
related to the electricity infrastructure of the United States.
While the above works demonstrate the benefits of us-
ing generative Al tools to transform quantitative data into
natural language explanations, they generally concern broad
use cases and generic interfaces. No study has specifically
addressed targeted scenarios or operational tasks relevant to
Distribution System Operators (DSOs) and Retail Energy
Suppliers (RESs), whose needs require domain-specific cus-
tomization in order to make smart meter data analysis more
accessible to both grid operators and non-technical users.

III. FRAMEWORK ARCHITECTURE

The proposed architecture implements a Multi-Agent Sys-
tem (MAS) where autonomous agents can collaborate to en-
hance energy management by providing personalized insights
and interactive support to end-users through a Web dashboard
including an LLM-powered conversational assistant. The
framework is inspired by the energy sharing and management
paradigm outlined in [17], based on a multi-level energy
trading system where machine-to-machine communication is
implemented across different interconnected layers between
DSOs and end-users. In particular, Home and Building
Automation (HBA) services, including smart appliances and
meters, aim to optimize individual or aggregated energy
consumption, based on user preferences and contextual con-
ditions [18]. On the other hand, energy suppliers provide
collective coordination to optimize shared energy usage and
manage distributed energy resources, microgrids, and local
generation units to balance supply and demand through peer-
to-peer energy trading.

This work focuses on the application of agentic Al
techniques to support strategic decision-making in energy
management systems. As depicted in Fig. 1, smart meter
devices associated to different residential units periodically
collect energy consumption data through a structured process
involving DSOs and RESs. Although both interact with
consumption data, their roles and data management methods
differ significantly. DSOs are responsible for collection of
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Fig. 1. Multi-agent framework for Al-based energy management systems

energy consumption data and management of the low-voltage
energy distribution network, as well as for the installation and
maintenance of meters at the supply points. Consumption
data is then shared with RESs, representing commercial
entities that supply energy to final customers and handle con-
tractual management and billing on actual readings. Energy
information can be also integrated with external data sources
(e.g., weather conditions, energy tariffs, demand response
programs) enhancing contextual analysis. The automated
processing of large amounts of energy data could bring
significant advantages, especially for operators involved in
distribution or sales processes.

In the proposed approach, metering data are processed
by the multi-agent framework composed of different spe-
cialized agents that collaborate to transform raw data into
actionable insights. A group chat pattern has been used to
enable multiple agents and users to collaborate in a shared
conversational space. Each agent can contribute specialized
tasks while users can ask questions or issue commands in
natural language, according to the workflow depicted in
Fig. 1: (1) energy operators interact with a conversational
agent using a Web dashboard, submitting natural language
queries. The agent allows users to submit requests about
energy data and receive contextual recommendations, en-
abling an intuitive understanding of consumption patterns
and optimization opportunities; (2) the conversational agent
communicates with the chat manager agent that is responsi-
ble for forwarding messages to all other agents involved in
the group. It also orchestrates the conversation, selecting the
next agent to respond based on the context of the discussion;
(3) a data processing agent retrieves energy data from
provider data sources, enabling Retrieval Augmented Gener-
ation (RAG), whereas a predictive analytics agent employs
machine learning techniques to forecast energy consumption
patterns and suggest optimized strategies; (4) finally, the
response generated through this multi-agent interaction is
presented to the operator through the dashboard ensuring
a user-friendly experience. To implement the agent-based
framework, the following technologies have been adopted
to ensure efficiency, scalability, and ease of integration. AG2
[19] (formerly AutoGen) has been used to manage the intel-
ligent agents responsible for data processing and analysis. It



Smart Energy Assistant

This is an Al-based chatbot that uses Large Language Models (LLMs) to generate
responses. The agent analyzes the data collected from the smart meter to

provide more accurate and context-aware responses.

Identify the presence of recurrent usage patterns

To identify recurrent usage patterns from the provided energy data, we
can analyze daily trends and observe any consistent behaviors in power
consumption across multiple days.
1. Early Morning (12:00 AM - 6:00 AM):
o Thereis generally low power usage during these hours, often
below 0.5 kW.
o However, on March 3rd and March 4th, there are anomalies

with spikes at certain times (e.g., 2:00 AM on March 4th shows a
spike to 0.739 kW).
2. Morning (6:00 AM - 9:00 AM):
o Usage tends to increase from around 6:00 AM as the household
becomes active, peaking often around 7:00-8:00 AM.

Fig. 2. Conversational interface for human-agent interaction: example of
a user request and Al assistant response.

allows the definition of modular agents with specific tasks
(ingestion, cleaning, analysis, machine learning) and supports
the orchestration of complex workflows and integration with
other system modules. Ollama (https://ollama.com)
provides a lightweight infrastructure to serve LLMs locally.
While not enough to mitigate all data security risks, local
models enhance privacy by keeping inference on-premises,
reducing reliance on third party clouds. The Phi-4 [20] LLM
has been used for advanced analysis, generating insights,
and assisting with user queries. It is a model provided by
Microsoft and optimized for question answering use cases,
including retrieval, agentic behavior, and chain-of-thought
reasoning. Streamlit (https://streamlit.io) has been
used to create an intuitive and dynamic interface for data
visualization. It allows users to explore datasets, visualize
consumption trends, and interact with analysis results in real-
time. Streamlit also supports the integration with machine
learning modules for anomaly detection and forecasting.

IV. LLM-BASED DATA INTERPRETATION

In the context of the Italian energy market, DSOs in-
stall Generation II (2G) smart meters [21] in residential,
commercial and industrial buildings for measuring electricity
consumption and monitoring energy parameters with detailed
time resolution (every 15 minutes). The collected data is
transmitted to distribution companies using radio frequency
technologies or Power Line Communication (PLC) and is
subsequently stored in integrated information systems, which
serve as data sources for the proposed multi-agent frame-
work. To clarify the proposed approach and demonstrate
its benefits, a case study is presented featuring a sample
interaction involving operators from a DSO and a RES entity
using the system to extract useful insights from the collected

data. A prototypical implementation has been developed,
exposing a Web dashboard consisting of (i) a data visu-
alization section providing real-time and historical energy
consumption charts and (ii) a conversational interface for
human-agent interaction (Fig. 2). A chat-based style has
been used to align the dashboard with common generative
Al platforms. As highlighted in [6], it makes it easier for
potential users to interact with the system by leveraging
familiar communication patterns acquired with similar tools.

The system has been used to validate a set of use cases
involving operators of a DSO company, demonstrating its
effectiveness in supporting the following operational tasks:
DI. Summarization of energy consumption data related
to a specific time period (e.g., hourly, daily or weekly).
Continuous monitoring of load trends enables the identi-
fication of consumption profiles or peak demand events.
Generation of brief data summaries can also be useful
for non-technical operators; D2. Filtering data and support
for data quality assessment. LLMs can be used to detect
and remove outliers, correct erroneous values, and impute
missing data to increase the usability of smart meter data
and provide human-readable feedback about the quality of
available information; D3. Monitoring of operational and
measurement anomalies or general system errors. Identifying
operational issues unrelated to standardized processes is
crucial to ensure operational continuity and measurement
reliability, thus avoiding negative impacts on downstream
or RES processes (e.g., billing and customer complaints);
D4. Explanation of consumption insights and predictive
analytics outputs. Comparing expected consumption pro-
files and actual measurements enables proactive detection
of latent faults, behavioral changes or localized anoma-
lies that may indicate malfunctions in specific delivery
points. Additionally, the integration of forecasting models
with natural language explanations enables a higher level
of interpretability, which is valuable in both operational
and regulatory contexts. Similarly, the following use cases,
focused on practical RES scenarios, have been tested for
validating data interpretation capabilities aimed at customer
support and energy usage optimization: Rl. Visualization of
anomalies in measurements received from DSO. Wrong or
missing values, often caused by delays or disruptions in
data communication flows, can result in misalignment within
billing processes. LLMs can assist back-office personnel in
quickly identifying the root causes and intervening before
data processing; R2. Identification of abnormal consumption
patterns. This capability enables early detection of potential
issues such as energy waste, meter malfunctions or unusual
customer behavior, ultimately supporting more proactive
and efficient customer service; R3. Explanation of temporal
pattern analysis. RESs can identify homogeneous groups
of customers based on their consumption behaviors. These
clusters can then be leveraged to define tailored offerings and
promote energy-efficient behavior. LLMs are employed to
generate semantic descriptions and contextual explanations
of customer segments, making results more accessible for
marketing and sales teams.
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TABLE I
EXPERIMENTAL RESULTS

Query Use case Score Justification
Daily average and peak Average is slightly
D1 0.9 :

power usage for a user (~1-2%) incorrect
Lookup of low outlier D2, R2 10 All outh.er values
values in a range present in the response
Lookup of high outlier All outliers identified,

. D2, R2 0.9 S .
values in a range unsolicited information
Dgtegtlon of D3, RI 1.0 All missing values
missing values present in the response
Detection of D3, R1 1.0 All erroneous values

erroneous values present in the response

A preliminary small-scale evaluation campaign has been
carried out, focusing on the above use cases. A synthetic
dataset [22] has been employed, representing one week of
hourly power consumption for a single user. This choice is
generalizable, as similar data can be retrieved in multi-user
contexts via suitable RAG pipelines, and may alternatively
represent cross-user aggregate usage. The dataset includes
missing entries and anomalous values (e.g., negative or un-
reasonably high readings). The queries listed in Table I have
been submitted to the agent, corresponding to selected DSO
and RES tasks. Responses have been assessed as follows:
the system’s output has been manually compared with the
underlying data, and a score in the [0,1] range has been
attributed depending on its adherence to expected responses,
as personally judged by a human operator. A justification
for the score has also been provided. Results confirm the
system’s effectiveness: retrieval tasks (e.g., detecting missing
data, querying specific days) have been handled flawlessly;
data interpretation tasks, such as identifying outliers or gener-
ating summaries, have also been well supported. Aggregate
statistics have been accurately reported, as allowed by the
synergistic action of the data processing agent and the chain-
of-thought reasoning capabilities of the underlying model.

V. CONCLUSIONS AND FUTURE WORK

The work has explored how LLMs can make energy data
more accessible and useful for DSOs and RESs operators.
Through a multi-agent architecture, users can interact with
smart meter data in a more natural way, asking questions and
receiving clear and useful insights. Early tests on a prototyp-
ical framework implementation have confirmed the approach
can support users for better understanding and managing of
energy data. Future work will focus on integrating additional
LLMs to enhance personalization and improve the quality
of responses. A scalability study on large-scale, multi-user
datasets will be conducted to address practical deployment
concerns in realistic high-volume data scenarios. Finally,
responses will be systematically evaluated through human
assessments, semantic similarity metrics, benchmark datasets
and task-oriented tests to ensure correctness in domain-
specific applications and to assess the perceived usefulness
of generated outputs in real-world contexts.

[1]

[2]

[3]

[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

[13]

[14]

[15]

(16]

[17]

[18]

[19]

[20]

[21]

[22]

REFERENCES

D. Syed, A. Zainab, A. Ghrayeb, S. S. Refaat, H. Abu-Rub, and
O. Bouhali, “Smart grid big data analytics: Survey of technologies,
techniques, and applications,” IEEE Access, vol. 9, pp. 59 564-59 585,
2020.

S. Mitra, B. Chakraborty, and P. Mitra, “Smart meter data analytics
applications for secure, reliable and robust grid system: Survey and
future directions,” Energy, vol. 289, p. 129920, 2024.

D. Said, “A survey on information communication technologies in
modern demand-side management for smart grids: Challenges, so-
lutions, and opportunities,” IEEE Engineering Management Review,
vol. 51, no. 1, pp. 76-107, 2022.

S. Ieva, I. Bilenchi, F. Gramegna, A. Pinto, F. Scioscia, M. Ruta,
and G. Loseto, “Enhancing Last-Mile Logistics: Al-Driven Fleet
Optimization, Mixed Reality, and Large Language Model Assistants
for Warehouse Operations,” Sensors, vol. 25, no. 9, p. 2696, 2025.
H. Shi, L. Fang, X. Chen, C. Gu, K. Ma, X. Zhang, Z. Zhang,
J. Gu, and E. G. Lim, “Review of the opportunities and challenges to
accelerate mass-scale application of smart grids with large-language
models,” IET Smart Grid, vol. 7, no. 6, pp. 737-759, 2024.

S. Ieva, D. Loconte, G. Loseto, M. Ruta, F. Scioscia, D. Marche, and
M. Notarnicola, “A retrieval-augmented generation approach for data-
driven energy infrastructure digital twins,” Smart Cities, vol. 7, no. 6,
pp- 3095-3120, 2024.

N. Abdulla, M. Demirci, and S. Ozdemir, “Smart meter-based energy
consumption forecasting for smart cities using adaptive federated
learning,” Sustain. Energy, Grids and Netw., vol. 38, p. 101342, 2024.
A. Al-Khateeb, N. F. Kamal, H. Alnuweiri, S. Bayhan, and M. B.
Shadmand, “Scalable light-weight anomaly detection for data of
individual smart meters,” in 2024 4th International Conference on
Smart Grid and Renewable Energy (SGRE). 1EEE, 2024, pp. 1-6.
A. S. Jin and K. T. Sanders, “Characterizing residential sector load
curves from smart meter datasets,” Applied Energy, vol. 366, p.
123316, 2024.

Y. Jiang, Z. Pan, X. Zhang, S. Garg, A. Schneider, Y. Nevmyvaka,
and D. Song, “Empowering time series analysis with large language
models: A survey,” in Proceedings of the Thirty-Third International
Joint Conference on Artificial Intelligence, ser. IICAI *24, 2024.

i. Kok, O. Demirci, and S. Ozdemir, “When IoT Meet LLMs:
Applications and Challenges,” in 2024 IEEE International Conference
on Big Data (BigData). 1EEE, 2024, pp. 7075-7084.

M. Shirali, M. F. Sani, Z. Ahmadi, and E. Serral, “LLM-based event
abstraction and integration for IoT-sourced logs,” in Int. Conf. on
Business Process Management. Springer, 2024, pp. 138-149.

S.-V. Oprea and A. Bara, “A Recommendation System for Prosumers
Based on LLMSs,” Sensors, vol. 24, no. 11, p. 3530, 2024.

Y. Zhou and M. Wang, “Empower Pre-Trained Large Language
Models for Building-Level Load Forecasting,” IEEE Transactions on
Power Systems, no. 99, pp. 1-13, 2025.

X. Chen, X. Lu, Q. Li, D. Li, and F. Zhu, “Integration of LLM
and Human-AI Coordination for Power Dispatching with Connected
Electric Vehicles under SAGVNS,” IEEE Trans. on Veh. Technol.,
2024.

S. Jin and S. Abhyankar, “ChatGrid: Power Grid Visualization Em-
powered by a Large Language Model,” in 2024 IEEE Workshop on
Energy Data Visualization (EnergyVis). 1EEE, 2024, pp. 12-17.

Y. Zahraoui, T. Kordtko, A. Rosin, T. E. K. Zidane, H. Agabus, and
S. Mekhilef, “A Competitive Framework for The Participation Of
Multi-Microgrids in The Community Energy Trading Market: A Case
Study.” IEEE Access, 2024.

M. Ruta, F. Scioscia, G. Loseto, A. Pinto, C. Fasciano, G. Capurso,
and E. Di Sciascio, “Internet of Conscious Things: Ontology-Based
Social Capabilities for Smart Objects,” Future Internet, vol. 16, no. 9,
p. 327, 2024.

C. Wang, Q. Wu, and the AG2 Community, “Ag2: Open-
source agentos for ai agents,” 2024. [Online]. Available: https:
//github.com/ag2ai/ag2

M. I. Abdin et al., “Phi-4 technical report,” Microsoft, Tech. Rep.
MSR-TR-2024-57, December 2024. [Online]. Available: https://www.
microsoft.com/en-us/research/publication/phi-4-technical-report/

C. Stagnaro, “Second-generation smart meter roll-out in Italy: a
cost—benefit analysis,” Journal of Industrial and Business Economics,
vol. 52, no. 1, pp. 201-220, 2025.

V. Contreras, “Synthetic Data for Smart Meter Attack Detection,”
2025. [Online]. Available: https://dx.doi.org/10.21227/7k2f-wz30


https://github.com/ag2ai/ag2
https://github.com/ag2ai/ag2
https://www.microsoft.com/en-us/research/publication/phi-4-technical-report/
https://www.microsoft.com/en-us/research/publication/phi-4-technical-report/
https://dx.doi.org/10.21227/7k2f-wz30

	Introduction
	Related work
	Framework Architecture
	LLM-based Data Interpretation
	Conclusions and Future Work
	References

